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Préface

C’est avec grand plaisir que je vous accueille pour les Huitièmes Journées Nationales du GDR Génie
de la Programmation et du Logiciel (GPL) à l’Université de Bourgogne Franche-Comté. Succéder à
Laurence Duchien pour continuer à rassembler et animer la communauté du GDR GPL est un réel
honeur, mais aussi un grand défi. Je remercie très chaleureusement Yves Ledru et Laurence Duchien
pour avoir animé, dynamisé et créé les conditions si particulières de cette belle communauté.

Les missions principales du GDR GPL sont l’animation scientifique de la communauté et la promo-
tion de nos disciplines, notamment en direction des jeunes chercheurs, mais également en direction des
mondes académique et socio-économique. Cette animation scientifique est d’abord le fruit des efforts
de nos groupes de travail, actions transverses et de l’Ecole des Jeunes Chercheurs en Programmation.

Le GDR GPL est maintenant dans sa huitième année d’activité. Les journées nationales sont un
temps fort de l’activité de notre GDR, l’occasion pour toute la communauté d’échanger et de s’enrichir
des derniers travaux présentés. Plusieurs événements scientifiques sont co-localisés avec ces journées
nationales : la 5ème édition de la Conférence en IngénieriE du Logiciel (CIEL 2016), la 10ème édition
de la Conférence francophone sur les Architectures Logicielles (CAL 2016), ainsi que la 15ème édition
d l’atelier francophone sur les Approches Formelles dans l’Assistance au Développement de Logiciels
(AFADL 2016).

Ces journées sont une vitrine où chaque groupe de travail donne un aperçu de ses recherches.
Une trentaine de présentations ont ainsi été sélectionnées par les responsables des groupes de travail.
Comme les années précédentes, nous avons demandé aux groupes de travail de nous proposer, en règle
générale, des présentations qui avaient déjà fait l’objet d’une sélection dans une conférence nationale
ou internationale ; ceci nous garantit la qualité du programme.

Deux conférenciers invités nous ont fait l’honneur d’accepter notre invitation. Il s’agit de Pascal
Cuoq (Trust in Soft) et de Jean-Marc Jézéquel (IRISA - Université de Rennes 1), lauréat de la
médaille d’argent du CNRS en 2016. Une table ronde, animée par Martin Quinson, abordera le thème
de l’enseignement de l’informatique dans le primaire et le secondaire.

Le GDR GPL a à cœur de mettre à l’honneur les jeunes chercheurs. C’est pourquoi nous décerne-
rons un prix de thèse du GDR pour la quatrième année consécutive. Nous aurons le plaisir de remettre
le premier prix de thèse GPL à Mounir Assaf pour sa thèse intitulée From qualitative to quantitative
program analysis : permissive enforcement of secure information flow, ainsi qu’un accessit à Thibaud
Antignac pour sa thèse intitulée Méthodes formelles pour le respect de la vie privée par construction.
Le jury chargé de sélectionner le lauréat a été présidé par Catherine Dubois, que je remercie tout
particulièrement, ainsi que l’ensemble des membres du jury.

Avant de clôturer cette préface, je tiens à remercier tous ceux qui ont contribué à l’organisation
de ces journées nationales : les responsables de groupes de travail, les membres du comité de direction
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du GDR GPL et tout particulièrement le comité d’organisation de ces journées nationales présidé
par Frédéric Dadeau. Je remercie chaleureusement l’ensemble des collègues bisontins qui n’ont pas
ménagé leurs efforts pour nous accueillir dans les meilleures conditions.

Pierre-Etienne Moreau
Directeur du GDR Génie de la Programmation et du Logiciel
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Conférenciers invités

SQLite au peigne fin

Auteur : Pascal Cuoq (Trust in Soft)

Résumé :
SQLite est une bibliothèque extrêmement utilisée, inclue pour prendre deux exemples sur chaque télé-
phone Android et sur chaque téléphone iOS. Au cours du développement d’un nouvel outil de détection
dynamique, tis-interpreter, nous nous sommes fixé pour objectif de faire passer dans tis-interpreter
l’imposante suite de tests avec couverture MC/DC existant pour SQLite. Cette présentation résume
le travail qui a été nécessaire pour passer du SQLite d’origine, déjà soumis à et amélioré sur la base
des diagnostiques de tous les outils disponible, en un SQLite dans lequel tis-interpreter ne détecte pas
de comportement non défini. Il sera aussi question du travail nécessaire pour passer du tis-interpreter
d’origine, basé sur la technologie Frama-C utilisée opérationnellement dans les domaines aéronau-
tique, nucléaire et spatial, et soumis à l’évaluation du NIST sur la suite de tests Juliet, en un outil
capable d’analyser le code source de SQLite.

Biographie :
Après une thèse avec Marc Pouzet et un post-doctorat avec Kwangkeun Yi, Pascal Cuoq est entré au
CEA, où il a travaillé dans les domaines de l’analyse statique et de la vérification formelle de logiciel
pendant dix ans. Au CEA, il a travaillé sur le logiciel de vérification Caveat, et a, avec Benjamin
Monate, créé la plate-forme de vérification de programmes Frama-C. Pascal Cuoq est co-fondateur et
directeur scientifique de la société TrustInSoft, qui fournit produits et services basés sur Frama-C.
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Conférenciers invités

Families of DSLs

Auteur : Jean-Marc Jézéquel (IRISA - Université de Rennes 1)

Résumé :
The engineering of complex systems involves many different stakeholders, each with their own domain
of expertise. Hence more and more organizations are adopting Domain Specific Languages (DSLs) to
allow domain experts to express solutions directly in terms of relevant domain concepts. This new
trend raises new challenges about designing DSLs, handling variation points among DSLs, evolving a
set of DSLs and coordinating the use of multiple DSLs. In this talk we explore various dimensions of
these challenges, and outline a possible research roadmap for addressing them. We detail one of these
challenges, which is the safe reuse of model transformations across variants of DSLs.

Biographie :
Jean-Marc Jézéquel is a Professor at the University of Rennes and Director of IRISA, one of the
largest public research lab in Informatics in France. His interests include model driven software engi-
neering for software product lines, and specifically component based, dynamically adaptable systems
with quality of service constraints, including reliability, performance, timeliness etc. He is the author
of several books published by Addison-Wesley and of more than 200 publications in international
journals and conferences. He was a member of the steering committees of the AOSD and MODELS
conference series. He also served on the editorial boards of IEEE Computer, IEEE Transactions on
Software Engineering, the Journal on Software and Systems, on the Journal on Software and System
Modeling and the Journal of Object Technology. He received an engineering degree from Telecom
Bretagne in 1986, and a Ph.D. degree in Computer Science from the University of Rennes, France, in
1989.
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Session commune aux groupes de travail
Compilation et LTP
Compilation — Langages, Types et Preuves

17



Huitièmes journées nationales du GDR GPL – 8 au 10 juin 2016

18



Verifying clock-directed modular code generation
for Lustre

Timothy Bourke1,2, Pierre-Évariste Dagand4,3,1, Marc Pouzet4,2,1, and Lionel Rieg5

1 Inria Paris
2 École normale supérieure, PSL Research University

3 CNRS, LIP6 UMR 7606
4 Sorbonne Universités, UPMC Univ Paris 06

5 Collège de France

Lustre was presented in 1987 as a programming language for control and signal processing
systems [Caspi et al., 1987]. Several properties made it suitable for safety-critical applications:
constructs for programming reactive controllers, execution in statically-bounded time and memory,
and traceable compilation schemes [Biernacki et al., 2008]. In particular, compilation consists in
transforming a set of equations, which define streams of values, into a sequence of imperative
instructions, which manipulate the memory of a machine. Repeatedly executing the instructions
is supposed to generate successive values of the original streams: but how can this be ensured?

Our response consists in formally specifying the source and target languages, implementing
the compiler in an Interactive Theorem Prover (ITP) and proving a correctness relation between
source and target programs. Building on prior work [Auger, 2013] that treats scheduling and
normalization of dataflow programs in the Coq theorem prover, this paper focuses on bridging the
gap between the dataflow world and the imperative one.

1 Source and Target Languages: CoreDF & Minimp

Compared to Lustre, CoreDF eschew separate initialization (->) and delay operators (pre) in
favor of initialized registers (fby). This choice obviates the need for an analysis pass to determine
whether delays are initialized before use. Additionally, the inputs of a node application must all
be on the same clock, unlike in Lustre where they may be on subclocks of the clock of the first
input. Prior formalizations [Auger, 2013] make the same two assumptions, but, unlike us, they
treat generalized merges and modular resets. While generalized merges introduce only technical
issues, modular resets pose important semantic issues even if their compilation is uncomplicated;
we leave them for future work. The semantics G ǹode f(

⇀xs , ys) of a node f in a program G relates
a list of input streams xs to an output stream ys, where we model streams as functions from the
natural numbers to a domain of values.

Minimp is a fairly conventional imperative language whose expressions and commands read
and manipulate a pair of memory environments. A local memory (env) models a stack frame,
mapping variable names to boolean or integer values. A global memory (mem) models a static
memory containing two mappings, variable names to values and variable names to instances (sub-
memories). The memory instances of programs compiled from CoreDF reflect the tree of nodes
in the original sources: there is an entry in values for each fby and one in instances for each node
application. A class groups together a class name, a step method, and a reset method. A program
is a list of classes. A step invocation looks up the given class name and executes the associated
step method in a global (sub-)memory retrieved from instances. Reset invocations initialize an
instance memory.

2 Code Generation

The translation maps a list of dataflow nodes into a list of imperative classes. Basic equations
become assignments to local memory, node applications become step invocations that update local
memory with a result and global memory with an updated instance, and fbys become assignments
to global memory. Our definitions encode the standard technique [Biernacki et al., 2008].

Groupes de travail Compilation et LTP
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3 Relating dataflow and imperative programs

In the context of a dataflow program, the semantics of a node relates input streams to an output
stream. The imperative code produced by translating the program must satisfy an essential prop-
erty: repeated execution against successive values of the input streams generates the successive
values of the output stream. The correctness of the translation is thus captured by

Proposition 1. Let G be a well-formed CoreDF program containing a node called f with seman-
tics G ǹode f(

⇀xs , ys). Translating G into an imperative program and iterating f’s step statement
n times against successive values of ⇀xs gives an environment containing the nth value of ys iff the
latter is present:

∃env mem, step(n+ 1, r, f,⇀xs , env ,mem)
∧ ∀o, ys(n) = present o ⇐⇒ env(r) = o.

where the step predicate executes f ’s step method n times from an environment created by
its reset method to give the environments env ′ and mem ′; passing the appropriate input value
from ⇀xs at each instant.

Intermediate dataflow semantics with exposed memory: The proposition above is too weak to
prove directly because it says nothing about the global memory. Indeed, the generated program
manipulates a tree of mem elements that mirrors the structure of node instantiations in the
original program. For the correctness proof to go through, we must state an invariant that re-
lates the sequences of values taken by the fby-streams to the values successively read from and
written to the corresponding registers. To do so, we have introduced a new semantic judgment
G m̀node f(

⇀xs ,M, ys), which exposes a memory tree M isomorphic to that of the translated code
but in which instance variables are streams of constant values. The behavior of this model is in-
tentionally very close to that of the translated code. From the fact that a node has a semantics,
we can prove that it also has a semantics with exposed memories.

Proving translation correctness: Correctness is shown via three nested inductions: over instants,
node instantiations, and the equations within a node; and two nested case distinctions: on the
three classes of equations, and whether or not each is executed at a given instant. It relies on
a few dozen auxiliary lemmas that include the correctness of expression translation and nested
conditional generation.

4 Future Work

We have yet to verify the typing and clocking systems; in other words, that well-typed and well-
clocked programs have a semantics, which should allow us to derive rather than decree the timing
properties required for the correctness proof. Developing the link with CompCert is another objec-
tive, which will involve adapting our treatment of types and operators, and compiling our memory
trees into nested records.
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Faire une preuve interactivement à l’aide d’un assistant à la preuve - quicon-
que s’y est essayé le dira - n’est pas chose facile. Mais le plus frustrant est sans
doute d’essayer de faire une preuve d’un lemme incorrect. Il est donc intéressant
de pouvoir tester ces conjectures avant de les prouver. Des outils plus ou moins
aboutis traitent cette question pour la plupart des assistants à la preuve (Isabelle
[1], Agda [4], PVS [5], FoCaLiZe [2] et plus récemment Coq [6]). Ces outils sont
très souvent inspirés de QuickCheck [3]. Ils permettent d’acquérir une certaine
confiance dans le lemme testé et dans les définitions utilisées dans son énoncé
ou, en cas d’échec, d’obtenir un ou plusieurs contre-exemples. Dans le cadre de
l’étude de structures combinatoires comme les cartes combinatoires [9] ou les
λ-termes [7], les objectifs principaux concernent le comptage de ces structures
et la mise en place de bijections entre différentes familles de structures. Dans ce
cadre, il est souvent utile d’énumérer les structures jusqu’à une certaine taille et
d’utiliser ces éléments pour tester une certaine propriété.

Nous proposons une méthodologie alliant test aléatoire et test exhaustif borné
pour tester des propriétés écrites en Coq et portant sur des structures combi-
natoires. Plus précisément, nous utilisons conjointement le plugin QuickChick
de Coq et Prolog (ainsi que la bibliothèque Prolog de validation développée par
V. Senni) pour réaliser cette combinaison. La méthodologie est exposée sur deux
exemples : les permutations et les cartes combinatoires enracinées.

Méthodologie et outils utilisés

Test aléatoire. QuickChick 3 est un plugin de test développé pour Coq [6].
Il permet de tester la validité de propriétés exécutables avec des données géné-
rées aléatoirement. QuickChick fournit différents combinateurs pour écrire des
générateurs aléatoires et le code dédié au test. La propriété sous test doit être
exécutable, ce qui demande en général de transformer un prédicat en une fonction
booléenne équivalente. Dans certains cas, il est possible, pour ce faire, d’utiliser
le plugin Relation Extraction [8].

Test exhaustif borné. Nous proposons d’utiliser Prolog pour énumérer les
structures combinatoires jusqu’à une certaine taille, ce qui est en général très

3. https://github.com/QuickChick
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facile à obtenir grâce au mécanisme de backtracking de Prolog. Chaque solution
proposée par Prolog est traduite en un objet Coq avec lequel des lemmes Coq ou
leur version exécutable sont instanciés. Dans le cas non exécutable, des tactiques
appropriées peuvent être appliquées pour démontrer chaque instance des lemmes.

Cas d’étude

Nous illustrons ces différents modes de validation avec la mise au point de spé-
cifications Coq pour les structures combinatoires des permutations et des cartes
enracinées. Une permutation est définie comme une fonction injective sur un in-
tervalle d’entiers naturels. Une telle permutation est isomorphe à une liste sans
doublons contenant les éléments de l’intervalle de définition. Nous définissons
ensuite la somme directe de deux permutations ainsi qu’une opération d’inser-
tion. Dans un premier temps, l’objectif est de tester (puis démontrer) que ces
deux opérations construisent bien des permutations lorsqu’elles sont appliquées
à des permutations. Nous nous intéressons ensuite au cas des cartes combina-
toires enracinées définies comme des paires transitives de permutations. Deux
opérations spécifiques d’ajout d’une arête sont ensuite définies. Elles permettent
de construire des cartes à partir de cartes plus petites. Ici la propriété que nous
cherchons à valider concerne la préservation de la transitivité.
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Call-By-Push-Value du point de vue de la
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A l’origine, la correspondance de Curry-Howard établit un isomorphisme
entre preuves de la logique intuitionniste (exprimées en déduction naturelle) et
lambda-calcul typé, c’est-à-dire programmes purement fonctionnels typés. Elle
propose une façon de concevoir le lien entre un programme (terme du lambda-
calcul) et sa spécification (formule logique prouvée, ou, plus généralement, réa-
lisée) qui est à la base de du système d’extraction de Coq ou de la réalisabilité
classique de Jean-Louis Krivine.

Cette correspondance présente également un versant catégorique de séman-
tique dénotationnelle dans lequel les formules (ou types) sont interprétées comme
des objets d’une catégorie et les preuves (ou programmes) sont interprétés
comme des morphismes de cette catégorie. Étendre la correspondance de Curry-
Howard à des langages qui ne sont plus purement fonctionnels passe par la com-
préhension catégorique de ces extensions de la pure fonctionnalité. Au milieu
des années 1980, Eugnenio Moggi propose d’utiliser les monades pour “encap-
suler” ces effets dans un cadre de sémantique dénotationnelle : il parvient ainsi
à capturer l’usage de variables affectables (comme celles des langages non fonc-
tionnels usuels, variables dont la valeur peut être modifiée par le programme),
la manipulation des continuations (comme permet de le faire le call/cc de
scheme), le choix non déterministe etc. Le choix probabiliste est plus difficile à
prendre en compte dans ce cadre monadique.

À la même époque, Jean-Yves Girard découvre la logique linéaire qui se
présente comme un raffinement de la logique intuitionniste, complètement com-
patible avec la correspondance de Curry-Howard, et dans lequel les règles struc-
turelles (affaiblissement, contraction) prennent un statut logique grâce à l’in-
troduction des connecteurs exponentiels. L’effet majeur de ce raffinement est la
réintroduction d’une négation involutive, comme celle de la logique classique qui
était réputée non susceptible d’une interprétation opérationnelle comme celle de
la logique intuitionniste. Ce “miracle” est rendu possible par l’introduction du
concept fondamental de linéarité : d’un point de vue catégorique, les preuves
de la logique linéaire sont interprétées typiquement comme des morphismes li-
néaire (en un sens similaire à celui de l’algèbre linéaire) et la négation linéaire
représente tout simplement la notion familière de dualité. Opérationnellement,

1
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cette dualité correspond à une symétrie parfaite entre le programme et son en-
vironnement.

Un peu plus tard, Timothy Griffin fait une observation fondamentale : la
construction call/cc peut être typée au moyen de la loi de Peirce

((A → B) → A) → A

qui est une tautologie classique non prouvable en logique intuitionniste. Au-
trement dit : la construction call/cc permet d’étendre la correspondance de
Curry-Howard à la logique classique. En introduisant la polarisation, la logique
linéaire a immédiatement fourni une explication de ce phénomène. On peut isoler
deux classes duales de formules de logique linéaire, les positives et les négatives,
qui préservent en un certain sens les règles structurelles. Les formules de la lo-
gique classique s’interpètent par des formules négatives, et les règles structurelles
qui leur sont associées (plus les propriétés de la négation linéaire) permettent
de rendre compte en logique linéaire des règles de la logique classique.

À la fin des années 1990, Paul Blain Levy introduit Call-By-Push-Value
(CBPV) pour étendre l’approche monadique de Moggi à un langage qui n’est
plus strictement en appel par valeur. Je proposerai dans mon exposé une inter-
pétation a priori purement fonctionnelle de CBPV du point de vue de la logique
linéaire, et plus précisément, de la polarisation. Alors que l’interpétation de la lo-
gique classique repose sur la stricte dualité entre formules positives et négatives,
CBPV repose sur l’identification de formules positives au sein de d’un univers
plus vaste de formules non nécessairement polarisées. Dans cette approche, les
valeurs sont des termes particuliers de type positif qui sont interprétés en séman-
tique dénotationnelle par des morphismes respectant la “structure structurelle”
des objets interprétant ces types. Syntaxiquement, cela signifie que ces termes
sont librement duplicables et effaçables par les programmes qui les prennent en
argument.

J’illustrerai ces propriétés structurelles des valeurs dans le cadre d’une ex-
tension probabiliste de CBPV qui admet une interprétation dénotationnelle na-
turelle dans le modèle des espaces cohérents probabilistes de la logique linéaire.
Ainsi, le terme dice de type int qui réduit en 0 ou 1 avec probabilité 1/2 n’est
pas une valeur de type int et n’est donc pas duplicable en CBPV. Par contre,
le résultat de son évaluation (soit 0, soit 1) est une valeur de type int, et est
donc duplicable. Il reste possible de dupliquer dice à condition de le mettre
dans une boîte (au sens figuré, ou au sens de la logique linéaire, il se trouve
par chance que les deux coïncident), mais cette mise en boîte apparaît dans
les types. Ces caractéristiques permettent, sans s’imposer une stricte stratégie
d’appel par valeur, d’écrire des programmes fonctionnels probabilistes qui ne
sont pas représentables en pur appel par nom. Et en effet CBPV “contient” à la
fois l’appel par nom et l’appel par valeur.

2
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The observable behavior of a multi-process system depends not only on the
inputs received from the system’s environment, but is also influenced by the rel-
ative order in which processes are scheduled for execution. Because programmers
usually have very little influence on the way processes are scheduled, the overall
behavior can be non-deterministic even when every process operates determin-
istically. This leads to so-called “Heisenbugs” that make testing and debugging
concurrent systems very challenging.

Designers of (embedded) real-time systems, such as controllers of safety-
critical components in cars or airplanes, have devised principles for avoiding
non-deterministic behavior. In particular, they can rely on the access of system
components to a common time base for enforcing stricter scheduling disciplines.
For example, the original idea of time-triggered architecture [3] was to assign
fixed slots of execution to each process and to use a deterministic communication
layer. In the PharOS real-time system [5, 6], commercialized6 under the name
Asterios R©, every instruction that a process wishes to execute is associated with
a temporal window of execution. Moreover, a message can only be received by
a process if the execution window of the receiving instruction is strictly later
than the execution window of the sending instruction. In this way, a message
that can be received in some execution must be received in all executions that
respect the timing constraints, independently of the order in which processes are
scheduled. This argument is at the core of the pencil-and-paper proof establishing
determinacy for PharOS [5].

In the work reported here [1], we represented the execution model of PharOS
in the specification language TLA+ [4] and used TLAPS, the TLA+ Proof Sys-
tem [2] to formally prove determinacy for that model. Our proof is based on
the paper-and-pencil proof of [5] but is written in assertional style, i.e., based on
explicit inductive invariants. In order to express the property of determinacy in a
linear-time temporal logic, we statically define “witness” executions where each
process executes infinitely often and then show that at any point of an actual
execution, the sequence of local states of each process is a prefix of the sequence
of the states of the same process in an (arbitrary) fixed witness execution. We
also prove the existence of witness executions by exhibiting a specific scheduling
strategy. The proof represents a non-trivial case study for TLAPS, with approx-

6 http://www.krono-safe.com
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imately 2,000 lines of proof, not counting some general-purpose lemmas that are
now included in the TLAPS standard library.

The work reinforces our confidence in the result that PharOS executions are
indeed deterministic. The formal proof did not find any actual error in the origi-
nal proof, but we found it useful to introduce some suitable intermediate abstrac-
tions, and we also sharpened some of the assumptions. The main assumption is
that deadlines are never missed, a hypothesis that is validated by schedulability
analysis for actual systems, but we did not formalize the extensions discussed
in [5] to cases where some deadlines are missed or abrupt termination occurs. An
interesting direction of future work would be to formally prove that an actual
implementation, such as the Asterios R© system, is a refinement of our high-level
model of execution.
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Résumé Les calculs en nombres flottants sont intensivement
utilisés dans divers domaines, notamment les systèmes em-
barqués critiques. En général, les résultats de ces calculs sont
perturbés par les erreurs d’arrondi. Dans un scenario critique,
ces erreurs peuvent être accumulées et propagées, générant
ainsi des dommages plus ou moins graves sur le plan hu-
main, matériel, financier, etc. Il est donc souhaitable d’obte-
nir les résultats les plus précis possible lorsque nous utilisons
l’arithmétique flottante. Pour ce faire, nous avons développé
un outil qui corrige partiellement ces erreurs d’arrondi, par
une transformation automatique et source à source des pro-
grammes. Notre transformation repose sur une analyse sta-
tique par interprétation abstraite qui fournit des intervalles
pour les variables présentées dans les codes sources. Nous
transformons non seulement des expressions arithmétiques
mais aussi des morceaux de code avec des affectations, des
boucles, des conditionnelles, des fonctions, etc. Les résultats
obtenus par notre outils sont très prometteurs. Nous avons
montré que nous améliorions de manière significative la pré-
cision numérique des calculs en minimisant l’erreur par rap-
port à l’arithmétique exacte des réels. Un autre critère très
intéressant est que notre technique permet d’accélérer la vi-
tesse de convergence de méthodes numériques itératives par
amélioration de leur précision comme les méthodes de New-
ton, Jacobi, Gram-Schmidt, etc. Nous avons réussi à réduire
le nombre d’itérations nécessaire pour converger de plusieurs
dizaines de pourcents. Nous avons aussi étudié l’impact de
l’optimisation de la précision sur le format des variables (en
simple ou double précision). Pour ce faire, nous avons com-
paré deux programmes sources écrits en simple et en double
précision avec celui transformé en simple précision. Les ré-
sultats obtenus montrent que le programme transformé (32
Bits) est très proche du résultat exact de celui de départ (64

Correspondence to: nasrine.damouche@univ-perp.fr

Bits). Cela permet à l’utilisateur de dégrader la précision sans
perdre beaucoup d’informations. D’un point de vue théorique,
nous avons prouvé que les programmes générés n’ont pas for-
cément la même sémantique que les programmes d’origine,
mais que mathématiquement, ils sont équivalents.

Mots Clés : Précision numérique, Arithmétique des nombres
flottants, Transformation de programmes, Analyse statique,
Preuve de correction.

1 Introduction

Suite à des progrès rapides et incessants, l’informatique a
pris une ampleur prépondérante dans divers domaines d’ap-
plication comme l’industrie spatiale, l’aéronautique, les équi-
pements médicaux, le nucléaire, etc. Nous avons tendance à
croire aveuglément aux différents calculs effectués par les or-
dinateurs mais un problème majeur se pose, lié à la fiabilité
des traitements numériques, car les ordinateurs utilisent des
nombres à virgule flottante qui n’ont qu’un nombre fini de
chiffres. Autrement dit, l’arithmétique des ordinateurs basée
sur les nombres flottants fait qu’une valeur ne peut être re-
présentée exactement en mémoire, ce qui oblige à l’arrondir.
En général, cette approximation est acceptable car la perte est
tellement faible que les résultats obtenus sont très proches des
résultats réels. Cependant dans un scénario critique, ces ap-
proximations engendrent des dégâts considérables sur le plan
industriel, financier, humain et bien d’autres. La complexité
des calculs en virgule flottante dans les systèmes embarqués
ne cesse d’augmenter, rendant ainsi le sujet de la précision
numérique de plus en plus sensible. Vu le rôle qu’elle joue sur
la fiabilité des systèmes embarqués, l’industrie encourage les
chercheurs pour valider [4,9,10,13,14,23] et améliorer [15,
22] leurs logiciels afin d’éviter des failles et éventuellement
des catastrophes comme l’échec du missile Patriote en 1991
et l’explosion de la fusée Ariane 5 en 1996.

Cet article traite de la transformation automatique de pro-
grammes dans le but d’améliorer leur précision numérique [6,
7,8]. De nombreuses techniques ont été proposées pour trans-
former automatiquemnt des expressions arithmétiques. Dans
ses travaux de thèse [15], A. Ioualalen a introduit une nou-
velle représentation intermédiaire (IR) permettant de repré-
senter dans une structure polynomiale, un nombre exponen-
tiel d’expressions arithmétiques équivalentes. Cette représen-
tation, nommée APEG [15,16] pour Abstract Program Ex-
pression Graph, a réussi à réduire la complexité de la trans-
formation en un temps et une taille polynomiaux. Le but de
notre travail est d’aller au delà des expressions arithmétiques,
en s’intéressant à transformer automatiquement des bouts de
code de taille plus ou moins grande. Notre transformation
opère sur des séquences de commandes comprenant des af-
fectations, des conditionnelles, des boucles, des fonctions,
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etc., pour améliorer leur précision numérique. Nous avons
défini un ensemble de règles de transformation pour les com-
mandes [7]. Appliquées dans un ordre déterministe, ces règles
permettent d’obtenir un programme plus précis parmi tout
ceux considérés. Les résultats obtenus montrent que la pré-
cision numérique des programmes est significativement amé-
liorée (en moyenne de 20%). Actuellement, nous nous inté-
ressons à optimiser une seule variable de référence à partir
des intervalles donnés aux valeurs d’entrées de programme
et des bornes d’erreurs calculées en utilisant les techniques
d’interprétation abstraite [5] pour l’arithmétique des nombres
flottants [7,17].

Théoriquement, nous avons défini un ensemble de règles
de transformation qui ont été implémentées dans un logi-
ciel, Salsa. Cet outil se comporte comme un compilateur à
la seule différence qu’il utilise les résultats d’une analyse
statique fournissant des intervalles pour chaque variable à
chaque point de contrôle. Notons que le programme généré
ne possède pas forcément la même sémantique que celui de
départ mais que les programmes sources et transformés sont
mathématiquement équivalents pour les entrées (intervalles)
considérées. De plus, le programme transformé est plus pré-
cis. La correction de notre approche repose sur une preuve
mathématique par induction comparant le programme trans-
formé avec celui d’origine.

Cet article est organisé comme suit. Nous détaillons à la
section 2 les bases de l’arithmétique flottante et nous don-
nons par la suite un bref aperçu de la transformation des ex-
pressions arithmétiques. La section 3 concerne les différentes
règles de transformation qui nous permettent d’obtenir les
programmes optimisés automatiquement. Nous donnerons en
section 4 le théorème de correction de notre transformation.
En dernier lieu, dans la section 5, nous décrivons les diffé-
rents résultats expérimentaux obtenus avec notre outil. Nous
concluons à la section 6 qui résume nos travaux et ouvre sur
de nombreuses perspectives.

2 Analyse et transformation des expressions

Dans cette section, nous présentons les méthodes utilisées
pour borner et réduire les erreurs d’arrondi sur les expressions
arithmétiques [15,16]. Dans un premier temps, nous présen-
tons brièvement la norme IEEE754 et les méthodes d’analyse
statique permettant de calculer les erreurs de calculs. Par la
suite, nous évoquons la transformation automatique des ex-
pressions arithmétiques.

2.1 Analyse statique pour la précision numérique

La norme IEEE754 est le standard scientifique permet-
tant de spécifier l’arithmétique à virgule flottante [1,21]. Les
nombres réels ne peuvent être représentés exactement en mé-
moire sur machine. A cause des erreurs d’arrondi apparais-
sant lors des calculs, la précision des résultats numériques est

x s e m
+0 0 00000000 00000000000000000000000
-0 1 00000000 00000000000000000000000
+∞ 0 11111111 00000000000000000000000
-∞ 1 11111111 00000000000000000000000
NaN 0 11111111 00001001110000011000001 (exemple)

FIGURE 1. Valeurs spéciales de la norme IEEE754.

généralement peu intuitive. La représentation d’un nombre x
en virgule flottante, en base b, est défini avec :

x = s · (x0.x1.x2 . . .xp−1) ·be = s ·m ·be−p+1 , (1)

avec, s ∈ {0,1} le signe, m = x0.x1.x2 . . .xp−1 la mantisse tel
que 0 ≤ xi < b et 0 ≤ i ≤ p− 1, p la précision et enfin l’ex-
posant e ∈ [emin,emax].

En donnant des valeurs spécifiques pour p, b, emin et emax,
le standard IEEE754 définit plusieurs formats pour les nombres
flottants. En fonction de la mantisse et de l’exposent, la norme
IEEE754 dispose de quatre valeurs spéciales comme le montre
la Figure 1. Les NAN (Not a Number) correspondent aux
exceptions ou aux résultats d’une opération invalide comme
0÷0,

√
−1 ou 0×±∞.

Par exemple, il est clair que le nombre 1/3 contient une in-
finité de chiffres après la virgule en bases 10 et 2, ce qui fait
qu’on peut pas le représenter avec une suite finie de chiffres
sur ordinateur. Même si l’on prend deux nombres exacts qui
sont représentables sur machine, le résultat d’une opération
n’est généralement pas représentable. Ceci montre la néces-
sité d’arrondir. Le standard IEEE754 décrit quatre modes d’ar-
rondi pour un nombre x à virgule flottante :

— L’arrondi vers +∞, renvoyant le plus petit nombre
machine supérieur ou égal au résultat exact x. On le
note ↑+∞ (x).

— L’arrondi vers −∞, renvoyant le plus grand nombre
machine inférieur ou égal au résultat exact x. On le
note ↑−∞ (x)

— L’arrondi vers 0, renvoyant ↑+∞ (x) si x est négatif ou
↑−∞ (x) si x est un nombre positif. On le note ↑0 (x).

— L’arrondi au plus près, renvoyant le nombre machine
le plus proche du résultat exact x. On le note ↑∼ (x).

La sémantique des opérations élémentaires comme dé-
fini par le standard IEEE754 pour les quatre modes d’arrondi
r ∈ {−∞,+∞,0,∼} cités précédemment pour ↑r: R→ F, est
donnée par :

x~r y =↑r (x∗ y) , (2)

avec, ~r ∈ {+,−,×,÷} une des quatre opérations élé-
mentaires utilisées pour le calcul des nombres flottants en
utilisant le mode d’arrondi r et ∗ ∈ {+,−,×,÷} l’opération
exacte (opérations sur les réels). Clairement, les résultats des
calculs à base des nombres flottants ne sont pas exacts et ceci
est dû aux erreurs d’arrondi. Par ailleurs, on utilise la fonc-
tion ↓r: R→ R permettant de renvoyer l’erreur d’arrondi du
nombre en question. Cette fonction est définie par :
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↓r (x) = x− ↑r (x) . (3)

Il est à noter que nos techniques de transformation présen-
tées dans la Section 3 ne dépendent pas d’un mode d’arrondi
précis. Pour simplifier notre analyse, on suppose qu’on utilise
le mode d’arrondi au plus près dans le reste de cet article, ce
qui revient à écrire ↑ et ↓ au lieu de ↑r et ↓r.

Pour calculer les erreurs se glissant durant l’évaluation
des expressions arithmétiques, nous définissons des valeurs
non standard faites d’une paire (x,µ) ∈ F×R= E, où la va-
leur x représente un nombre flottant et µ l’erreur exacte liée à
x. Plus précisément, µ est la différence exacte entre la valeur
réelle et flottante de x comme définit par l’équation (3). A titre
d’exemple, prenons le nombre réel 1/3 qui sera représenté par
la valeur suivante :

v = (↑∼ (1/3),↓∼ (1/3)) = (0.33333333,(1/3−0.33333333)).

La sémantique concrète des opérations élémentaires dans E
est détaillée dans [18].

La sémantique abstraite associée à E utilise une paire
d’intervalles (x],µ]) ∈ E], tel que le premier intervalle x]

contient les nombres flottants du programme, et le deuxième
intervalle µ] contient les erreurs sur x] obtenues en sous-
trayant le nombre flottant de la valeur exacte. Cette valeur
abstrait un ensemble de valeurs concrètes {(x,µ) : x ∈ x] et
µ ∈ µ]}. Revenons maintenant à la sémantique des expres-
sions arithmétiques dont l’ensemble des valeurs abstraites est
noté par E]. Un intervalle x] est approché avec un intervalle
défini par l’équation (4) qu’on note ↑] (x]).

↑] ([x,x]) = [↑ (x),↑ (x)] . (4)

La fonction d’abstraction ↓], quant à elle, abstrait la fonc-
tion concrète ↓, autrement dit, elle permet de sur-approcher
l’ensemble des valeurs exactes d’erreur, ↓ (x) = x− ↑ (x) de
sorte que chaque erreur associée à l’intervalle x ∈ [x,x] est in-
cluse dans ↓] ([x,x]). Pour un mode d’arrondi au plus proche,
la fonction d’abstraction est donnée par l’équation (5).

↓] ([x,x]) = [−y,y] avec y =
1
2

ulp
(
max(|x|, |x|)

)
. (5)

En pratique, l’ulp(x) qui est une abréviation de unit in the
last place représente la valeur du dernier chiffre significatif
d’un nombre à virgule flottante x. Formellement, la somme
de deux nombres à virgule flottante revient à additionner les
erreurs générées par l’opérateur avec l’erreur causée par l’ar-
rondi du résultat. Similairement pour la soustraction de deux
nombres flottants, on soustrait les erreurs sur les opérateurs
et on les ajoute aux erreurs apparues au moment de l’arrondi.
Quant à la multiplication de deux nombres à virgule flottante,
la nouvelle erreur est obtenue par développement de la for-
mule (x]1 + µ]

1)× (x]2 + µ]
2). Les équations (6) à (8) donnent

la sémantique des opérations élémentaires.

(x]1,µ
]
1)+(x]2,µ

]
2) = (↑] (x]1 + x]2),µ

]
1 +µ]

2+ ↓] (x
]
1 + x]2)) , (6)

(x]1,µ
]
1)− (x]2,µ

]
2) = (↑] (x]1− x]2),µ

]
1−µ]

2+ ↓] (x
]
1− x]2)) , (7)

(x]1,µ
]
1)× (x]2,µ

]
2) = (↑] (x]1× x]2),

x]2×µ]
1 + x]1×µ]

2 +µ]
1×µ]

2+ ↓] (x
]
1× x]2)) . (8)

Notons qu’il existe d’autres domaines abstraits plus ef-
ficaces, à titre d’exemple [4,13,14], et aussi des techniques
complémentaires comme [2,3,9,23]. De plus, on peut faire
référence à des méthodes qui transforment, synthétisent ou
réparent les expressions arithmétiques basées sur des entiers
ou sur la virgule fixe [12]. On citera également [4,11,19,20,
23] qui s’intéressent à améliorer les rangs des variables à vir-
gule flottante.

2.2 Les expressions arithmétiques

Nous présentons ici rapidement les travaux de thèse de
A. Ioualalen qui portent sur la transformation [6] des expres-
sions arithmétiques en utilisant les APEGs [15,16,24]. Les
APEGs, abréviation de Abstract Program Equivalent Graph,
permettent de représenter en taille polynomiale un nombre
exponentiel d’expressions mathématiques équivalentes. Un
APEG se compose de classes d’équivalence représentées par
des ellipses qui contiennent des opérations, et des boites. Pour
former une expression valide, nous construisons l’APEG cor-
respondant à l’expression arithmétique en question d’abord,
ensuite, il faut choisir une opération dans chaque classe d’équi-
valence. Pour éviter le problème lié à l’explosion combina-
toire, les APEGs regroupent plusieurs expressions arithmé-
tiques équivalentes à base de commutativité, d’associativité
et de distributivité dans des boites. Une boite avec n opé-
rateurs peut représenter un très grand nombre de formules
équivalentes allant jusqu’à 1×3×5...×(2n−3) expressions.
La construction d’un APEG nécessite l’usage de deux algo-
rithmes. Le premier algorithme dit de propagation effectue
une recherche récursive dans l’APEG afin d’y trouver les opé-
rateurs binaires symétriques qui à leur tour, seront mis dans
les boites abstraites. Le deuxième algorithme, d’expansion,
cherche dans l’APEG une expression plus précise parmi toutes
les expressions équivalentes. Enfin, nous recherchons l’ex-
pression arithmétique la plus précise selon la sémantique abs-
traite de la Section 2.1.

La syntaxe des expressions arithmétiques et booléennes
est donnée par l’équation (9).

Expr 3 e ::= id | cst | e+ e | e− e | e× e | e÷ e
BExpr 3 b ::= true | false | b∧b | b∨b | ¬b |

e = e | e < e | e > e
(9)
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2 a

×

+

b

□

+(a,a,b)

×

c ×

+

c b c

×

a a

+×

× +

FIGURE 2. APEG for the expression e =
(
(a+a)+ c

)
× c.

Exemple Afin de bien éclairer cette notion, nous donnons ci-
dessous quelques expressions arithmétiques correspondant à
l’APEG de l’expression e = ((a+a)+b)×c) de la Figure 2.
Sur cette dernière, les ellipses en pointillé correspondent aux
classes d’équivalences qui contiennent des APEGs et les rec-
tangles sont les boites constituées d’une opération et n opé-
randes, autrement dit, c’est les différentes façons de combiner
ces opérateurs avec les opérandes en question.

A (p) =





(
(a+a)+b

)
× c,

(
(a+b)+a

)
× c,(

(b+a)+a
)
× c,

(
(2×a)+b

)
× c,

c×
(
(a+a)+b

)
, c×

(
(a+b)+a

)
,

c×
(
(b+a)+a

)
, c×

(
(2×a)+b

)
,

(a+a)× c+b× c, (2×a)× c+b× c,
b× c+(a+a)× c, b× c+(2×a)× c





. (10)

�

3 Transformation des commandes

Afin d’améliorer au mieux la précision numérique des
calculs, nous transformons automatiquement des programmes
utilisant l’arithmétique des nombres à virgule flottante en nous
appuyant sur des techniques d’interprétation abstraite. Cette
transformation concerne les expressions arithmétique comme
l’addition, la multiplication, les fonctions trigonométriques,
etc., mais aussi les morceaux de code tel que les affectations,
conditionnelles, boucles et fonctions. La syntaxe correspon-
dant à nos commandes est la suivante :

Com 3 c ::= id = e | c1;c2 | ifΦ e then c1 else c2

| whileΦ e do c | nop . (11)

Pour réaliser notre transformation, nous avons défini un en-
semble de règles permettant de réécrire les programmes en
des programmes plus précis. Ces règles de transformation ont
été implémentées dans un outil appelé Salsa qui prend en en-
trée un programme initialement écrit dans un langage impé-
ratif, et retourne en sortie un programme écrit dans le même
langage et numériquement plus précis. Les programmes sont
écrits sous forme SSA pour Static Single Assignment, chaque
variable est écrite uniquement une seule fois dans le code
source, ce qui évite les conflits causés par la lecture et l’écri-
ture d’une même variables. Les différentes règles de trans-
formation, données à la figure 3, sont utilisées dans un ordre

déterministe c’est-à-dire qu’elles sont appliquées l’une après
l’autre. Notre transformation est répétée jusqu’à ce que le
programme final ne change plus. Dans notre cas, on optimise
une seule variable à la fois nommée variable de référence et
notée ϑ . Un programme transformé, pt , est plus précis que le
programme original, po, si et seulement si :

— La variable de référence ϑ correspond mathématique-
ment à la même expression mathématique dans les
deux programmes,

— Cette variable de référence est plus précise dans pt
que dans po.

Nous détaillons maintenant l’ensemble des règles de trans-
formation intra-procédurale qui nous permettent de réécrire
les différentes commandes. La transformation de nos pro-
grammes utilise un environnement formel δ qui relie des iden-
tificateurs à des expressions formelles, δ : V → Expr. Tout
d’abord, nous avons deux règles pour l’affectation dont la
forme est c ≡ id = e. La règle (A1) traduit une heuristique
permettant de supprimer une affectation du programme source
et de la sauvegarder dans la mémoire δ si les conditions sui-
vantes sont bien vérifiées : i) les variables de l’expression e
n’appartiennent pas à l’environnement δ , ii) la variable de
référence ϑ que nous souhaitons optimiser n’est pas dans la
liste noire β , iii) la variable v que l’on souhaite supprimer et
mettre dans δ ne correspond pas à la variable de référence
ϑ . La seconde règle (A2) permet de substituer les variables
déjà mémorisées dans δ dans l’expression e afin d’obtenir
une expression plus grosse que nous allons, par la suite, re-
parenthéser pour en trouver une forme qui est numériquement
plus précise. Pour ce qui concerne les séquences de com-
mandes c1;c2, nous disposons de plusieurs règles de transfor-
mation selon la valeur des deux membres c1 et c2. Si un des
deux membres est égal à nop, nous transformons uniquement
l’autre membre (règles (S1) et (S2)). Sinon, nous réécrivons
les deux membres de la séquence (règle (S3)). Le troisième
type de transformation de commandes concerne les condi-
tionnelles. Les trois premières règles (C1) à (C3) consistent
à évaluer la condition e tout en ayant connaissance statique de
sa valeur. Dans le cas où la condition est vraie nous trans-
formons la partie if et quand elle vaut faux, nous trans-
formons la branche then. Par ailleurs, si on ne connais pas
statiquement la valeur de la condition, nous transformons les
deux branches de la conditionnelle. Une dernière règle stipule
que les variables qui ont été supprimées alors qu’il ne fallait
pas les enlever du programme doivent être ré-injecter dans le
corps de la conditionnelle car sinon on rencontre des ennuis
à l’exécution car des variables sont non initialisées (C4). Par
conséquent, nous mettons ces variables dans la liste noire β
pour ne pas les supprimer dans une future utilisation. Quant à
la boucle whileΦ e do c, nous avons défini deux règles. Une
première règle (W1) réécrit le corps de la boucle tandis que
l’autre règle intervient lorsque nous rencontrons des variables
non définies dans le programme car elles ont été supprimées
et sauvegardées dans δ . Comme pour les conditionnelles à
ce stade là, nous ré-insérons les variables en question dans le
corps de la boucle et nous les rajoutons à la liste noire.
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δ ′ = δ [id 7→ e] id 6∈ β
〈id = e,δ ,C,β 〉 ⇒ϑ 〈nop,δ ′,C,β 〉 (A1)

e′ = δ (e) σ ] = [[C[c]]]]ι] 〈e′,σ ]〉;∗ e′′

〈id = e,δ ,C,β 〉 ⇒ϑ 〈id = e′′,δ ,C,β 〉 (A2)

〈nop ; c ,δ ,C,β 〉 ⇒ϑ 〈c,δ ,C,β 〉 (S1) 〈c ; nop ,δ ,C,β 〉 ⇒ϑ 〈c,δ ,C,β 〉 (S2)

C′ =C
[
[];c2

]
〈c1,δ ,C′,β 〉 ⇒∗ϑ 〈c′1,δ ′,C′,β ′〉 C′′ =C[c′1; []]

〈c2,δ ′,C′′,β ′〉 ⇒ϑ 〈c′2,δ ′′,C′′,β ′′〉
〈c1 ; c2 ,δ ,C,β 〉 ⇒ϑ 〈c′1 ; c′2,δ ′′,C,β ′′〉 (S3)

σ ] = [[C[ifΦ e then c1 else c2]]]
]ι] [[e]]]σ ] = true 〈c1,δ ,C,β 〉 ⇒ϑ 〈c′1,δ ′,C,β 〉

〈ifΦ e then c1 else c2,δ ,C,β 〉 ⇒ϑ 〈Ψ(Φ ,c′1),Ψ(Φ ,δ ′),C,β 〉 (C1)

σ ] = [[C[ifΦ e then c1 else c2]]]
]ι] [[e]]]σ ] = false 〈c2,δ ,C,β 〉 ⇒ϑ 〈c′2,δ ′,C,β 〉

〈ifΦ e then c1 else c2,δ ,C,β 〉 ⇒ϑ 〈Ψ(Φ ,c′2),Ψ(Φ ,δ ′),C,β 〉 (C2)

Var(e)∩Dom(δ ) = /0 β ′ = β ∪Assigned(c1)∪Assigned(c2)
〈c1,δ ,C,β ′〉 ⇒ϑ 〈c′1,δ1,C,β1〉 〈c2,δ ,C,β ′〉 ⇒ϑ 〈c′2,δ2,C,β2〉 δ ′ = δ1∪δ2

〈ifΦ e then c1 else c2,δ ,C,β 〉 ⇒ϑ 〈ifΦ e then c′1 else c′2,δ ′,C,β ′〉 (C3)

V =Var(e) c′ = AddDe f s(V,δ ) δ ′ = δ|Dom(δ )\V
〈c′; ifΦ e then c1 else c2,δ ′,C,β ∪V 〉 ⇒ϑ 〈c′′,δ ′,C,β ′〉
〈ifΦ e then c1 else c2,δ ,C,β 〉 ⇒ϑ 〈c′′,δ ′,C,β ′〉 (C4)

Var(e)∩Dom(δ ) = /0 C′ =C[whileΦ e do []] 〈c,δ ,C′,β 〉 ⇒ϑ 〈c′,δ ′,C′,β ′〉
〈whileΦ e do c,δ ,C,β 〉 ⇒ϑ 〈whileΦ e do c′,δ ′,C,β ′〉 (W1)

V =Var(e)∪Var(Φ) c′ = AddDe f s(V,δ ) δ ′ = δ|Dom(δ )\V
〈c′;whileΦ e do c,δ ′,C,β ∪V 〉 ⇒ϑ 〈c′′,δ ′,C,β ′〉

〈whileΦ e do c,δ ,C,β 〉 ⇒ϑ 〈c′′,δ ′,C,β ′〉 (W2)

FIGURE 3. Règles de transformation pour améliorer la précision de programmes.

4 Preuve de correction

Pour vérifier la correction de notre transformation, nous
introduisons un théorème qui compare deux programmes et
montre que le programme le plus précis peut être utilisé à la
place de celui moins précis. Notre preuve est basée sur une sé-
mantique opérationnelle classique pour les expressions arith-
métiques et les commandes. La comparaison entre les deux
programmes nécessite de spécifier une variable de référence
ϑ définie par l’utilisateur. Plus précisément, un programme
transformé pt est plus précis qu’un programme d’origine po
si et seulement si les deux conditions suivantes sont vérifiées :

— La variable de référence ϑ correspond à même ex-
pression mathématique dans les deux programmes,

— La variable de référence ϑ est plus précise dans le
programme transformé pt que dans celui d’origine po.

Nous utilisons la relation d’ordrev⊆E×E disant qu’une
valeur (x,µ) est plus précise qu’une valeur (x′,µ ′) si elles
correspondent à la même valeur réelle et si l’erreur µ est plus
petite que µ ′.

Définition 1 (Comparaison des expressions). Nous consi-
dérons v1 = (x1,µ1) ∈ E et v2 = (x2,µ2) ∈ E. Nous disons
que v1 est plus précise que v2, noté v1 v v2, si et seulement si
x1 +µ1 = x2 +µ2 et |µ1| ≤ |µ2|. �

Définition 2 (Comparaison des commandes). Soit co et ct
deux commandes, δo et δt deux environnements formels et ϑ
la variable de référence. Nous disons que

〈ct ,δt ,C,β 〉 ≺ϑ 〈co,δo,C,β 〉 (12)

si et seulement si pour chaque σ ∈Mem,

∃σo ∈Mem,〈co,σ〉 →∗ 〈nop,σo〉 ,

∃σt ∈Mem,〈ct ,σ〉 →∗ 〈nop,σt〉 ,

— soit σt(ϑ)v σo(ϑ),
— soit pour chaque id ∈ Dom(σo)\Dom(σt), δt(id) = e

et 〈e,σ〉 →∗e σo(id).

�

La deuxième définition spécifie que :
— Les deux commandes co et ct calculent la même va-

leur de référence ϑ dans les deux environnements δo
et δt dans une arithmétique exacte,

— La commande transformée est plus précise,
— Si après exécution du programme, une variable est

indéfinie dans l’environnement concret δt , alors l’ex-
pression formelle correspondante est déjà enregistrée
dans δt .
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Pourcentage d'Amélioration de la Précision Numérique des Programmes

FIGURE 4. Pourcentage de l’amélioration de la précision numérique des
programmes.

Théorème 1 (Correction de la transformation des com-
mandes). Soit co le code d’origine, ct le code transformé, δo
l’environnement initial, δt l’environnement final de la trans-
formation, nous écrivons ainsi

(
〈co,δo,C,β 〉 ⇒ϑ 〈ct ,δt ,C,β 〉

)

=⇒
(
〈co,δo,C,β 〉 ≺ϑ 〈ct ,δt ,C,β 〉

)
. (13)

�

5 Résultats expérimentaux

Nous avons développé un prototype qui transforme auto-
matiquement des bouts de codes contenant des affectations,
des conditionnelles, des boucles, des fonctions, etc., écrit dans
un langage impératif. De nombreux tests ont été menés afin
d’évaluer l’efficacité de notre outil pour les entrées (inter-
valles) considérées. Les résultats obtenus sont concluants. Les
exemples de la Figure 4 illustrent le gain, en pourcentage,
de précision numérique sur une suite de programmes prove-
nant des systèmes embarqués et des méthodes d’analyse nu-
mérique [7]. Les programmes transformés sont plus précis
que ceux de départ, c’est-à-dire, que la nouvelle erreur après
transformation est plus petite que l’erreur de départ. Prenant
à titre d’exemple le programme qui calcule la position d’un
robot à deux roues (odometry), la précision a été amélioré
de 21%. Si nous observons aussi le système masse-ressort
qui consiste à changer la position initiale y d’une masse vers
une position désirée yd , nous remarquons que la précision nu-
mérique pour ce programme est améliorée de 19%. Nous
nous sommes aussi intéressés à étudier l’impact de l’optimi-
sation de la précision numérique des calculs sur la vitesse
de convergence des méthodes numériques itératives. Pour ce
faire, nous avons pris une série d’exemples de méthodes telles
que les méthodes de Jacobi, Newton, Gram-Schmidt ainsi
qu’une méthode de calcul des valeurs propres d’une matrice.
En utilisant notre outil, nous avons réussi à réduire le nombre
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FIGURE 5. Pourcentage d’amélioration de temps d’exécution des méthodes
numériques itératives.

d’itérations nécessaire à la convergence de toutes ces mé-
thodes en améliorant la précision de leurs calculs. Les pro-
grammes ont été écrits dans le langage de programmation C

et compilés avec GCC tout en désactivant toutes les optimi-
sations du compilateur (-o0). La Figure 5 donne un aperçu
sur les expérimentations faites sur les méthodes numériques
précédemment citées. Nous accélérons la vitesse de conver-
gence pour ces méthodes avec une moyenne de 20%. Dans
le futur, nous souhaitons renouveler cette étude sur des codes
réels issus de la physique.

Une autre évaluation de notre méthode de transforma-
tion concerne l’impact de l’optimisation de la précision nu-
mérique des programmes sur le format des variables utili-
sées, (simple ou double précision). Cette optimisation offre
à l’utilisateur la possibilité de travailler sur des programmes
en simple précision tout en étant sûr que les résultats obtenus
seront proches des résultats obtenus avec le programme initial
exécuté en double précision. Pour cela, nous avons choisi de
calculer l’intégrale du polynôme (x−2)7 avec la méthode de
Simpson et nous nous sommes restreints à étudier le compor-
tement autour de la racine, donc sur l’intervalle [1.9,2.1] où le
polynôme s’évalue très mal dans l’arithmétique des nombres
flottants. Nous avons comparé trois programmes, le premier
code source écrit en simple précision (32 bits), un deuxième
code source en double précision et le troisième programme
qui est celui transformé en simple précision (32 bits). Sur la
Figure 6 sont illustrés les résultats obtenus. Nous voyons que
le programme transformé en 32 Bits est très proche de ce-
lui de départ en 64 Bits. L’atout principal de cette comparai-
son est de permettre à l’utilisateur d’utiliser un format plus
compact sans perdre beaucoup d’informations, ce qui per-
met d’économiser de la mémoire, de la bande passante et du
temps de calcul.

6 Conclusion

L’objectif principal de notre travail est d’améliorer la pré-
cision numérique des calculs par transformation automatique
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(a) (b)

(c) (d)

FIGURE 6. Résultats de la simulation de la méthode des Simpson avec simple, double précision et le programme optimisé utilisant notre outil.

de programmes. Nous avons défini un ensemble de règles
de transformation intra-procédurale et inter-procédurales qui
ont été implémentées dans un outil appelé Salsa. Notre ou-
til, basé sur les méthodes d’analyse statique par interpréta-
tion abstraite, prend en entrée un programme écrit dans un
langage impératif et retourne en sortie un autre programme
mathématiquement équivalent mais plus précis. Nous avons
ensuite démontré la correction de cette approche en faisant
une preuve mathématique qui compare les deux programmes,
plus précisément, on compare la précision du code source
avec celle du code transformé. Cette preuve par induction est
appliquée aux différentes constructions du langage supporté
par notre outil. Les résultats expérimentaux présentés dans la
Section 5 montrent les différentes applications de notre outil.

Une perspective consiste à étendre notre outil pour traiter
les codes massivement parallèles. Dans cette direction, nous
nous intéressons à résoudre des problèmes spécifiques de la

précision numérique comme l’ordre des opérations de calculs
dans les programmes parallèles. Nous nous intéressons aussi
à explorer le compromis temps d’exécution, performance de
calculs, précision numérique ainsi que vitesse de convergence
des méthodes numériques. Un point très ambitieux consiste à
étudier l’impact de l’amélioration de la précision numérique
sur le temps de convergence d’algorithmes de calculs distri-
bués comme ceux utilisés pour le calcul haute performance.
De plus, notre intérêt porte sur les problèmes de reproduc-
tibilité des résultats, plus précisément, plusieurs exécutions
d’un même programme donne des résultats différents et ce à
cause de la variabilité de l’ordre d’exécution des expressions
mathématiques.
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Symbolic Range Analysis of Pointers
(short version)?

Maroua Maalej1

University of Lyon/LIP/Labex Milyon

Abstract. This short paper is an overview of “Symbolic Range Analy-
sis of Pointers” published in Code Generation and Optimization, March
2016, Barcelona, Spain. The full version of the paper [8] describes a new
alias analysis using symbolic ranges proposed by Vitor Paisante, Maroua
Maalej, Leonardo Barbosa, Laure Gonnord and Fernando Magno Quin-
tao Pereira, where we propose to combine symbolic range analysis with
alias analysis of pointers.

1 Motivation

Pointer analysis is one of the most fundamental compiler technologies. This
analysis lets the compiler distinguish one memory location from others; hence, it
provides the necessary information to transform code that manipulates memory.
Given this importance, it comes as no surprise that pointer analysis has been one
of the most researched topics within the field of compiler construction [6]. This
research has contributed to make the present algorithms more precise [4, 11], and
faster [5, 10]. Nevertheless, one particular feature of imperative programming
languages remains to be handled satisfactorily by the current state-of-the-art
approaches: the disambiguation of pointer arithmetics.

1.1 Our analysis in four steps

Step 1: e-SSA form. First of all, we compute the Extended Static Single As-
signment (e-SSA) form [1] of our program. This ensures that each variable has
a unique definition, and also use copies to propagate information from tests; We
are then able to implement our analysis sparsely [2], e.g,. we can assign infor-
mation directly to variables, instead of pairs of variables and program points.

Step 2: Symbolic range analysis on integers. We run an off-the-shelf range analy-
sis parameterized on symbols. We borrow notions associated with range analysis,
from Nazaré et al. [7]. This symbolic range analysis is able to provide us symbolic
ranges (like [0,max(0,N)]) for all program integer variables.

Step 3: Abstract interpretation on pointers. We then perform an abstract in-
terpretation based constraint propagation on pointer variables. We propagate
symbolic ranges of offsets from abstract location sites.

? This work was partially supported by the LABEX MILYON (ANR-10-LABX-0070).
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Step 4: Answering alias queries. Giving two different pointers of the program,
if the abstract values of these pointers have a null intersection, then the two
concrete pointers do not alias.

2 Example

void fill_array (int* p, int L) {
int i, N = L/2 ;
for (i = 0; i < N; i++){

p[i] = 0 ;}
for ( i = N; i < 2×N ; i++){

p[i] = 2 × i ;}
}

Fig. 1: Simple example of program
that fills in an array. We are in-
terested in disambiguating the loca-
tions accessed in both loops (for par-
allelization, loop merge, . . . )

p = alloc i0 = 0

i1 = φ(i0, i3)
i1 < N?

i2 = i1 ∩ [−∞, N − 1]
tmp0 = p+ i2

∗tmp0 = 0
i3 = i2 + 1

i5 = φ(i4, i6)
i5 < 2N?

i7 = i6 ∩ [−∞, 2N − 1]
tmp1 = p+ i7

∗tmp1 = 2× i7
i6 = i7 + 1

halt

i4 = i1 ∩ [N,+∞]

Fig. 2: CFG of program seen in Fig. 1 in
e-ssa form.

The symbolic range analysis provides us with the ranges : R(i1) = [0, N ];
R(i5) = [N, 2N − 1]; R(i0) = [0, 0]; R(i3) = [0, N − 1]; R(i2) = [0, N − 1];
R(i7) = [N, 2N − 1].

To gather information on pointer variables, we propagate offsets from al-
location sites. Let loc0 be the allocation site associated to pointer p. The ab-
stract values we obtain for p, tmp0 and tmp1 are GR(p) = {loc0 + [0, 0]},
GR(tmp0) = {loc0 + [0, N − 1]} and GR(tmp1) = {loc0 + [N, 2N − 1]}.

Now we can run the alias query on pointers tmp0 and tmp1. GR(tmp0) and
GR(tmp1) have a null intersection then tmp0 and tmp1 do not alias.

3 Experimental results

We implemented our analysis in the LLVM 3.5 compiler framework, and Figure 3
show the comparison (on classic pointer benchmarks, [9, 12, 3] against the other
pointer analyses that are available in LLVM 3.5, namely basic and SCEV.

The chart in Figure 4 shows how our analysis scales when applied on programs
of different sizes. We can analyze 100,000 instructions in about one second.

4 Conclusion

Our technique can disambiguate regions within arrays and C-like structs using
the same abstract interpreter. We have achieved precision in our algorithm by
combining alias analysis with classic range analysis on the symbolic domain. Our
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Program #Queries %scev %basic %rbaa %(r + b)
cfrac 89,255 0.87 9.70 16.65 21.03
espresso 787,223 2.39 12.62 28.16 33.04
gs 608,374 15.56 40.67 56.18 59.99
allroots 974 16.32 64.37 79.77 79.88
archie 159,051 0.98 20.57 16.44 28.04
assembler 35,474 2.16 40.31 47.86 55.61
bison 114,025 0.74 10.95 9.56 14.74
cdecl 301,817 13.74 24.80 49.72 50.73
compiler 9,515 0.49 67.27 67.27 69.20
fixoutput 3,778 0.11 88.30 83.17 90.37
football 495,119 3.58 59.20 60.08 65.08
gnugo 13,519 9.23 60.89 78.21 79.29
loader 13,782 2.32 29.55 36.47 46.09
plot2fig 27,372 2.90 24.09 46.45 49.54

Fig. 3: Comparison between three
different alias analyses in terms of
“no alias” answers / all pointers
pairs. rbaa is our analysis and r+b
(our+basic).

Fig. 4: Runtime of our analysis for the 50
larger benchmarks of LLVM test suite.
Each point on the X-axis represents a
different benchmark. Benchmarks are or-
dered by size. R=0.082

analysis is fast, and handles cases that the implementations of pointer analyses
currently available in LLVM cannot deal with.
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Abstract. Sensors networks are the backbone of large sensing infras-
tructures such as Smart Cities or Smart Buildings. Classical approaches
suffer from several limitations hampering developers’ work (e.g., lack of
sensor sharing, lack of dynamicity in data collection policies, need to
dig inside big data sets, absence of reuse between implementation plat-
forms). This paper presents a tooled approach that tackles these issues.
It couples (i) an abstract model of developers’ requirements in a given
infrastructure to (ii) timed automata and code generation techniques,
to support the efficient deployment of reusable data collection policies
on different infrastructures. The approach has been validated on sev-
eral real-world scenarios and is currently experimented on an academic
campus.

Keywords: Sensor Network · Software Composition · Modeling.

1 Introduction

The Internet of Things [13] relies on physical objects interconnected between
each others, creating a mesh of devices producing information flow. The Gartner
group predicts up to 26 billions of things connected to the Internet by 2020.
These things are organized into sensor networks deployed in Large-scale Sensing
Infrastructures (LSIs), e.g., Smart Cities or Smart Buildings, which continu-
ously collect data about our environment. These LSIs implement Cyber Physical
Systems (CPSs) that monitor ambiant environments.

Facing the problem of managing tremendous amounts of data, a commonly
used approach is to rely on sensor pooling [9], [19] and to push data collected
by sensors in a central cloud-based platform [15]. Consequently, sensors cannot
be exploited at the same time and one needs to rely on data mining solutions
to extract and exploit relevant data according to usage scenarios [1], [17]. This
approach is adapted for many scenarios where data mining techniques are re-
quired, and has the advantage of separating concerns of data collection from
data exploitation. Nevertheless, there are many real-life case studies and sce-
narios where developers need to exploit shared LSIs and implement a diversity
of applications that do not need data mining expertise [4]. In this context, the
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cloud servers create de facto silos that isolate datasets from each others and
act as a centralized bottleneck. In addition, the computation capabilities of the
other layers of the LSI (e.g., the micro-controllers used to pilot the sensors at
the hardware level, or the nano-computers acting as network bridges to connect
a local sensor infrastructure to the Internet) are under-exploited [10].

To develop software that fully exploits a LSI, the infrastructure must be
considered as a white box. But the developer tasks is then more complex as they
have to deal with tedious low-level details of implementation out of their main
business concerns. This assumes a deep knowledge of micro-controller (sensor
platforms) and nano-computer (bridges) programming [4], while a diversity of
technological platforms must be handled. In such a situation, programming at
the higher level of abstraction and reusing as much code as possible between
scenarios and LSIs is of crucial importance. Moreover developers also have to
deal with the sharing aspects. It is hard for them as new requirements must be
enacted on the LSI and may easily interfere with the other ones.

In this paper, we propose a tooled approach that tackles all these problems
and aims at improving reuse, supporting sharing and dynamic data collection
policies. A software framework enables developers to specify and program at an
appropriate level their sensor exploitation code. It relies on an abstract model of
developers’ requirements in a given infrastructure so that timed automata and
code generation techniques can be combined to support the efficient deployment
of data collection policies into a LSI. As a result, several applications can rely
on the same sensors, and thus share them. A given code can be reused, trans-
lated and deployed on different infrastructures. The framework also ensures that
multiple policies can be dynamically composed, so that the generated code auto-
matically handle all requirements and get only relevant data to each consumer.

The remainder of this paper is organized as follows. In Sec. 2, we describe
the motivations of our work by introducing a real-life case study and organizing
requirements. We present in Sec. 3 the foundations of our framework. In Sec. 4
we assess our approach, providing an illustration, discussing current applications
and validating the identified requirements. Sec. 5 discusses related work while
Sec. 6 concludes this paper and describes future work.

2 Motivations

In this section, we motivate our work by first introducing the SmartCampus
project, then by defining requirements for a development support for shared LSIs.
SmartCampus has been deployed on the SophiaTech campus1 of the University
of Nice, located in the Sophia Antipolis technology park. We also introduce a
running example extracted from SmartCampus.

2.1 The SmartCampus Project

The SmartCampus project is a prototypical example of an LSI [4]. It acts as
an open platform to enable final users (i.e., students, teaching and administra-
tive staff) to build their own innovative services on top of the collected (open)

1 http://campus.sophiatech.fr/en/index.php
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data. This project is exactly the class of LSI this work is addressing as it faces
the following issues : (i) it is not possible to store all the collected data in a
big data approach and (ii) even if one can afford to store all these data, the
targeted developers do not master data mining techniques to properly exploit
it. Typically, pieces of software deployed in SmartCampus are driven by func-
tional requirements (e.g., “where to park my car?”) and leverage a subset of
the available sensors (here the parking lot occupation sensors) to address these
requirements. Contrarily to classical systems that use sensor pooling [9, 19], dif-
ferent applications, such as the parking place locator and an emergency system
assessing the availability of fire brigade access in the parking lots, rely on the
same set of sensors at the very same time. Moreover, developers do not know
the kind of hardware deployed physically in the buildings. To support software
reuse across different architectures, there is a need to abstract the complexity of
using such heterogeneous sensor networks at the proper level of abstraction.

2.2 Supporting Shared Sensing Infrastructure

From the functional analysis of the SmartCampus project (ended in December
2013), we highlighted four requirements with respect to software reuse [4]. These
requirements are not only project specific, but also do apply to any IoT-based
platform needing to share its sensors on a large scale, e.g., LSIs. This class of
system include upcoming smart-building or smart cities wishing to aggregate
communities of users to leverage sensors-based system and produce innovative
services based on citizen needs.

Pooling and Sharing (R1). Classical systems rely on sensor polling, with corre-
sponding booking policies. Typical examples of such systems are, for example,
the IoT lab platform in France, containing 2,700 sensors deployed in 5 research
centers across the country for experiments [9], or the Santander smart city with
a closed set of IoT based scenarios [19]. Users book a subset of sensors, work
with it and release it afterwards. This setup does not match what is expected
in the SmartCampus context. Moreover sensors available in an LSI are clas-
sically available through pooling mechanisms [12], [21]. On the one hand, this
mechanism is useful when sensors are installed to match a particular setup and
deliver a single service. But on the other hand, it is completely irrelevant to
the set of scenarios defined by our class of application. Providing a system that
only support sharing is also irrelevant, as one needs to deploy critical pieces of
software to sensors and be assured that such a critical process will be isolated
from other processes (this is similar to the virtual machine isolation requirement
in cloud computing).

Yield only relevant data (R2). To support sharing, classical architectures actually
collect data at the minimal available frequency, and store the complete dataset in
a cloud-based system, like in Xively [15]. Then, data mining techniques are used
to recompute the relevant data from this complete dataset [1], [17]. This faked
sharing leads to two type of issues: (i) application developers must be aware of
the data mining paradigm instead of focusing on their system and (ii) as their is
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no model of what data was expected by the application, it is impossible to reuse
the code written for a given LSI into another one. It is worth to note that by
yielding only relevant data, developers who want to express mining scenarios will
simply define as relevant a wider set of data than classical developers, making
the two approaches non-exclusive.

Dynamically support data collection policies (R3). There is a need to model what
kind of data are expected by a given application, in a data collection policy.
From a developer perspective, this requirement is critical as it is not reasonable
to program specifically for each LSI addressed by the same application, utterly
preventing software reuse. In addition applications exploiting the sensors require
to change their policies, for example by temporarily increasing some collection
frequency during a short period of time. These policies must be enacted dynam-
ically on the LSI to support such changes. Working with a formal definition of
what data are expected by the different consumers is the entry point to apply
verification and validation techniques on LSIs.

Handling the infrastructure diversity (R4). As the state of the art relies on
artifacts defined at the code level, it is difficult if not impossible to support soft-
ware reuse across different LSIs. Several approaches leverage operating systems
techniques to provide a standard way to program sensors (e.g., TinyOS [14],
Contiki [8]). However, these operating systems must be supported by the avail-
able sensors. If not, it is up to the developer to manually translate the code from
one system to another. In addition, even in the same LSI, hardware obsolescence
requires to replace old sensors by new one, often with new hardware due to sen-
sor production life cycle [3]. Thus, it is critical to operate at a code-independent
level to express data collection policies.

Summary. Classical approaches are deporting all the sensing intelligence to a
cloud-based solution, under-exploiting the computation capabilities of the other
layers of the LSI [10]. This also floods the cloud storage with irrelevant data.
Even with the help of data mining solutions, the resulting architectures are
either centralized with important overhead, or distributed, but still based on an
inflexible mining pipeline with identified bottlenecks [17]. Thus, based on the
analysis made in the SmartCampus, there is no solution covering all the four
requirements expressed by the project. To some extent, this is not surprising.
These approaches rely on a strong hypothesis of single consumer and very limited
access to the sensors. Thus, only half of R1 (i.e., pooling) and half of R2 (i.e.,
mining) are covered. The two last requirements R3 & R4 are covered at the
code level, preventing reuse and making maintenance and evolution complex.
Considering the emerging class of system that targets communities of developers
such as the Fireball project2, the previous assumptions does not hold anymore.

2.3 Running Example

We introduce here a running example to illustrate the approach. It is a simplifi-
cation of the use cases identified in the SmartCampus’s experimental LSI [4].

2 http://www.fireball4smartcities.eu/
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The SmartCampus implementation defines a CPS based on two layers:
micro-controllers (sensors and sensor boards) and nano-computer (bridging the
sensor network and the Internet). Sensor measurements are sent to a sensor
board, which aggregates sensors physically connected to it. The board is usually
implemented by a micro-controller that collects data and send them to its as-
sociated bridge. A bridge aggregates data coming from multiple sensor boards
(thanks to radio or wire-based protocols) and broadcasts on the Internet the
received streams to a data collection API, using classical Ethernet connection.

In our example we consider two users, Alice and Bob, who need to use the
same sensors to build their own application. Alice develops an application ex-
ploiting the associated LSI by collecting data from a temperature sensor every
couple of second. Without any specific support, she has to write (i) code to be
enacted on the different micro-controllers linked to temperature sensors (an in-
finite loop measuring the temperature every 2 seconds), (ii) code to aggregates
these data at the bridge level (reading the data sent by the micro-controllers
in proprietary representations, and sending it to the cloud-based collector, after
having performed data translation from micro-controller format to the collector
one), and finally (iii) the code that exploits the collected data to implement her
application. We claim here that only the latter should be Alice’s concern. On his
side, Bob develops an application exploiting a temperature sensor each second
and a humidity sensor every three seconds. He needs to perform the same kinds
of actions as Alice : (i) writing the code that reads temperature sensors each
second and humidity sensors every 3 seconds, (ii) aggregating these data at the
bridge level and (iii) implementing his application exploiting the collected data.

As simple as this example is, it illustrates the identified requirements. Both
users will need to use the same temperature sensor (R1), and as they have
different usages of this sensor, we do not want them to be flooded with non-
desirable data (R2). As the sensor network evolves and has to support new
users (i.e., the arrival of Bob), it needs to dynamically adapt the data collection
policies (R3). Finally, as the sensor networks is going to be heterogeneous and
composed of different layers (i.e., collection and network), the produced code
must automatically fit the infrastructure (R4).

3 Contribution: The COSmIC Framework

To address the four identified requirements, we propose the COSmIC frame-
work, a set of Composition Operators for Sensing InfrastruCtures. This section
describes the foundations underlying the framework.

3.1 Data Collection Policies as Timed Automata

In sensor networks, automata are commonly used for protocol modeling, and
component model approaches [23] are used to develop embedded applications,
focusing on the definition of Interface Automaton between each components.
These automaton-based interfaces enable the different components. We propose
to leverage this representation to (i) model the data collection policy expressed
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by the developer, implementing what she expects from an LSI through code
generation (ii) compose and decompose (dynamically) these policies to handle
sharing and infrastructure diversity.

We define a data collection policy p = 〈Q, δ, q0〉 as a simplification of a
classical timed automaton. Q is the set of states defined by the automaton,
δ : Q→ Q, its (deterministic) transition function from a given state to another
one and finally q0 its initial state. In real LSIs, tick period is rarely lesser than one
second, thus our model assumes a single logical clock that triggers a transition
each second. As a policy aims to be indefinitely executed on an LSI, it must be
cyclic, and the length of the cycle represents the period of p, denoted as Pp. A
given state q ∈ Q contains an ordered set of actions A implementing the way
the developer interacts with the LSI.

In our example, the corresponding policy for Alice pa is represented by an
automaton (depicted in Fig. 1) with two states {a1, a2}.

As a policy needs to be enacted on different platforms, user requirements are
translated into a set of basic operations:

– read: Read the value of a sensor, e.g., for actions used in our temperature
and humidity example.

– emit: Send a value to an external endpoint, which is usually implemented
as a Web service exposing a destination URL for the collected data.

According to this representation and the associated actions, a software de-
veloper is able to model what she expects from the LSI for her given use case.
The key point is that the developer is completely unaware of the internal im-
plementation of the LSI, and only focuses on reading sensor values and sending
data over communication interfaces.

3.2 The Generator Operator (γ)

The designed models are useless if not coupled to code generation algorithms that
transform these logical representations into executable code. One of the main
issues to tackle here is the variability existing between the different hardware
elements that compose an LSI (R4). For example, at the micro-controller level,
a plain Arduino board does not support the emit action, whereas an Arduino
coupled to an Ethernet communication shield supports it.

We thus define a code generator γ as a couple of functions (pre, do), each
consuming as input a policy p. The pre function checks a set of preconditions on
p to ensure that this policy can be projected to the hardware platform targeted

a1 a2

1s

1s

read(temp, t) emit(t, "http://alice:8080")

In our example, the corresponding policy for Alice pa is represented by an
automaton (depicted in Fig. 1) with two states {a1, a2}:

actions(a1) = {read(temp, t)}
actions(a2) = {emit(t, “http://alice:8080”)}

�a(x) 7! (x = a1 ) a2) _ (x = a2 ) a1)

pa = ({a1, a2}, �a, a1)

As a policy needs to be enacted on di↵erent platforms, user requirements are
translated into a set of basic operations:

– read: Read the value of a sensor, e.g., for actions used in our temperature
and humidity example.

– emit: Send a value to an external endpoint, which is usually implemented
as a Web service exposing an destination URL for the collected data.

According to this representation and the associated actions, a software de-
veloper is able to model what she expects from the LSI for her given use case.
The key point is that the developer is completely unaware of the internal im-
plementation of the LSI, and only focuses on reading sensor values and sending
data over communication interfaces.

3.2 The Generator Operator (�)

The designed models are useless if not coupled to code generation algorithms that
transform these logical representations into executable code. One of the main
issues to tackle here is the variability existing between the di↵erent hardware
elements that compose an LSI (R4). For example, at the micro-controller level,
a plain Arduino board does not support the emit action, whereas an Arduino
coupled to an Ethernet communication shield supports it.

We thus define a code generator � as a couple of functions (pre, do), each
consuming as input a single policy p. The pre function checks a set of precondi-
tions on p to ensure that this policy can be projected to the hardware platform
targeted by p. The do function takes as input the automaton to transform, as
well as additional parameters given by the environment. These parameters map
logical names to physical elements when relevant (e.g., sensors on an Arduino
platform are only identified by the pin number they are plugged in). In a produc-
tion environment, the generators will not be executed by the developer herself.
She will only express her needs, and will enact them on the LSI which actu-
ally knows its internal infrastructure. A deployment engine will select the right
generator and use it for each targeted hardware element.

on a ce deployment engine dans Cosmic ? sinon c’est di�cile a faire ? on re-
utilise une techno connue (donc citation...) ?

For example, we consider here the policy pa defined in the previous section,
and an Arduino platform as generation target. The corresponding precondition

Fig. 1. Excerpt of a data collection policy
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by p. The do function takes as input the policy to transform, as well as additional
parameters given by the environment. These parameters map logical names to
physical elements when relevant (e.g., sensors on an Arduino platform are only
identified by the pin number they are plugged in). In a production environment,
the generators are not executed by the developer herself. She will only express
her needs, and will enact them on the LSI which actually knows its internal
infrastructure.

For example, we consider here the policy pa defined in the previous section,
and an Arduino platform as generation target. The corresponding precondition
checker assesses the absence of emit actions in the following way:

predard(p) 7→ ∀q ∈ Qb, @emit( , ) ∈ actions(q) (1)

In this case, the checker detects that this policy cannot be deployed on an
infrastructure based solely on Arduino, as this hardware does not match the
requirements expressed in the policy, i.e., emiting a data to the Internet.

Considering a policy p valid for the Arduino platform (the decomposition
operator described in the next section shows how to make pa valid), the doard
function then visits p to produce the code to be executed on the board, using
the Wiring3 language as target. It also takes as input a map acting as a registry
(stored in the LSI environment) binding a sensor name to the physical pin that
connects it to the board. Lst. 1.1 shows the resulting code for a board coupled
to temperature sensor temp on pin 9 and an humidity one hum on pin 10.
The generator maps actions such as read(temp, t) into Wiring code like v t =

analogRead(9).

1 void setup() { // Initialization
2 pinMode(9,INPUT); pinMode (10,INPUT);
3 }
4 void a1() {
5 v_t = analogRead (9); v_h = analogRead (10);
6 delay (1000); return a2();
7 }
8 void a2() {
9 v_t = analogRead (9);

10 delay (1000); return a1();
11 }
12 void loop() { return a1(); } // Entry point

Listing 1.1. Generated code example: doard(p)

Code generators also allow users to reuse their policy for different sensing
infrastructures as a given COSmIC policy can be translated to many targets.

3.3 The Decomposition Operator (δ)

Considering a given policy, it has to be decomposed into software artifacts that
make sense on the different layers of the LSI, i.e., the micro-controller and bridge
layers. For each layer, there may be actions that are incompatible with the hard-
ware. Consequently, a given policy p must be decomposed into n layer-specific
sub-policies p′layer (where n is the number of layers) that communicate together

and where incompatible actions are substituted by internal communication [20].

3 Wiring is an open-source framework for micro-controllers (http://wiring.org.co/).
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This decomposition is performed thanks to a compatibility table T . A function
fT (a, P ) applied on this table returns a boolean value reflecting the compatibil-
ity of an action a on the platform P 4. This decomposition process is defined as
follows:

δ(p) ≡ ∀a ∈ p, ∀P ∈ layers, fT (a, P )⇒ a ∈ p′a (2)

If we consider micro-controllers implemented by Arduino boards and bridges
implemented by Raspberry nano-computers, the micro-controller level will not
support the emission of data to external endpoints, due to a lack of proper
communication interface. In our example, Alice’s policy will be decomposed by
the operator into two sub-policies: δ(pa) = {p′mic, p

′
bri}. Consequently, the pmic

will read the sensor value and send it to an internal endpoint (substitution of the
emit action) thanks to the serial communication that links the sensor board to
its bridge. This policy is accepted by the predard function defined in the Arduino
code generator, meaning that pmic can be deployed on such hardware. The pbri
policy is executed on the bridge to read the internal communication port and
emit the received data to the external endpoint.

3.4 The Composition Operator (⊕)

On a shared LSI, policies designed by different developers will be executed on
the very same piece of hardware COSmIC provides a composition operator de-
noted as ⊕ at the automaton level. It composes two given policies and produces
a single policy containing an automaton corresponding strictly to the parallel
composition of the two inputs.

The ⊕-operator assimilates a timed automaton implementing a policy p with
a period Pp as a periodic function. The composition of two periodic functions f1
and f2 is a periodic function f = f1 ◦f2 where its period Pf is the least common
multiple of Pf1 and Pf2 . Applied to policies, this means that the composition
of two policies p1 and p2, denoted as p = p1 ⊕ p2 is a policy with a period
Pp = lcm(Pp1 , Pp2), where each actions of p1 (respectively p2) are executed
according to Pp1

(respectively Pp2
). As this ⊕-operator is endogenous, it allows

a software developer to dynamically reuse a policy by composing it with new
incoming policies.

In our example, the policies defined by Alice in pa and Bob in pb will exploit
the same temperature sensor on the same micro-controller and use the same
bridge to emit their values. More details on the composition and decomposition
processes are given in Sec. 4.2.

4 Assessment

In this section, we describe the current implementation and its application to
our prototypical LSI. Then, we show how COSmIC can be used to model and
deploy the running example. We validate our identified requirements through
some acceptance criteria and finally discuss threats to validity.

4 An example of such a table is given in Sec. 4.2.
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4.1 Implementation and Application

The initial prototype of the COSmIC framework is available on GitHub5. It
is implemented with the Scala language (∼ 3500 lines of code) and covers all
the concepts presented in Sec. 3. We are currently experimenting COSmIC on
Arduino, Raspberry Pi and Cubieboard platforms as part of the SmartCam-
pus project. We also used the FIT IoT-lab platform6, featuring a pool of over
2700 sensors nodes spread across France, to experiment on the ARM Cortex M3
platform.

To experiment and demonstrate the abstraction of platforms, code generation
capabilities, sharing and reuse, we have modeled four identified SmartCampus
scenarios and then generated code for each platform type we experiment with:

– S1 - Late worker detection: at night, occupied offices are detected by checking
if the light is on (light sensor) and if there is someone in the office (presence
sensor);

– S2 - Fire prevention: a warning signal on a temperature threshold (temper-
ature sensor);

– S3 - Heat monitoring : air-conditioning and heating are controlled by check-
ing the ambient air in buildings (temperature sensor);

– S4 - Energy wasting : To comply with environmental standards, the quality
manager wants to monitor light kept on when the building is empty (light
sensor and presence sensor).

Table 1 presents the number of lines of code (LoC) generated for each plat-
form. Every code generator includes a static overhead (template code), specific
to the targeted platform. This template provides the implementation of meth-
ods called by the COSmIC code generation. The corresponding LoC (italic row
on TAB. 1) vary between platforms as some of them are providing more fea-
tures. The Raspberry Pi template contains only 85 LoC, corresponding to serial
reading and value emission on the Internet (a Raspberry Pi cannot read values
directly from sensors in the SmartCampus infrastructure). On the other hand,
the ARM Cortex M3 template comprises 169 LoC to handle its sensor and net-
work interface. Using a template is efficient as we target low-level platforms, and
those functions encapsulate a part of their complexity. For example, a method
provided in the ARM Cortex M3 template handles the IPv6 retrieval of sensor
measures from a border-router.

We can first observe that without considering the boilerplate code defined
in the templates, there is no real difference in terms of LoC between COSmIC
and the underlying programming languages. This is not surprising as the design
choice of using templates hides low-level details to raise the level of abstraction
of each platform. But the key point is that the code written with the COS-
mIC framework is not a single-target code but actually a model, which can be
verified, composed automatically and projected to multiple platforms. Another
interesting property is that users do not need to know the underlying platform.
For example, if a policy relies only on digital sensors, one can use the Contiki

5 http://ace-design.github.io/cosmic/
6 https://www.iot-lab.info/
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Table 1. LoC resulting from scenario generation

Arduino Arduino Raspberry ARM Cortex COSmIC
native contiki / Python M3 / Python source

Template 13 22 85 169 0
S1 6 14 13 11 7
S2 5 13 11 10 5
S3 5 13 11 10 7
S4 6 14 13 11 7

S = S1 ⊕ S2 ⊕ S3 ⊕ S4 63 51 45 39 27
Deployed: S + Template 76 73 160 208 N/A
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Fig. 2. COSmIC processes on the running example

operating system [8] to use a thread-based implementation of this policy. If a new
requirement including values coming from analog sensors needs to be enacted
on the same board, Contiki cannot be used anymore and the implementation
must be completely rebuilt using only native operations. This is not the case
with COSmIC: the two policies will be automatically composed, and it simply
implies to change the call to the code generator as the Contiki one will reject
the composed policy.

4.2 Illustration

We illustrate the application of the COSmIC operators from policy definition
to code generation on the Alice and Bob example (see Sec. 2.3), on the top
of the SmartCampus infrastructure7. Fig. 2 gives an overview of the different
activities.

7 More details can be found on a companion web page:
https://github.com/ace-design/cosmic/blob/master/publications/ICSR15.md
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¶ Policies definition. In a first step, both users have to define their data
collection policies in terms of timed automaton. The Alice’s timed automaton pa
is already presented in Sec. 3.1. Bob has to express two policies: (i) temperature
collection policy (pbt) and (ii) humidity collection policy (pbh). Bob uses the ⊕-
operator to build a single policy pb containing both temperature collection and
humidity collection policies.

· Decomposition process. The next step is related to the decomposition pro-
cess thanks to the δ-operator. Policies pa and pb are global policies that contain
incompatible actions for the Arduino micro-controller (e.g. the emit action) plat-
form and for the Raspberry nano-computer (e.g. the read sensor action). The ap-
propriate compatibility table (Tab. 2) drives the decomposition process, reifying
the compatibility of actions per platform. As presented in Sec. 3.3, incompati-
ble actions are substituted by internal communications. After this decomposition
process, four layer specific sub-policies are obtained:

δ(pa) = {pamic; pabri} δ(pb) = {pbmic; pbbri} (3)

¸ Composition process. These four sub-policies will be then deployed on
the shared infrastructure. The ⊕-operator will compose those policies and allow
Alice and Bob to exploit the same piece of hardware. pamic is composed with
pbmic, and pabri is composed with pbbri:

pamic ⊕ pbmic = pSensor platform pabri ⊕ pbbri = pBridge (4)

The composition process is an endogenous operation returning a policy that
can be reused to be composed, possibly in a dynamic way, with future poli-
cies. pSensor platform and pBridge are the policies that will be instantiated on the
infrastructure.

¹ Code generation. The final step of the deployment process is handled by
code generators working directly on the two latter policies. The generated codes
are then flashed on the appropriate micro-controllers and bridges using classical
LSI deployment tools. At runtime, Alice and Bob will receive sensor values for
their application according to their respective needs, although the same sensor
is used for both of them.

4.3 Validation

To validate the four requirements presented in Sec. 2, we define an acceptance
criterion for each of them and discuss how they are met.

R1: Pooling and Sharing - More than one application can rely on a given sensor.
The illustration in Sec. 4.2 shows that different policies can be enacted on the

Table 2. Excerpt of the COSmIC compatibility table

Arduino Uno Raspberry Pi ARM Cortex M3
read 3 7 3
emit 7 3 3
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sensing infrastructure to feed different applications. We performed also this val-
idation on the SmartCampus infrastructure with four scenarios (cf. Sec. 4.1).
In this context Table 3 illustrates that the same sensor will be used for different
scenarios, validating requirement R1.

R2: Yield only relevant data - A given application is only fed with what it ex-
pects. As shown in our illustration (Sec. 4.2), a COSmIC user models her data
collection policies with timed automaton and triggering of emit actions with
requested data periodically. The composition operator also maintains this prop-
erty by construction. It handles two policies p1 and p2 respectively T1 and T2
periodic, and produces a new lcm(T1,T2)-periodic policy. This process is trans-
parent for COSmIC users as her expressed policy will not be modified while she
will only receive data as specified in her initial policy. This validates requirement
R2.

R3: Dynamically support data collection policies - Multiple policies can be dy-
namically composed. The ⊕-operator allows the composition of data collection
policies on a sensor network. In the illustration (Sec. 4.2), Bob’s policies have
been composed into a single one using the ⊕-operator. The resulting policy can
be used by other operators. Therefore, when a new policy needs to be added to
the sensor network, one has just to compose it with the already deployed policy.
This endogenous property validates requirement R3.

R4: Handling the infrastructure diversity - A given code can be deployed on
more than one infrastructure. The infrastructure hardware variability is handled
with code generators. These code generators handle a COSmIC DSL input code
and produce the code for a given platform. We have successfully modeled and
deployed the SmartCampus scenarios on Arduino, Raspberry Pi and ARM
Cortex M3 platforms, validating requirement R4.

4.4 Threats to validity

Scenarios. Our approach is only applied to the SmartCampus context. Even if
the corresponding scenarios have been validated through questionnaires and are
close to other case studies such as SmartSantander [19], we are aware that we
need to step back and introduce more complex scenarios to benchmark COSmIC
on a larger scale.

Table 3. Sensor sharing

Light Temperature Presence
Scenario 1 - Late worker detection 3 3
Scenario 2 - Fire prevention 3
Scenario 3 - Heat monitoring 3
Scenario 4 - Energy wasting 3 3
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Timed automata. Our data collection policies are represented by timed au-
tomata. If this approach fits the SmartCampus use case, the combination of
different scenarios can lead to a combinatorial explosion, (e.g., collections on a
shared sensor at frequencies of one second and one hour would lead to a 3600
states automaton with only two relevant states). The code generation process
is impacted by such automata. We currently reduce the size of such automata
thanks to a factorization process, but this optimization does not scale with a
large number of concurrent scenarios. The use of such automata also impacts
the resources. Platforms have to be always powered on, to the detriment of the
battery autonomy, to maintain a running clock delivering periodic clock tick.
Devising better techniques to handle such cases and providing resource manage-
ment is part of our future work.

Action execution duration. Our automata represent clocks with a 1 Hz fre-
quency. If the execution of an action is longer than one second, it might be
overlapped and aborted by the state transition leading the policy into an in-
consistent state. In the future, we plan to use languages based on the formal
Clock Constraint Specification Language (CCSL) [6] to determine the duration
of action execution and to ensure the temporal correctness of policies.

Deployment of new policies. Our approach handles the dynamic composition
of data collection policies and code generation for a given platform. However,
we do not support dynamic deployment as some sensor platforms need to be re-
flashed with a new firmware. When the platform support it, we rely on operating
systems (e.g., Contiki) to support this feature.

5 Related Work

Programming sensor networks with specific OS. Several operating systems have
been specifically designed for sensing infrastructures, e.g., TinyOS [14] or Con-
tiki [8]. TinyOS is based on a component architecture and comes with its pro-
gramming language NesC. A developer can create new components or reuse
components from the TinyOS’s component library to build her own application.
Contiki is adapted for networked and resource-constrained devices. Contiki ap-
plications can be written and compiled using a specific C compiler. Those OS ab-
stract some complexities of application development, such as memory or energy
optimization, but the developer has to be aware of what kind of sensor platforms
she is using, directly dealing with their implementation details at a lower level.
This leads to a lack of reusability, whereas our approach introduces a generic
way to program sensor network. The COSmIC code is written independently
from a sensing infrastructure and code generators handle the transformation to
a targeted platform.

Sensor network as a database. On top of operating systems deployed on sens-
ing infrastructure, several approaches consider the sensor network itself as a
database [7]. Storing the data as close as possible to the sensor producing it in-
stead of pushing everything to the Cloud was demonstrated as cost-efficient and
energy saving [22]. The TinyDB system [16] (not maintained since 2005) pro-
vides processing mechanisms for sensor querying and data retrieval. It considers
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a sensor as a micro-database storing their collected data, and allows develop-
ers to query sensors according to different criteria (e.g., location). The Cougar
system [24] also considers data collected by sensors, and supports users by only
expressing queries that are automatically propagated to the sensors. This system
does not support sharing (as queries cannot be composed easily), and relies on
a centralized engine that computes a collection planning and collects data. On
the contrary, COSmIC fully distributes the policies to the different sensors and
the infrastructure layers, and supports multiple endpoints for each application.

Model-driven and generative approaches. The model-driven development para-
digm has been notably used to design dynamically adaptive systems and to
evolve them at runtime [18]. In this approach, the current context model is ana-
lyzed at runtime and, if an adaptation needs to be performed, a suitable configu-
ration is built thanks to reference models. The approach can fit lightweight nodes
in a sensor network [11]. Our work differs as we do not perform adaptiveness
according to the context but design sensor network applications with policies
based on a composition equation that can be reused for other compositions or
for verification purposes. Exploiting runtime composition is a perspective of our
work. The way we generate code is close to the Scalaness approach [5]. It is a
type-safe language used to wirelessly program embedded networks running un-
der TinyOS. Two stages are required to program these networks: (i) one writes
a Scalaness program, which is then (ii) translated into Java bytecode. We differ
from this approach as we use behavior models to generate code and we do not
always have the same destination platforms as we target heterogeneous sensor
networks.

6 Conclusions & Perspectives

In this paper we have presented the COSmIC Framework used for supporting
different developers’ collect policies on a shared LSI, generating code deployed
at the approriate layer of the LSI. It addresses several limitations of classical
approaches, focusing on the sharing of the infrastructure and the production of
relevant-only datasets, and allowing software developers to focus on their con-
cerns instead of LSI implementation details. The framework is implemented us-
ing the Scala language and preliminary experiments have been conducted on top
of the SmartCampus platform [4]. The COSmIC framework is a first step for
composing policies on an LSI, with a focus on policy definition and composition
operators.

Future work aims at extending the approach and making it scale to very large
LSIs. First, we will extend this set of operators to build a complete composition
algebra, with a formal definition of operator properties (e.g., commutativity, as-
sociativity, idempotency), conflict detection mechanisms to prevent inconsistent
states (i.e., sending a value before reading it) and a formal support to attach
constraints to actions. We also plan to extend these constraints to timed ones,
using the TimeSquare toolkit [6] to specify and analyze constraints based on
its logical time model and to check them also at runtime. We also plan to en-
large the set of interactions with the LSI by introducing new actions allowing
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a developer to perform some data computation within the sensor network (e.g.,
Compute the average value of data coming from different sensors.

For those developers, we will improve the available abstractions by providing
a higher level DSL. It will notably hide the creation and management of states
and transitions, providing a real focus on what data are collected, processed and
used in applications.

The decomposition operator also triggers interesting challenges with respect
to the variability of hardware (i.e., Arduino, Phidgets platforms) and facili-
ties (i.e., Supported programming language, resources available) available in
the context of LSIs. We plan to use a feature modeling [2] approach to cap-
ture this variability, and to bind these models to the generation mechanisms,
providing a variable code generation according to the available hardware in a
given LSI. Finally, we also plan to support policy composition and variability
reasoning at runtime to handle dynamic adaptiveness. We expect the resulting
tooled approach to provide an end-to-end support for developers of the massively
under-deployment sensing infrastructures.
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7. Diao, Y., Ganesan, D., Mathur, G., Shenoy, P.J.: Rethinking data management
for storage-centric sensor networks. In: CIDR 2007, Third Biennial Conference
on Innovative Data Systems Research, Asilomar, CA, USA, January 7-10, 2007,
Online Proceedings. pp. 22–31 (2007)

8. Dunkels, A., Gronvall, B., Voigt, T.: Contiki - a lightweight and flexible operat-
ing system for tiny networked sensors. In: Local Computer Networks, 2004. 29th
Annual IEEE International Conference on. pp. 455–462 (Nov 2004)

9. Fambon, O., Fleury, E., Harter, G., Pissard-Gibollet, R., Saint-Marcel, F.: Fit iot-
lab tutorial: hands-on practice with a very large scale testbed tool for the internet
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Abstract

Self Adaptive Systems modify their behavior at run-time in response to chang-
ing environmental conditions. For these systems, Non Functional Requirements
play an important role, and one has to identify as early as possible the require-
ments that are adaptable. We propose an integrated approach for modeling
and verifying the requirements of Self Adaptive Systems using Model Driven
Engineering techniques. For this, we use Relax, which is a Requirements En-
gineering language which introduces flexibility in Non Functional Requirements.
We then use the concepts of Goal Oriented Requirements Engineering for elic-
iting and modeling the requirements of Self Adaptive Systems. For properties
verification, we use OMEGA2/IFx profile and toolset. We illustrate our pro-
posed approach by applying it on an academic case study.

Keywords: Requirements Engineering, Model Driven Engineering, Relax,
Dynamic Adaptive Systems, Domain Specific Language, Non Functional
Requirements, Properties Verification, Goal Oriented Requirements
Engineering

1. Introduction

As applications continue to grow in size, complexity, and heterogeneity, it
becomes increasingly necessary for computing based systems to dynamically self
adapt to changing environmental conditions. These systems are called Dynam-
ically Adaptive Systems (DASs) [41]. Example applications that require DASs
capabilities include automotive systems, telecommunication systems, environ-
mental monitoring, and power grid management systems. In this context, an
adaptive system is a set of interacting or interdependent entities, real or abstract,
forming an integrated whole that together are able to respond to environmental
changes or changes in the interacting parts. A Self Adaptive Systems (SAS),
like other systems, has goals that must be satisfied and, whether these goals
are explicitly identified or not, system requirements should be formulated to
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guarantee goal satisfaction. This fundamental principle has served systems de-
velopment well for several decades but is founded on an assumption that goals
are fixed. In general, goals can remain fixed if the environment in which the
system operates is stable [40]. The distributed nature of SAS and changing envi-
ronmental factors (including human interaction) makes it difficult to anticipate
all the explicit states in which the system will be during its lifetime.

It is generally accepted that errors in requirements are very costly to fix
[29]. The avoidance of erroneous requirements is particularly important for
the emerging class of systems that need to adapt dynamically to changes in
their environment. Many such DASs are being conceived for applications that
require a high degree of assurance [36], in which an erroneous requirement may
result in a failure at run-time that has serious consequences. The requirement
for high assurance is not unique to DASs, but the requirement for dynamic
adaptation introduces complexity of a kind not seen in conventional systems
where adaptation, if it is needed at all, can be done off-line. The consequent
dynamic adaptation complexity is manifested at all levels, from the services
offered by the run-time platform, to the analytical tools needed to understand
the environment in which the DASs must operate.

Requirements Engineering (RE) is concerned with what a system ought to do
and within which constraints it must do it. RE for SAS, therefore, must address
what adaptations are possible and what constrains how those adaptations are
carried out. In particular, questions to be addressed include: what aspects of
the environment are relevant for adaptation? Which requirements are allowed to
vary or evolve at run-time and which must always be maintained? In short, RE
for SAS must deal with uncertainty because the expectations on the environment
frequently vary over time. We identify the uncertainty in requirements of these
systems and show how to verify it.

We are of the view that, on one hand, requirements for SAS should consider
the notion of uncertainty while defining it; on the other hand, there should
be a way to verify these requirements as early as possible, even before the
development of these systems starts. In order to handle the notion of uncertainty
in SAS, RE languages for these systems should include explicit constructs for
identifying the point of flexibility in its requirements [41]. In this context,
we provide an integrated approach to achieve this objective. We have used
two approaches for defining and modeling requirements, i.e. Goal Oriented
Requirements Engineering (GORE) techniques are used to define and model
the requirements of SAS [23, 44, 28, 43] and SysML is used to specify the
system and to provide a link with the requirements.

We propose a model based requirements modeling and verification process for
SAS that takes into account the uncertainty in requirements of these systems.
We provide some tools to implement our apporach and then apply it on an
academic case study. The notion of goals is added to take into account the
advantages offered by GORE. Requirements verification is done using model
checking technique.

This paper is organized as follows: In section 2, we describe the background
and the concepts which form the basis of this work, section 3 shows the state
of the art regarding RE for SAS and properties verification of these systems,
section 4 shows and illustrate our proposed approach through an example and
the tools that we have developed, section 5 shows the case study that we used
for the validation of our approach, and section 6 concludes the paper and shows
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the future work.

2. Background

2.1. RELAX

Relax is an RE language for DASs in which explicit constructs are included
to handle uncertainty. For example, the system might wish to temporarily Re-
lax a non-critical requirement in order to ensure that critical requirements can
still be met. The need for DASs is typically due to two key sources of uncer-
tainty. First is the uncertainty due to changing environmental conditions, such
as sensor failures, noisy networks, malicious threats, and unexpected (human)
input; the term environmental uncertainty is used to capture this class of un-
certainty. A second form of uncertainty is behavioral uncertainty, which refers
to situations where the requirements themselves need to change. It is difficult
to know all requirements changes at design time and, in particular, it may not
be possible to enumerate all possible alternatives [41].

2.1.1. RELAX Vocabulary

The vocabulary of Relax is designed to enable the analysts to identify the
requirements that may be Relax-ed when the environment changes. Relax
addresses both types of uncertainties. Relax also outlines a process for trans-
lating traditional requirements into Relax requirements. The only focal point
is for the requirement engineers to identify the point of flexibility in their require-
ments. Relax identifies two types of requirements: one that can be Relax-ed
in favor of other ones called variant or Relax-ed and other that should never
change called invariant. It is important to note that the decision of whether a
requirement is invariant or not is an issue for the system stakeholders, aided by
the requirements engineer.

Relax takes the form of a structured natural language, including operators
designed specifically to capture uncertainty [40]; their semantics is also defined.
Figure 1 shows the set of Relax operators, organized into modal, temporal, or-
dinal operators and uncertainty factors. The conventional modal verb SHALL
is retained for expressing a requirement with Relax operators providing more
flexibility in how and when that functionality may be delivered. More specifi-
cally, for a requirement that contributes to the satisfaction of goals that may be
temporarily left unsatisfied, the inclusion of an alternative, temporal or ordinal
Relax-ation modifier will define the requirement as Relax-able.

2.1.2. RELAX Grammar

The syntax of Relax expressions is defined by the grammar shown in Fig-
ure 2. Parameters of Relax operators are typed as follows: p is an atomic
proposition, e is an event, t is a time interval, f is a frequency and q is a quan-
tity. An event is a notable occurrence that takes place at a particular instant
in time. A time interval is any length of time bounded by two time instants.
A frequency defines the number of occurrences of an event within a given time
interval. If the number of occurrences is unspecified, then it is assumed to be
one. A quantity is something measurable, meaning it can be enumerated. In
particular, a Relax expression ϕ is said to be quantifiable if and only if there
exists a function ∆ such that ∆(ϕ) is a quantity. A valid Relax expression
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Figure 1: Relax Operators [41]

Figure 2: Relax Grammar [41]

is any conjunction of statements s1 . . . sm where each si is generated by the
grammar.

The semantics of Relax expressions is defined in terms of Fuzzy Branching
Temporal Logic (FBTL) [24]. FBTL can describe a branching temporal model
with uncertain temporal and logical information. It is the representation of
uncertainty in FBTL that makes it suitable as a formalism for Relax.

2.1.3. RELAX Process

Figure 3 shows the Relax process. The conventional process of requirement
discovery has been applied to get SHALL statements. Relax process is then
used to identify the requirements as invariant and Relax-ed.

4

Huitièmes journées nationales du GDR GPL – 8 au 10 juin 2016

60



Figure 3: Relax Process [41]

First of all, for each SHALL statement, we check whether it must always be
satisfied or not. Then for each potentially Relax-able requirement, we identify
the uncertainty factors. Here also the observable properties of the environment
are identified. The ENV /MON relationship is made explicit by REL, and DEP
is used to identify the inter-dependencies between requirements. Then we check
whether the SHALL statement should be Relax-ed to handle uncertainty fac-
tors or not, here we analyze the uncertainty factors to determine if sufficient
uncertainty exists in the environment that makes absolute satisfaction of the re-
quirement problematic or undesirable. If so, then this SHALL statement needs
to proceed to the next step for introducing Relax operators. If, however, the
analysis reveals no uncertainty in its scope of the environment, then the require-
ment is potentially always satisfiable and therefore identified as an invariant.

After the application of Relax process on traditional requirements, we ob-
tain invariant and Relax-ed requirements. Relax-ed requirements support a
high degree of flexibility that goes well beyond the original requirements. Once
the requirements engineer determines that indeed a level of flexibility can be tol-
erated, then the downstream developers, including the designers and program-
mers have the flexibility to incorporate the most suitable adaptive mechanisms
to support the desired functionality. These decisions may be made at design
time and/or run time [10, 21].

2.2. SysML/KAOS

The SysML/Kaos [22] model is an extension of the SysML1 requirements
model with concepts of the Kaos goal model [27]. SysML is an extension of
Uml2, so it provides concepts to represent requirements and to relate them to
other model elements, allowing the definition of traceability links between re-

1http://www.omgsysml.org/
2http://www.omg.org/spec/UML/
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quirements and system models. The SysML/Kaos meta-model is implemented
as a new profile, importing the SysML profile.

2.2.1. SysML

SysML is a general purpose modeling language for systems engineering ap-
plications. SysML is a Uml profile that represents a subset of Uml 2.0 with
extensions. It supports the specification, analysis, design, verification and val-
idation of a broad range of systems and systems-of-systems. These systems
may include hardware, software, information, processes, personnel, and facili-
ties. In particular, the language provides graphical representations with a se-
mantic foundation for modeling system requirements, behavior, structure, and
parametrics, which is used to integrate with other engineering analysis models.

SysML includes a graphical construct to represent text based requirements
and relate them to other model elements. The requirements diagram captures
requirements hierarchies and requirements derivation, and the <<satisfy>>
and <<verify>> relationships allow a modeler to relate a requirement to a
model element, e.g. <<block>>, that satisfies or verifies the requirements.
The requirement diagram provides a bridge between typical requirements man-
agement tools and system models.

2.2.2. KAOS

Kaos is a methodology for RE enabling analysts to build requirements mod-
els and to derive requirements documents from Kaos models. The first key idea
behind Kaos is to build a model for the requirements, i.e. for describing the
problem to be solved and the constraints that must be fulfilled by any solution
provider. Kaos has been designed : (i) To fit problem descriptions by allow-
ing to define and manipulate concepts relevant to problem description ; (ii) To
improve the problem analysis process by providing a systematic approach for
discovering and structuring requirements ; (iii) To clarify the responsibilities of
all the project stakeholders ; (iv) To let the stakeholders communicate easily
and efficiently about the requirements

2.2.3. Why SysML/KAOS?

SysML and Kaos have some advantages and weak points, but these are
complementary to each other based on the following points : (i) Requirements
description: A textual description in SysML and a description in the form of
goals in Kaos ; (ii) Relation between requirements: SysML has <<contain>>
and <<derive>> relations; these relations do not have precise semantics which
leads to confusion. Kaos has refinement relations AND/OR ; (iii) Traceabil-
ity relations: <<satisfy>> and <<verify>> relations in SysML allow to
define traceability. Kaos does not have explicit relations ; (iv) Tools: A num-
ber of tools exist for SysML; most of them are open source. Kaos propose a
proprietary tool called Objectiver3.

Traditionally, requirements are divided into Functional Requirements (FRs)
and Non Functional Requirements (NFRs). Due to the complexity of systems,
NFRs should be processed much earlier; at the same level of abstraction as
FRs which will allow taking into account these properties for the evaluation of

3http://www.objectiver.com/
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Figure 4: SysML/Kaos Meta Model [22]

alternate options, risk and conflict analysis. The benefit of SysML is that it
allows throughout the development cycle to relate requirements to other model
elements, thus ensuring continuity from the requirements phase to the imple-
mentation phase. However, the proposed concepts of requirements in SysML
are not as rich as in the other RE methods (especially GORE). SysML/Kaos
is the result of motivation to benefit from the contributions of SysML, while
ensuring a more precise definition of the concepts. SysML/Kaos is inpired
from the work of [13] and [18]. The SysML/Kaos model allows both FRs [26]
and NFRs [22] to be modeled.

2.2.4. SysML/KAOS Meta-Model

Figure 4 shows the extended meta-model of SysML/Kaos; non functional
concepts are represented as yellow boxes, the gray boxes represent the SysML
concepts. The instantiation of the meta-model allows us to obtain a hierarchy
of NFRs in the form of goals. Non Functional Goals (NFGs) are organized in
refinement hierarchies. The meta-class Non Functional Goal represents the
Non Functional Goal (NFG), it is specified as a sub-class of the meta-class Goal
which itself is a sub-class of the meta-class Requirement of SysML. An NFG
represents a quality that the future system must have in order to satisfy a
Functional Requirement (FR). The NFGTYPE specifies the type of NFG and
the attribute TOPIC represents the domain concept concerned by this type
of requirement. An NFG can thus be represented with the following syntax:
NFGType [Topic]. An NFG is either an Abstract NFG or an Elementary NFG.
A goal that cannot be further refined is an Elementary NFG. The refinement
of an Abstract NFG by either abstract or elementary goals is represented by
the Association Class Refinement. An Abstract NFG may contain several com-
binations of sub goals (abstract or elementary). The relationship Refinement
becomes an Association Class between an Abstract NFG and its sub goals. It
can be specialized to represent And/Or goal refinements. At the end of the re-
finement process, it is necessary to identify and express the various alternative
ways to satisfy the Elementary NFGs. For that, the SysML/Kaos meta-model
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considers the concept of the meta-class Contribution Goal. A Contribution Goal
captures a possible way to satisfy an Elementary NFG. The Association Class
Contribution describes the characteristics of the contribution. It provides two
properties: ContributionNature and ContributionType. The first one specifies
whether the contribution is positive or negative, whereas the second one specifies
whether the contribution is direct or indirect. A positive (or negative) contribu-
tion helps positively (or negatively) to the satisfaction of an Elementary NFG.
A direct contribution describes an explicit contribution to the Elementary NFG.
An indirect contribution describes a kind of contribution that is a direct con-
tribution to a given goal but induces an unexpected contribution to another
goal. Finally, the concept of Impact is used to connect NFGs to Functional
Goals (FGs). It captures the fact that a Contribution Goal has an effect on
FGs.

2.3. The OMEGA2 UML/SysML Profile and IFx Toolset

Formal methods provide tools to verify the consistency and correctness of
a specification with respect to the desired properties of the system. For this
reason, we use these methods to prove some of the properties of the system
before the system development even starts. We use OMEGA2/IFx profile and
toolset for the properties verification and model simulation of our case study.

2.3.1. The OMEGA2 Profile

OMEGA2 profile [32] is an executable Uml/SysML profile used for the
formal specification and validation of critical real-time systems. It is based on a
subset of Uml 2.2/SysML 1.1 containing the main constructs for defining the
system structure and behavior.

The OMEGA2 Uml/SysML profile defines the semantics of Uml/SysML
elements providing the means to model coherent and unambiguous system mod-
els. In order to make the models verifiable, it presents as extension the ob-
servers mechanism for specifying dynamic properties of models. The OMEGA2
Uml/SysML Profile is implemented by the IFx toolbox which provides static
analysis, simulation and timed automaton based model checking [14] techniques
for validation.

The architecture of an OMEGA2 model is described in Class/Block Def-
inition Diagrams by classes/blocks with their relationships. Each class/block
defines properties and operations, as well as a state machine. The hierar-
chical structure of a model is defined in composite structures/Internal Block
Diagram (IBD): parts that communicate through ports and connectors. For
the SysML block diagram (Block Definition Diagram (BDD)), the following
concepts are taken into account: blocks and their relationships (association,
aggregation, generalization), the interfaces, the basic types, signals.

For the system behavior, the OMEGA2 profile takes into account the follow-
ing concepts: State machines (excluding: history states, entry point, exit point,
junction) and Actions; for this, the profile defines a concrete syntax. This syn-
tax is used for example to define operation bodies and transition effects in state
machines. The textual action language is compatible with the Uml 2.2 action
meta-model and implements its main elements: object creation and destruc-
tion, operation calls, expression evaluation, variable assignment, signal output,
return action as well as control flow structuring statements.
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For specifying and verifying dynamic properties of models, OMEGA2 uses
the notion of observers. Observers are special classes/blocks monitoring run-
time state and events. They are defined by classes/blocks stereotyped with
<<observer>>. They may have local memory (attributes) and a state ma-
chine describes their behavior. States are classified as <<success>> and
<<error>> states to express the (non)satisfaction of safety properties. The
main issue in modeling observers is the choice of events which trigger their
transitions.

The trigger of an observer transition is a match clause specifying the type
of event (e.g., receive), some related information (e.g., the operation name) and
observer variables that may receive related information (e.g., variables receiving
the values of operation call parameters). Besides events, an observer may access
any part of the state of the Uml model: object attributes and state, signal
queues.

2.3.2. IFx Toolset

OMEGA2 models can be simulated and properties can be verified using
the IFx toolset [11]. The IFx toolset provides verification which ensures the
automatic process of verifying whether an OMEGA2 Uml/SysML model sat-
isfies (some of) the properties (i.e. observers) defined on it. The verification
method employed in IFx is based on systematic exploration of the system state
space (i.e., enumerative model checking). The IFx toolset also provides simula-
tion which designates the interactive execution of an OMEGA2 Uml/SysML
model. The execution can be performed step-by-step, random, or guided by a
simulation scenario (for example an error scenario generated during a verifica-
tion activity).

The IFx toolset relies on a translation of Uml/SysML models towards a
simple specification language based on an asynchronous composition of extended
timed automata, the IF language4, and on the use of simulation and verification
tools available for IF. The translation takes an input model in XML Metadata
Interchange (XMI) 2.0 format. The compiler verifies the set of well-formedness
rules imposed by the profile and generates an IF model that can be further
reduced by static analysis techniques. This model is subject to verification that
either validates the model with respect to its properties or produces a list of error
scenarios that can be further debugged using the simulator. The OMEGA2/IFx
approach has been applied for the verification and validation of industry grade
models [20] providing interesting results.

3. State of the Art

Different road map papers on Software Engineering (SE) for SAS [21, 19]
discuss the state of the art, its limitations, and identify critical challenges. [21]
presents a research road map for SE of SAS focusing on four views, which are
identified as essential: requirements, modeling, engineering, and assurances.
The focus is on development methods, techniques, and tools that seem to be
required to support the systematic development of complex software systems
with dynamic self adaptive behavior. The most recent road map paper [19]

4http://www-if.imag.fr/
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discusses four essential topics of self-adaptation: design space for self-adaptive
solutions, software engineering processes for self-adaptive systems, from central-
ized to decentralized control, and practical run-time verification and validation
for SAS.

3.1. Requirements Engineering for Self Adaptive Systems

An SAS is able to modify its behavior according to changes in its environ-
ment. As such, an SAS must continuously monitor changes in its context and
react accordingly. But here the question arises as to what aspects of the environ-
ment the SAS should monitor. Clearly, the system cannot monitor everything
and exactly what should the system do if it detects a less than optimal pat-
tern in the environment? Presumably, the system still needs to maintain a set
of high level goals that should be maintained regardless of the environmental
conditions. But non critical goals could well be Relax-ed, thus allowing the
system a degree of flexibility during or after adaptation. It is important to
identify these properties as early as possible.

Levels of Requirement Engineering for Modeling (LoREM) [23] is an ap-
proach for modeling the requirements of Dynamic Adaptive Systems (DAS)
using i* goal models [42]. The i* goal models are used to represent the stake-
holder objectives, non-adaptive system behavior (business logic), adaptive be-
havior, and adaptation mechanism needs of DAS. Each of these i* goal models
addresses the three RE concerns (conditions to monitor, decision-making pro-
cedure, and possible adaptations) from a specific developers perspective.

Awareness Requirements (AwReqs) [35] are requirements that talk about
the success or failure of other requirements. More generally, AwReqs talk about
the states requirements can assume during their execution at run-time. AwReqs
are represented in a formal language and can be directly monitored by a require-
ments monitoring framework.

Claims [39, 38] were applied as markers of uncertainty to record the ra-
tionale for a decision made with incomplete information in DASs. The work
in [33] integrates Relax and Claims to assess the validity of Claims at run-
time while tolerating minor and unanticipated environmental conditions that
can otherwise trigger adaptations.

Relax can be used in goal oriented modeling approaches for specifying and
mitigating sources of uncertainty in DASs [12]. AutoRELAX [34], is an approach
that generates Relax-ed goal models that address environmental uncertainty
by identifying which goals to Relax, which Relax operators to apply, and
the shape of the fuzzy logic function that defines the goal satisfaction criteria.
AutoRELAX also requires an executable specification of the DAS, such as a
simulation or a prototype, which applies the set of utility functions to measure
how well the DAS satisfies its requirements in response to adverse conditions.
For the experimental setup of AutoRELAX, a null hypothesis is defined which
states that there is no difference between a Relax-ed and an unRelax-ed goal
model.

Fuzzy Live Adaptive Goals for Self-Adaptive Systems (FLAGS) [7] is an in-
novative goal model which deals with the challenges posed by SAS. Goal models
have been used for representing systems requirements, and also for tracing them
onto their underlying operationalization.

The state of the art regarding RE for SAS shows different approaches from
the point of view of its complementarity with Relax. The different steps in
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LoREM are interesting but our focus is on Relax-ed requirements as we want
to identify the uncertainty in the requirements of DASs. Regarding AwReqs,
in future work, we want to integrate this concept into our approach using
Monitor-Analyze-Plan-Execute (MAPE) [25] feedback loop that operationalizes
the system’s adaptability mechanisms. Claims are also subject to uncertainty,
in the form of unanticipated environmental conditions and unreliable monitoring
information, that can adversely affect the behavior of the DAS if it spuriously
falsifies a claim. A Claim can also be monitored at run time to prove or disprove
its validity [39], thereby triggering adaptation to reach more desirable system
configurations if necessary. Claims therefore complement Relax.

3.2. Properties Verification of SAS

For the properties verification of SAS, we use the OMEGA2/IFx profile and
toolset which was developed in our team. The advantage of the OMEGA2 profile
is that it provides the notion of observers for specifying and verifying dynamic
properties of models. In terms of properties verification, there exists a number
of techniques. In the following, we give a description of some of it.

[9] presents a verification approach based on MEDISTAM-RT, which is a
methodological framework for the design and analysis of real-time systems and
timed traces semantics, to check the fulfillment of NFRs. It only focuses on
safety and timeliness properties, to assure the correct functioning of Ambient
Assisted Living (AAL) systems and to show the applicability of this methodol-
ogy in the context of this kind of system.

[5] introduces a profile named Timed UML and RT-LOTOS Environment
(TURTLE) which extends the Uml class and activity diagrams with composi-
tion and temporal operators. TURTLE is a real-time Uml profile with a formal
semantics expressed in Real Time Language Of Temporal Ordering Specifica-
tions (RTLOTOS) [17]. With its formal semantics and toolkit, TURTLE en-
ables a priori detection of design errors through a combination of simulation
and verification/validation techniques.

In [26], the authors propose an extension to SysML with concepts from the
goal model of the Kaos method (SysML/Kaos) with rules to derive a formal
B [1] specification from this goal model. The B formal method is a complete
method that supports a large segment of the software development life cycle:
specification, refinement and implementation.

In MEDISTAM-RT, the focus is on safety and timeliness properties, we do
not treat any specific type of properties. We verify those requirements that are
of interest for adaptation in SAS. In TURTLE, design errors can be detected
through simulation and verification, that’s the reason why we plan to explore the
complementarity of this approach with our approach. The use of formal methods
like B can help avoid the state space explosion problem which is inherent in
model checking techniques. We have worked on studying the complementarity
of these two approaches and we plan to integrate it in our approach in the future
work.

4. Proposed Approach

In this section, we introduce the overall view of our proposed approach [2].
We show our contribution then we describe the overall process of our approach.
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To illustrate our proposed approach, we use requirements from the barbados
Car Crash Crisis Management System (bCMS) case study. At the end, we show
the integrated tooling environment that we developed to validate our approach.

4.1. Contribution

To properly define the scope of our contribution , it is necessary to identify
the work we have done. Firstly, we have found that although the use of tradi-
tional process of SysML/Kaos was interesting for modeling the requirements
of SAS, it does not take into account the notion of uncertainty. On the other
hand, Relax is a process adapted to identify and highlight the uncertainty,
but it does not provide tools for its implementation. Finally, the verification
techniques used for these models does not take into account the uncertainty
posed by these systems. Based on this observation, we contributed towards the
definition of an integrated tool based process. For this, we developed support
for Relax. Then we developed rules to transform requirements addressed by
Relax to SysML/Kaos, using model transformation techniques. Finally, we
integrated formal verification techniques i.e. OMEGA2/IFx in the process. To
reduce the risk of state space explosion problem [15] when we take into account
the whole system using OMEGA2/IFx, we limited its use to verify only adapt-
able properties. We present in detail the work and the overall process in the
next section.

4.2. The Proposed Approach

In the following, each step of the proposed approach is explained with as-
sociated input and output. Figure 5 shows the overall view of our proposed
approach.

1. The overall approach that we proposed takes requirements as input. These
requirements are elicited in the form of SHALL statements by a require-
ment engineer which are then divided into FRs and NFRs.

2. We apply Relax process (section 2.1.3) on these FRs and NFRs to get
those requirements that are associated with the adaptability features of
SAS called Relax-ed requirements and those that are fixed called invari-
ant requirements.

3. The resulting Relax-ed requirements are then formalized using an editor
that we developed called Relax COOL editor. This editor takes into ac-
count the uncertainty factors associated with each Relax-ed requirement.
Xtext5 is used for the development of this editor.

4. At this point, we use a process for the conversion of Relax-ed require-
ments into goal concepts i.e. SysML/Kaos. We use a correlation table
(section 4.3.1) for the correspondence between Relax-ed requirements
and SysML/Kaos concepts [4]. For this purpose, we have developed a
tool called Relax2SysML/Kaos editor, which is based on Atlas Trans-
formation Language (ATL) transformations. For the time being, the tool
helps in mapping the Relax concepts to SysML/Kaos concepts but not
the inverse.

5http://www.eclipse.org/Xtext/
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Figure 5: Overall View of Our Approach

5. At this step, we have a full list of Relax-ed requirements with uncertainty
factors converted into SysML/Kaos goal concepts.

6. The non functional Relax-ed requirements in the form of SysML/Kaos
goal concepts can now be modeled with the help of SysML/Kaos editor.

7. This step shows the system design. The Relax-ed requirements of the
SAS are now modeled and we have a snapshot of the system design.

8. Once we have the system design, we use the OMEGA2/IFx observers to
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verify the properties of SAS. The input to this step are the OMEGA2/IFx
observers which are the Relax-ed and invariant requirements. The ver-
ification either results in the fulfillment of all the properties or if there
is an error produced during verification, it can be simulated through the
interactive simulation interface of the IFx toolset in order to identify the
source of the error and then subsequently correct it in the model.

4.3. Integration of the Approaches

Here we present how we defined the convergence between different methods
used in our approach.

4.3.1. Relationship b/w RELAX, SysML/KAOS and SysML

In our integrated approach, we take benefit of SysML/Kaos while modeling
Relax-ed requirements of SAS. In Figure 6, we show how several key concepts
are taken into account in the selected approaches. Most of the time, the concepts
are not fully covered (e.g. <<satisfy>>) for monitoring in SysML, this
stereotype is used between a block and a requirement), but we have indicated
in the Figure 6 the closest mechanism that supports the concepts. The concepts
are taken from Relax and are then compared with the other approaches.

• In SysML/Kaos, requirements are described in the form of goals; SysML
describes requirements in textual form; Relax requirements are also in
textual form with an enhanced version.

• To deal with monitoring, SysML/Kaos has the Contribution Goal con-
cept which is used to satisfy an Elementary NFG, SysML has <<satisfy>>
which is used when a <<block>> satisfies a <<requirement>> while
for Relax, we have the concept of MON which is used to measure the
environment, i.e. ENV.

• SysML/Kaos has the concept of Contribution which is an Association
Class between Contribution Goal and Elementary NFG. Contribution de-
scribes the characteristics of the contribution. It provides two properties:
ContributionNature and ContributionType. SysML has <<verify>>
and <<refine>> relationships while for Relax, we have REL variable
which identifies the relationship between ENV and MON or more pre-
cisely how MON achieves ENV.

• For Dependency/Impact, SysML/Kaos describes it as an Impact of a
Contribution Goal on a Functional Goal (FG). It also has the same two
properties, i.e. ContributionNature and ContributionType. This impact
can be positive or negative and direct or indirect. In SysML, we have
the concept of <<derive>> which shows the dependency between re-
quirements, Relax has positive and negative dependency which shows
the dependency of a Relax-ed requirement on other requirements.

• For the tools available for each approach, SysML/Kaos has a tool called
SysML/Kaos editor, SysML has a number of tools e.g. eclipse6, pa-

6http://www.eclipse.org/
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Figure 6: Relationship b/w SysML/Kaos SysML and Relax

pyrus7, topcased8 etc. and for Relax, we have developed eclipse based
Relax COOL editor [8]. We have also developed Relax2SysML/Kaos
editor which does the mapping between Relax uncertainty factors and
SysML/Kaos goal concepts.

4.3.2. Uncertainty Factors/Impacts

Relax Uncertainty factors, especially ENV and MON, are particularly im-
portant for documenting whether the system has means for monitoring the
important aspects of the environment. By collecting these ENV and MON
attributes, we can build up a model of the environment in which the system
will operate, as well as a model of how the system monitors its environment.
Having said this, SysML/Kaos can complement Relax by injecting more in-
formation in the form of positive/negative and direct/indirect impacts. The
grammar of Relax acts as a meta-model for our Relax COOL editor, while
SysML/Kaos has extended the meta-model of SysML with goal concept. As
both meta-models are close to the SysML meta-model, we have bridged Relax
and SysML/Kaos using our proposed approach.

7http://www.papyrusuml.org
8http://www.topcased.org/
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Figure 7: bCMS Case Study Overall View

4.3.3. Verification of Ambient System’s Properties through Formal Methods

Using our proposed approach, we provide a strong consistency between mod-
els. This can be ensured thanks to the use of formal methods that provide ver-
ification tools for the properties verification and model simulation of SAS. We
have integrated OMEGA2/IFx for properties verification and model simulation
of these systems in our proposed approach. By doing this, we bridge the gap
between the requirements phase and the initial formal specification phase.

4.4. Proposed Approach Illustration

To illustrate our approach, we use the bCMS9 case study. Here is an excerpt
of the case study.

The bCMS is a distributed crash management system that is responsible for
coordinating the communication between a Fire Station Coordinator (FSC) and
a Police Station Coordinator (PSC) to handle a crisis in a timely manner. In-
formation regarding the crisis as it pertains to the tasks of the coordinators is
updated and maintained during and after the crisis. There are two collaborative
sub-systems. Thus, the global coordination is the result of the parallel compo-
sition of the (software) coordination processes controlled by the two (human)
distributed coordinators. There is no central database; fire and police stations
maintain separate databases and may only access information from the other
database through the bCMS system. Each coordination process is hence in charge
of adding and updating information in its respective database. Figure 7 shows
the overall view of the bCMS case study.

We have chosen an (illustrative) subset of the bCMS requirements. The
requirements are shared and numbered in a shared document10.

We have first applied the Relax process on bCMS requirements to get
invariant and Relax-ed requirements. For Relax-ed requirements, all the un-
certainty factors were identified. Then using the correlation in Figure 6, we have
modeled the bCMS system requirements with the SysML/Kaos approach. In
[3], we have modeled some more requirements of the bCMS case study. Follow-
ing are the invariant and Relax-ed requirements that were identified:

• Invariant requirements: R1, R2, R3.

9Available at http://cserg0.site.uottawa.ca/cma2013re/CaseStudy.pdf
10Available at http://goo.gl/uscP5
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Figure 8: Integrity RELAX-ed Requirement Uncertainty Factors

Figure 9: Availability RELAX-ed Requirement Uncertainty Factors

• Relax-ed Requirements: R4, R8.

Figure 8 shows the uncertainty factors associated with the Integrity R4 (The
system shall ensure that the integrity of the communication between coordinators
regarding crisis location, vehicle number, and vehicle location is preserved AS
CLOSE AS POSSIBLE TO 99.99% of the time.) Relax-ed requirement.

Figure 9 shows the uncertainty factors associated with the Availability R8
(The crisis details and route plan of the fire station and the police station shall
be available with the exception of AS CLOSE AS POSSIBLE To 30 minutes for
every 48 hours when no crisis is active.) Relax-ed requirement.

Figure 10 shows the high level goal model of the bCMS case study. The
goal at the highest level is identified as Security[bCMS System], which is an
Abstract NFG and is AND-refined into two sub goals using refinement by type:
Integrity[bCMS System] and Availability[bCMS System]. The goal Availabil-
ity[bCMS System] is an Abstract NFG and is AND-refined until we reach the
Elementary Goals. The goal “The crisis details and route plan of the fire sta-
tion shall be available[bCMS System]” is satisfied by the Contribution Goal Fire
Station Coordinator having a direct and positive contribution on it and the goal
“The crisis details and route plan of the police station shall be available[bCMS
System]” is satisfied by the Contribution Goal Police Station Coordinator which
also has a direct and positive contribution on its accomplishment. The Contri-
bution Goal Communication Compromiser contributes directly and negatively
towards the satisfaction of the two Elementary Goals whose objective is to dis-
rupt the response to the crisis for some personal gain.
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Figure 10: High level goal model

Figure 11: RELAX File

4.5. Tools Support

In this section, we introduce the tools that implements our proposed ap-
proach.

4.5.1. RELAX Editor

For the generation of Relax editor, Xtext is used. Xtext is a framework
for the development of Domain Specific Languages (DSL) and other textual
programming languages and helps in the development of an Integrated Devel-
opment Environment (IDE) for the DSL. Some of the IDE features that are
either derived from the grammar or easily implementable are: syntax coloring,
model navigation, code completion, outline view, and code templates. The Re-
lax grammar is used as a meta-model for this editor which is generated by
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Figure 12: Relaxed Requirement to Abstract Goal Mapping

Xtext that we call Relax.ecore. Figure 11 shows an example of the Relax file
with uncertainty factors. The Relax file is represented with an extension .rlx.
Once we have the .rlx file, we can transform it into an XMI model. The XMI
model can then be manipulated and will serve us for the model transformation
from Relax to SysML/Kaos as explained in the next section.

4.5.2. RELAX to SysML/Kaos Transformation

In our approach, we want to transform Relax-ed requirements uncertainty
factors into SysML/Kaos goal concepts. This transformation will help in tak-
ing into account the adaptability features associated with SAS in the form of
uncertainty factors of Relax-ed requirements and then modeling these require-
ments in SysML/Kaos. In this way, we can benefit from the advantages offered
by GORE. For this purpose, the Relax and SysML/Kaos meta-models are
used.

ATL Rules

ATL is a model transformation language and toolkit. It provides a way
to produce a number of target models from a set of source models. An ATL
transformation program is composed of rules that define how source model el-
ements are matched and navigated to create and initialize the elements of the
target models. The generation of target model elements is achieved through the
specification of transformation rules.

Mapping between RELAX and SysML/Kaos Elements

Here, we present the relationship between Relax and SysML/Kaos ele-
ments. The Relax abstract syntax is defined in the Relax meta-model. In
turn, the SysML/Kaos abstract syntax is defined in the SysML/Kaos meta-
model.

Figure 6 shows the mapping between the two concepts. For the ATL trans-
formation rules, a Relax-ed requirement is mapped to an Abstract Goal as
shown in Figure 12, an ENV is mapped to an Elementary Goal and MON is
mapped to Contribution Goal. Figure 13 shows the generated SysML/Kaos
model after the application of ATL rules. Figure 14 shows the SysML/Kaos
model opened in the editor.

5. Proof of Concepts

In this section, we apply our approach on an academic Ambient Assisted
Living (AAL) case study. The goal of AAL solutions is to apply ambient in-
telligence technology to enable people with specific demands, e.g. handicapped
or elderly, to live in their preferred environment [9]. In order to achieve this
goal, different kinds of AAL systems can be proposed and most of them pose
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Figure 13: SysML/Kaos Model

Figure 14: Generated SysML/Kaos Model using ATL Transformations

reliability issues and describe important constraints upon the development of
software systems [16]. We model the requirements of an AAL11 home which
ensures the health of a Patient like the one studied by research teams at the
IUT of Blagnac12. We then show the verification of some of the properties of
the AAL system.

11http://www.iese.fraunhofer.de/fhg/iese/projects/med_projects/aal--lab/index.

jsp
12http://mi.iut-blagnac.fr/
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Figure 15: AAL Case Study

Figure 16: RELAX Requirement Example

5.1. Requirements Modeling of the AAL Case Study

Figure 15 shows an excerpt of the case study which highlights the need to
ensure Patient ’s health in the AAL home. Advanced smart homes, such as
Mary’s AAL, rely on adaptivity to work properly. For example, the sensor-
enabled cups may fail, but since maintaining a minimum of liquid intake is
a life-critical feature, the AAL should be able to respond by achieving this
requirement in some other way [41].

Figure 16 shows an example of Relax-ed requirement from the Mary’s AAL
home, which results from the application of the Relax process on the traditional
requirement: The Fridge shall read, store and communicate RFID information
on food packages. [30] shows the application of Relax process on some of the
requirements of the AAL case study.

5.1.1. High Level Goal Model

Figure 17 shows the high level goal model of the AAL. From the AAL system
problem statement, we have identified Reliability [AAL system] as a non func-
tional high level goal. In fact, one of the expected qualities of the system is to
run reliably. This is very important for several reasons and particularly because
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Figure 17: High Level Goal Model

frequent visits from a technician could be a factor of disturbance for Mary and
unfeasible due to the large number of AAL houses across the world. The high
level goal Reliability [AAL System] is AND-refined into four sub goals using re-
finement by type: Precision [AAL System], Security [AAL System], Robustness
[AAL System] and Performance [AAL System]. Each sub goal can be further
refined until the refinement stops and we reach an Elementary Goal which can
then be assigned to a Contribution Goal. The sub goal Precision [AAL System]
is AND-refined into two sub goals: Precision [Location Detection] and Precision
[Sensors] using refinement by subject. The sub goal Precision [Sensors] is then
AND-refined into three Elementary NFGs using refinement by subject. The
sub goal Precision [Location Detection] can be satisfied by a positive and direct
contribution by one of the following Contribution Goals: combine data from
multiple sensors, combine multiple features and use redundant features. The
Contribution Goal combine data from multiple sensors, contribute indirectly
and negatively to the satisfaction of the sub goal Performance [AAL System].

5.1.2. Low Level Goal Model

Figure 18 shows the security goal model of AAL. In order to further ex-
tract new goals from the AAL system, we identify another goal, Security [fridge
data], which is an Abstract NFG that can be AND-refined into three sub goals
using refinement by type: Confidentiality [fridge data], Integrity [fridge data]
and Availability [fridge data]. Similarly, the sub goal Availability [fridge data]
can be refined into two sub goals using refinement by subject: Availability [Stor-
ing RFID information] and Availability [Sensors data]. The Contribution Goal
having high-end sensors contributes directly and positively to the goal Avail-
ability [Sensors data], and may contribute indirectly and positively to Integrity
[fridge data].
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Figure 18: Security Goal Model

5.2. Properties Verification of the AAL system with OMEGA2/IFx Profile and
Toolset

The specification and verification of NFRs in the early stages of the AAL
development cycle is a crucial issue [31]. In this section, we show how we used
OMEGA2/IFx [37] for the properties verification and model simulation of AAL
system.

5.2.1. Modeling the AAL system with OMEGA2 Profile

We start by taking into account the structural part of the AAL system.
Those parts are considered that are concerned with the daily calorie intake of
the Patient in the AAL house. The AAL system is composed of Fridge and
Patient ; these parts are modeled along with the interaction that takes place
between them. The Fridge partially contributes to the minimum liquid intake
of the Patient ; it also looks at the calorie consumption of the Patient as the
Patient needs not to exceed it after a certain threshold.

Figure 19 shows the main Internal Block Diagram (IBD). The important
parts of the AAL system are Patient and Fridge. A Fridge in turn is composed
of Display, Alarm, Controller, and Food blocks. Figure 20 shows the IBD for
the Fridge block. Each of the four blocks’ behaviors is modeled in a separate
State Machine Diagram (SMD). The Food block contains information about the
Food items in the Fridge, the calories contained in each item, the total number
of calories the Patient has accumulated and the calorie threshold that should
not be surpassed. The Fridge Display is used to show the amount of calories
consumed by the Patient. The Alarm is activated in case the Patient’s calorie
level surpasses a certain threshold.

Figure 21 shows the SMD for the Patient block. Here, the exchange of
information between Patient and Fridge takes place. The number and quantity
of each item present in the Fridge is identified. If a certain product still present
in the Fridge is chosen by the Patient then the information is communicated
with the Fridge and the list is updated. Otherwise the Fridge is empty and the
Patient will wait to be refilled. Also, if the Alarm of the Fridge is raised due to
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Figure 19: Main Internal Block Diagram

Figure 20: Fridge Internal Block Diagram

high intake of calories, the Patient stops eating and waits for the system to be
unblocked.

5.2.2. Properties Verification of the AAL system

Below are the properties to be verified [4].
The Fridge SHALL detect and communicate with Food packages
Property 1: The Fridge SHALL detect and communicate information with

AS MANY Food packages AS POSSIBLE. A Relax-ed version of this require-
ment with all the uncertainty factors is shown in Figure 16.

The satisfaction of this requirement contributes to the balanced diet of the
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Figure 21: Patient State Machine Diagram

Patient. The choice of this property for verification is motivated by the fact
that it is important for the AAL system to know about as many Food items
present in the Fridge as possible. Figure 22 shows the SMD of the Property 1.
The trigger for this property is an observer transition which is a match clause
specifying the type of event (e.g., send), some related information (e.g., eat) and
observer variable (e.g., p) that may send related information. The first task is to
identify the number of items consumed by the Patient and the total number of
items in the Fridge. Then the identity of the Patient is verified, if the person is
identified as the Patient, then the next step is to calculate the number of items
consumed. After this, the number of items left in the Fridge is calculated which
is equal to the sum of all the items present in the Fridge. Then in the last step,
we calculate if ((total number of items - number of items consumed - number
of items left) >-1) and ((total number of items - number of items consumed -
number of items left) <1), it means that we have reached the <<success>>
state by having information about all the items present in the Fridge, i.e. it
should be 0 (which means that there is no information loss). Inversely, if it is
less than -1 or greater than 1, then it means that we are missing information
about some of the items present in the Fridge and the observer passes into the
<<error>> state.

We now consider the invariant requirement. Property 2: The Alarm SHALL
be raised instantaneously if the total number of calories surpasses the maximum
calories allowed for the Patient.

Figure 23 shows the SMD for property 2. This property ensures that the
Patient should stop eating as soon as the total number of calories surpasses the
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Figure 22: Property1 State Machine Diagram

maximum calories allowed and that the Alarm should be raised. This require-
ment implies that the Alarm shall be immediately raised as soon as the total
number of calories equals or surpasses the maximum calories allowed for the
Patient. If it happens then the Patient should stop eating and we will reach a
<<success>> state but if the Patient continues to eat, it means that we are
reaching an <<error>> state.

5.2.3. Verification Results

Until now, the AAL system is modeled along with the properties to be
verified on the model. We now show how to verify these properties using the IFx
toolset. The AAL2 model is first exported into AAL2.xmi and then using the
IFx toolset the AAL2.xmi is compiled into AAL2.if. The AAL2.if is compiled
into an executable file i.e. AAL2.x. While verifying the AAL model, the model
checker has found several error scenarios. Any of the error scenarios can then
be loaded through the interactive simulation interface of the IFx toolset to trace
back the error in the model and then correct it.

In order to debug a model, firstly we import it into the simulator. We check
the states of the observers in order to identify which property has not been
satisfied. In this case, Property 2 fails. While checking the state of the en-
tire system for this property, we discover that the <<error>> state contained
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Figure 23: Property2 State Machine Diagram

the maximum allowed number of calories for the total number of calories con-
sumed and subsequently eat requests are sent by the Patient. This implies that
the Alarm function of the intelligent Fridge doesn’t function properly which is
strictly linked to its Food process. One can observe in the SMD of the Food
block (Figure 24) that the Alarm is raised only if the total number of consumed
calories is strictly superior to the maximum allowed; a condition which doesn’t
satisfy the request that the Alarm is raised as soon as possible. The correction
consists of raising the Alarm also in case the total number of consumed calories
is equal to the maximum allowed threshold. Once this error is corrected in the
SMD of the Food block, the verification succeeds.

6. Conclusion and Future Work

The context of this research work is situated in the field of SE for SAS. This
work resides in the very early stages of the software development life cycle i.e. at
the RE phase. The overall contribution is to propose an integrated approach for
modeling and verifying the requirements of SAS using Model Driven Engineering
(MDE) techniques. It takes requirements as input and then by applying various
processes and tools, we integrate the notion of uncertainty in requirements which
we model using GORE techniques. Once we have the system design, we then
introduce a mechanism for the properties verification of SAS.

We used Relax which is an RE language for SAS and which can introduce
flexibility in NFRs to adapt to any changing environmental conditions. The

27

Groupe de travail GLACE

83



Figure 24: Food State Machine Diagram

essence of Relax for SAS is that it provides a way to relax certain requirements
against other requirements in situations where the resources are constrained or
priority must be given to requirements. For this purpose we have developed
a tool called Relax COOL editor which is used to automate the formaliza-
tion of SAS requirements by taking into account the different uncertainty fac-
tors associated with each Relax-ed requirement. We then use SysML/Kaos
which is an extension of the SysML requirements model with concepts of the
Kaos goal model. Here, invariant requirements are captured by the concept
of FGs whereas Relax-ed requirements are captured by the concept of NFGs.
We have provided a correlation table that helps in mapping the Relax and
SysML/Kaos concepts. Using this table, the Relax-ed requirements are then
transformed into SysML/Kaos goal concepts. This mapping is done using
ATL, which is a model transformation technique and which takes as input a
source model and transforms it into a target model. We have developed a tool
called Relax2SysML/Kaos editor which is capable of modeling the Relax-ed
requirements in the form SysML/Kaos goal concepts. We provide a mecha-
nism to verify some adaptable and invariant properties of the SAS using formal
method technique OMEGA2/IFx. In order to validate our proposed approach,
we have applied it to an academic Ambient Assisted Living case study.

Our work resides within the framework of self adaptation, but we do not
treat the development of self adaptation mechanisms. We help SAS developers
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Figure 25: Pros and Cons of our Proposed Approach

by providing a mechanism for identifying the uncertainty associated with the
requirements of these systems. Figure 25 shows a table with the pros and cons
of our proposed approach.

In terms of the future work, we have applied our approach to an academic
case study. The next step is to apply it to a real industrial case study, which will
confront it to more rigorous and varied evaluation criteria such as its usability
and its performance.

We plan to investigate the adaptation mechanism techniques so that we can
incorporate it in our proposed approach. Our approach takes into account the
uncertainty in requirements of SAS, we model it using SysML/Kaos and then
we verify it but we do not talk about the underlying adaptation mechanisms.

For the time being, our Relax2SysML/Kaos tool is capable of mapping
the Relax concepts to SysML/Kaos concepts but not the inverse. A nat-
ural follow up of our work is to investigate how we could make it a two-way
process. This would help in taking into account the information modeled in
SysML/Kaos that we can not capture in Relax.

The verification of Relax-ed requirements in our proposed approach is done
using OMEGA2/IFx. To take into account, the complexity of large systems, we
can do the validation of their requirements at execution time. A promising ap-
proach to managing complexity in run-time environments is to develop adapta-
tion mechanisms that leverage software models, referred to as Models@run.time
[10]. Research on Models@run.time seeks to extend the applicability of models
and abstractions to the run-time environment, with the goal of providing ef-
fective technologies for managing the complexity of evolving software behavior
while it is executing [6].

In our proposed approach, for the properties verification using OMEGA2/IFx,
we model the observers and then we check these observers against the system
design to see if the properties are verified or not. Right now, we model these
observers as an SMD. We would like to automate this process of observers mod-
eling by automatically generating it from Relax-ed and invariant requirements.
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The use of model checking techniques used by OMEGA2/IFx exposes us to
the problem of state space explosion which is inherent in these techniques. We
handle this problem in our proposed approach by only injecting Relax-ed or
invariant requirements, i.e. those requirements that are of interest for SAS. But
we can counter this problem using formal methods like B. There are already some
works done for the mapping between SysML/Kaos and B in this regard. In
[26], a method is defined for bridging the gap between the requirements analysis
level (Extended SysML) and the formal specification level (B). This method
derives the architecture of B specifications from SysML goal hierarchies. We
believe that using proof based formal methods like B can help in overcoming
the state space explosion problem associated with model checking techniques.
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Abstract—Co-change clusters are groups of classes that fre-
quently change together. They are proposed as an alternative
modular view, which can be used to assess the traditional
decomposition of systems in packages. To investigate developer’s
perception of co-change clusters, we report in this paper a study
with experts on six systems, implemented in two languages. We
mine 102 co-change clusters from the version history of such
systems, which are classified in three patterns regarding their
projection to the package structure: Encapsulated, Crosscutting,
and Octopus. We then collect the perception of expert developers
on such clusters, aiming to ask two central questions: (a) what
concerns and changes are captured by the extracted clusters? (b)
do the extracted clusters reveal design anomalies? We conclude
that Encapsulated Clusters are often viewed as healthy designs
and that Crosscutting Clusters tend to be associated to design
anomalies. Octopus Clusters are normally associated to expected
class distributions, which are not easy to implement in an
encapsulated way, according to the interviewed developers.

I. INTRODUCTION

In his seminal paper on modularity and information hiding,
Parnas developed the principle that modules should hide
“difficult design decisions or design decisions which are likely
to change” [1]. Nonetheless, Parnas’ criteria to decompose
systems into modules are not widely used to assess whether—
after years of maintenance and evolution—the modules of a
system were indeed able to confine changes. In other words,
developers typically do not evaluate modular designs using
historical data on software changes. Instead, modularity is
evaluated most of the times under a structural perspective,
using static measures of size, coupling, cohesion, etc [2]–[4].
Less frequently, semantic relations, normally extracted from
source code vocabularies, are used [5]–[8].

In previous work [9], [10], we proposed the Co-Change
Clustering technique to assess modularity using the history
of software changes, widely available nowadays from version
control repositories. Co-change clusters are sets of classes that
frequently changed together in the past. They are computed
applying a cluster algorithm over a co-change graph, which is a
graph that represents the co-change relations in a system [11],
[12]. A co-change relation between two classes is enabled
whenever they are changed by the same commit transac-
tion [13]. We also proposed the usage of distribution maps—a
well-known software visualization technique [14]—to reason
on co-change patterns, which are recurrent projections of co-
change clusters over package structures. However, we did not

evaluate to what extent co-change clusters reflect well-defined
concerns, according to software developers. We also did not
evaluate whether they are useful instruments to detect design
anomalies, specially when the clusters crosscut the package
structure or have most classes in one package and very few
ones in other packages.

To reveal developers’ view on the usage of Co-Change
Clustering, we report in this paper an empirical study with
seven experts on six systems, including one closed-source
and large information system implemented in Java and five
open-source software tools implemented in Pharo (a Smalltalk-
like language). We mine 102 co-change clusters from the
version histories of such systems, which are then classified
in three patterns regarding their projection over the package
structure: Encapsulated Clusters (clusters that when projected
over the package structure match all co-change classes in such
packages), Crosscutting Clusters (clusters whose classes are
spread over several packages, touching few classes in each
one), and Octopus Clusters (clusters that have most classes
in one package and some “tentacles” in other packages).
From the initially computed clusters, 53 clusters (52%) are
covered by the proposed co-change patterns. We analyze each
of these clusters with developers, asking them two overarching
questions: (a) what concerns and changes are captured by the
cluster? (b) does the cluster reveal design flaws? Our intention
with the first question is to evaluate whether co-change clusters
capture cohesive concerns that changed frequently during
the software evolution. With the second question, we aim
to evaluate whether co-change clusters—specially the ones
classified as Crosscutting and Octopus clusters—can reveal
design (or modularity) flaws.

Our contributions with this paper are twofold. First, we
report a new experience on using Co-Change Clustering in
a new set of systems, including both a real-world commercial
information system implemented in Java and five open-source
systems implemented in a second language (Pharo). Second,
we report, summarize, and discuss the developer’s views on
co-change clusters.

We start by summarizing our technique for extracting co-
change clusters (Section II) and by defining the co-change
patterns considered in this paper (Section III). Then, we
present the research method and steps followed in the study
(Section IV). Section V reports the developers’ view on co-



change clusters and the main findings of our study. Section VI
puts in perspective our findings and the lessons learned with
the study. Section VII discusses threats to validity and Sec-
tion IX concludes.

II. CO-CHANGE CLUSTERING

This section presents the method we follow to extract co-
change graphs (Section II-A) and then co-change clusters
(Section II-B). A detailed description of the steps presented in
this section is available in previous work [9], [10].

A. Co-Change Graphs
A co-change graph is an undirected graph {V,E}, where V

is a set of classes and E is a set of edges. An edge connects
two classes (vertices) Ci and Cj if there is a transaction
(commit) in the Version Control System that contains Ci and
Cj , for i 6= j. The weight of an edge represents the number
of commits including Ci and Cj .

To extract co-change graphs commit data is preprocessed.
First, we discard commits that only change artifacts like script
files, documentation, configuration files, etc. Because our fo-
cus is on co-changes involving classes. We also remove testing
classes, because co-changes between tested and testing classes
are usually expected and for this reason are less important.
We also remove highly scattered commits, i.e., commits that
change a massive number of classes. These commits represent
very particular maintenance tasks (e.g., a change in comments
on license agreements), which are not recurrent.

Second, from the remaining commits, we select the ones
whose textual description refers to a valid maintenance task-
ID in a tracking system, like Bugzilla, Jira, etc. When the
same task-ID is found in multiple commits, we merge such
commits, and consider just the merged commits in the co-
change graph. However, it is common to have a significant
number of commits not linked to issue reports [9], [15].
Therefore, we apply a time window to select the remaining
commits. We merge commits by the same developer when
they are performed under a given time interval. In this way,
we handle the scenario when the developer commits multiple
times when performing the same maintenance task. If such
commits are not handled considered, we could miss relevant
co-change relations.

Finally, co-change graphs are post-processed pruning edges
whose weights is less than a given support threshold. The
reason is that such edges are not relevant for our purpose of
modeling recurrent maintenance tasks.

As described in this section, the pre and post-processing
steps—as well as the clustering step discussed in the next
section—depend on some thresholds. The concrete threshold
values used in this paper are presented in Section IV-C.

B. Co-Change Clusters
Co-change clusters are set of classes in a co-change graph

that frequently changed together. Co-change clusters are ex-
tracted automatically using a graph clustering algorithm de-
signed to handle sparse graphs, as is typically the case of co-
change graphs [9], [11], [12]. More specifically, we use the

Chameleon clustering algorithm, which is an agglomerative
and hierarchical clustering algorithm recommended to sparse
graphs [16]. Chameleon consists of two phases. In the first
phase, a sparse graph is extracted from the original graph
(a co-change graph in our case) and a graph partitioning
algorithm divides the data set (classes) into sets of clusters.
In the second phase, an agglomerative hierarchical mining
algorithm is applied to merge the clusters retrieved in the first
phase. This algorithm maximizes the number of edges within
a cluster (internal similarity) and minimizes the number of
edges among clusters (external similarity).

Chameleon requires the number of clusters M as an input
parameter in the first phase. An inappropriate value of M
may lead to poor clusters. For this reason, we run Chameleon
multiple times varying M’s value. After each execution, the
previous tested value is decremented by one and the clusters
smaller than a minimal threshold are discarded. The goal is to
focus on groups of classes that may be used as alternative
modular views. Therefore, it is not reasonable to consider
clusters with a small number of classes.

After pruning the small clusters, a clustering quality func-
tion is computed over the remaining clusters, to provide an
overall score for the clusters generated by a given M value.
This function combines measures of the clusters cohesion
(tight clusters) and cluster separation (highly separated clus-
ters). A detailed description of these measures is out of the
scope of this paper and is available elsewhere [9], [10].

III. CO-CHANGE PATTERNS

In this section, we propose three co-change patterns aiming
to represent common instances of co-change clusters. The
patterns are defined by projecting clusters over the package
structure of an object-oriented system, using distribution maps.
Distribution maps are a software visualization technique that
represents classes as small squares in large rectangles, which
represent packages [14]. The color of the classes represent a
property; in our specific case, the co-change cluster.

Co-change patterns are defined using two metrics originally
proposed for distribution maps: focus and spread. First, spread
measures how many packages are touched by a cluster q.
Second, focus measures the degree the classes in a co-change
cluster dominate their packages. For example, if a cluster
touches all classes of a package, its focus is one. In formal
terms, the focus of a co-change cluster q is defined as follows:

focus(q) =
∑

pi∈P
touch(q, pi) ∗ touch(pi, q)

where

touch(q, p) =
|q ∩ p|
|p|

The measure touch(q, pi) represents the number of classes
in a cluster q located in package pi divided by the number of
classes in pi that are included in at least one co-change cluster.
Similarly, touch(pi, q) is the number of classes in package pi
that are a member of cluster q divided by the number of classes



in q. Focus ranges between 0 and 1, where 1 means that the
cluster entirely dominates the packages it touches.

Using focus and spread, we propose three patterns of
co-change clusters, as follows:

Encapsulated: An Encapsulated co-change cluster q domi-
nates all classes of the packages it touches, i.e.,

Encapsulated(q), if focus(q) == 1

Figure 1 shows two examples of Encapsulated Clusters.1 All
classes in Cluster 9 (blue) are located in the same package,
which only has classes in this cluster. Similarly, Cluster 10
(green) has classes located in three packages. Moreover, these
three packages do not have classes in other clusters.

Fig. 1. Encapsulated clusters (Glamour)

Crosscutting: Conceptually, a Crosscutting Cluster is spread
over several packages but touches few classes in each one.
In practical terms, we propose the following thresholds to
represent a Crosscutting cluster q:

Crosscutting(q), if spread(q) ≥ 4 ∧ focus(q) ≤ 0.3

Figure 2 shows an example of Crosscutting cluster. Cluster
8 (red) is spread over seven packages, but does not dominate
any of them (its focus is 0.14).

Octopus: Conceptually, an Octopus Cluster q has two sub-
clusters: a body B and a set of tentacles T . The body has
most classes in the cluster and the tentacles have a very low
focus, as follows:

Octopus(q ,B ,T ) = if touch(B , q) > 0.50 ∧
focus(T ) ≤ 0 .25 ∧
focus(q) > 0 .3

By requiring focus(q) > 0.3, a cluster cannot be classified
as Crosscutting and Octopus, simultaneously.

Figure 3 shows an Octopus cluster, whose body has 22
classes, located in one package. The cluster has a single
tentacle class. When considered as an independent sub-cluster,
this tentacle has focus 0.005. Finally, the whole Octopus has
focus 0.78, which avoids its classification as Crosscutting.

As usual in the case of metric-based rules to detect code
patterns [17], [18], the proposed strategies to detect co-change
patterns depend on thresholds to specify the expected spread

1All examples used in this section are real instances of co-change clusters,
extracted from the subject systems used in this paper, see Section IV-B.

Fig. 2. Crosscutting cluster (SysPol)

Fig. 3. Octopus cluster (Moose)

and focus values. To define such thresholds we based on
our previous experiences with co-change clusters extracted for
open-source Java-based systems [9], [10]. Typically, low focus
values are smaller than 0.3 and high spread values are greater
or equal to four packages.

IV. STUDY DESIGN

In this section we present the questions that motivated our
research (Section IV-A). We also present the dataset (Sec-
tion IV-B), the thresholds selection (Section IV-C), the steps
we followed to extract the co-change clusters (Section IV-D),
and to conduct the interviews (Section IV-E).

A. Research Questions

With this research, our goal is to investigate from the point
of view of expert developers and architects the concerns
represented by co-change patterns. We also evaluate whether
these patterns are able to indicate design anomalies, in the
context of Java and Pharo object-oriented systems. To achieve
these goals, we pose three research questions in the paper:

RQ #1: To what extent do the proposed co-change patterns
cover real instances of co-change clusters?

RQ #2: How developers describe the clusters matching the
proposed co-change patterns?



RQ #3: To what extent do the clusters matching the proposed
co-change patterns indicate design anomalies?

With RQ #1, we check whether the proposed strategy to
detect co-change patterns match a representative set of co-
change clusters. With the second and third RQs we collect
and organize the developers’ view on co-change patterns.
Specifically, with the second RQ we check how developers
describe the concerns and requirements implemented by the
proposed co-change patterns. With the third RQ, we check
whether clusters matching the proposed co-change patterns—
specially the ones classified as Crosscutting and Octopus—are
usually associated to design anomalies.

B. Target Systems

To answer our research questions, we investigate the fol-
lowing six systems: (a) SysPol, which is a closed-source
information system implemented in Java that provides many
services related to the automation of forensics and criminal
investigation processes; the system is currently used by one of
the Brazilian state police forces (we are omitting the real name
of this system, due to a non-disclosure agreement with the
software organization responsible for SysPol’s implementation
and maintenance); (b) five open-source systems implemented
in Pharo [19], which is a Smalltalk-like language. We evaluate
the following Pharo systems: Moose (a platform for software
and data analysis), Glamour (an infrastructure for imple-
menting browsers), Epicea (a tool to help developers share
untangled commits), Fuel (an object serialization framework),
and Seaside (a framework for developing web applications).

Table I describes these systems, including information on
number of lines of code (LOC), number of packages (NOP),
number of classes (NOC), number of commits extracted for
each system, and the time frame considered in this extraction.

TABLE I
TARGET SYSTEMS

System LOC NOP NOC Commits Period
SysPol 63,754 38 674 9,072 10/13/2010 - 08/08/2014
Seaside 26,553 28 695 5,741 07/17/2013 - 12/08/2014
Moose 33,967 36 505 2,417 01/21/2013 - 11/17/2014
Fuel 5,407 6 136 2,009 08/05/2013 - 12/03/2014
Epicea 26,260 9 222 1,400 08/15/2013 - 11/15/2014
Glamour 21,076 24 452 3,213 02/08/2013 - 11/27/2014

C. Thresholds Selection

For this evaluation, we use the same thresholds of our
previous experience with Co-Change Clustering [9], [10]. We
reused the thresholds even for the Pharo systems, because they
are decomposed in packages and classes, as in Java.

SysPol is a closed-source system developed under agile
development guidelines. In this project, the tasks assigned to
the development team usually have an estimated duration of
one working day. For this reason, we set up the time window
threshold used to merge commits as one day, i.e., commits
performed in the same calendar day by the same author are
merged. Regarding the Pharo systems, developers have more

freedom to select the tasks to work on as common in open-
source systems. Moreover, they usually only commit after
finishing and testing a task (as explained to us by Pharo’s
leading software architects). However, Pharo commits are
performed per package. For example, a maintenance task that
involves changes in classes located in packages P1 and P2 is
concluded using two different commits: a commit including
the classes located in P1 and another containing the classes
in P2. For this reason, in the case of the five Pharo systems,
we set up the time window used to merge commits as equal
to one hour. On the one hand, this time interval is enough
to capture all commits related to a given maintenance task,
according to Pharo architects. On the other hand, developers
usually take more than one hour to complete a next task after
committing the previous one. Finally, we randomly selected 50
change sets from one of the Pharo systems (Moose) to check
manually with one of system’s developer. He confirmed that
all sets refer to unique programming task.

D. Extracting the Co-Change Clusters

We start by preprocessing the extracted commits to compute
co-change graphs. Table II presents four measures: (a) the
initial number of commits considered for each system; (b)
the number of discard operations targeting commits that do
not change classes or change a massive number of classes; (c)
the number of merge operations targeting commits referring to
the same Task-ID in the tracking system or performed under
the time window thresholds; (d) the number of change sets
effectively used to compute the co-change graphs. By change
sets we refer to the commits used to create the co-change
graphs, including the ones produced by the merge operations.

TABLE II
PREPROCESSING FILTERS AND NUMBER OF CO-CHANGE CLUSTERS

System Commits Discard Ops Merge Ops Change Sets
SysPol 9,072 1,619 1,447 1,951
Seaside 5,741 1,725 1,421 1,602
Moose 2,417 289 762 856
Fuel 2,009 395 267 308
Epicea 1,400 29 411 448
Glamour 3,213 2,722 1,075 1,213

After applying the preprocessing and post-processing filters,
we use the ModularityCheck2 tool to compute the co-change
clusters [20]. Table III shows the number of co-change clusters
computed for each system (102 clusters, in total).

TABLE III
NUMBER OF CO-CHANGE CLUSTERS PER SYSTEM

System # clusters System # clusters
SysPol 20 Fuel 8
Seaside 25 Epicea 14
Moose 20 Glamour 15

Figure 4 shows the distribution of the densities of the co-
change clusters extracted for each system. Density is a key
property in co-change clusters, because it assures that there is

2http://aserg.labsoft.dcc.ufmg.br/modularitycheck
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a high probability of co-changes between each pair of classes
in the cluster. The SysPol’s clusters have a median density of
0.63, whereas the co-change graph extracted for this system
has a density of 0.20. The clusters of the Pharo systems have
a median density ranging from 0.39 (Glamour) to 1.00 (Fuel),
whereas the highest density of the co-change graphs for these
systems is 0.11 (Fuel).

E. Interviews

Table IV describes the number of expert developers we
interviewed for each system and how long they have been
working on the systems. In total, we interviewed seven expe-
rienced developers. In the case of SysPol, we interviewed the
lead architect of the system, who manages a team of around 15
developers. For Moose, we interviewed two experts. For the
remaining Pharo systems, we interviewed a single developer
per system.

TABLE IV
EXPERT DEVELOPERS’ PROFILE

System Developer ID Experience (Years) # Emails/Chats
SysPol D1 2 44
Seaside D2 5 0
Moose D3;D4 4.5 6
Fuel D5 4.5 0
Epicea D6 2.5 2
Glamour D7 4 1

We conducted face-to-face and Skype semi-structured inter-
views with each developer using open-ended questions [21].
During the interviews, we presented all co-change clusters
that matched one of the proposed co-change patterns to the
developers. We used Grounded Theory [22] to analyze the
answers and to organize them into categories and concepts
(sub-categories). The interviews were transcribed and took
approximately one and half hour (with each developer; both
Moose developers were interviewed in the same session). In
some cases, we further contacted the developers by e-mail or
text chat to clarify particular points in their answers. Table IV
also shows the number of clarification mails and chats with
each developer. For Moose, we also clarified the role of some
classes with its leading architect (D8) who has been working
for 10 years in the system.

V. RESULTS

In this section, we present the developer’s perceptions on
the co-change clusters, collected when answering the proposed
research questions.

A. To what extent do the proposed co-change patterns cover
real instances of co-change clusters?

To answer this RQ, we categorize the co-change clusters
as Encapsulated, Crosscutting, and Octopus, using the defini-
tions proposed in Section III. The results are summarized in
Table V. As we can observe, the proposed co-change patterns
cover from 35% (Epicea) to 72% (Seaside) of the clusters
extracted for our subject systems. We found instances of
Octopus Clusters in all six systems. Instances of Encapsulated
Clusters are found in all systems, with the exception of SysPol.
By contrast, Crosscutting Clusters are less common. In the
case of four systems (Seaside, Moose, Fuel, and Epicea) we
did not find a single instance of this pattern.

TABLE V
NUMBER AND PERCENTAGE OF CO-CHANGE PATTERNS

System Encapsulated Crosscutting Octopus Total
SysPol 0 (0%) 8 (40%) 5 (25%) 13 (65%)
Seaside 7 (28%) 0 (0%) 11 (44%) 18 (72%)
Moose 5 (25%) 0 (0%) 1 (5%) 6 (30%)
Fuel 3 (37%) 0 (0%) 1 (13%) 4 (50%)
Epicea 3 (21%) 0 (0%) 2 (14%) 5 (35%)
Glamour 4 (27%) 1 (7%) 2 (20%) 7 (47%)
Total 22 (41.5%) 9 (17%) 22 (41.5%) 53 (52%)

In summary, we found 53 co-change clusters matching one
of the proposed co-change patterns (52%). The remaining
clusters do not match the proposed patterns because their
spread and focus do not follow the thresholds defined in
Section III.

B. How developers describe the clusters matching the pro-
posed co-change patterns?

To answer this RQ, we presented each cluster categorized
as Encapsulated, Crosscutting, or Octopus to the developer of
the respective system and asked him to describe the central
concerns implemented by the classes in these clusters.

Encapsulated Clusters: The codes extracted from developers’
answers for clusters classified as Encapsulated are summa-
rized in Table VI. The table also presents the package that
encapsulates each cluster. The developers easily provided a
description for 21 out of 22 Encapsulated clusters. A cluster
encapsulated in the Core package of Moose (Cluster 16) is
the only one the developers were not able to describe by
analyzing only the class names. Therefore, in this case we
asked the experts to inspect the commits responsible to this
cluster and they concluded that the co-change relations are
due to “several small refactorings applied together”. Since
these refactorings are restricted to classes in a single package,
they were not filtered out by the threshold proposed to handle
highly scattered commits.

Analyzing the developers’ answers, we concluded that all
clusters in Table VI include classes that implement clear and



TABLE VI
CONCERNS IMPLEMENTED BY ENCAPSULATED CLUSTERS

System Cluster Packages Codes

Seaside

1 Pharo20ToolsWeb Classes to compute information such as memory and space status
2 ToolsWeb Page to administrate Seaside applications
3 Pharo20Core URL and XML enconding concerns
4 Security, PharoSecurity Classes to configure security strategies
5 JSONCore JSON renderer
6 JavascriptCore Implementation of JavaScript properties in all dialects
7 JQueryCore JQuery wrapper

Glamour

8 MorphicBrick Basic widgets for increasing performance
9 MorphicPager Glamour browser

10 SeasideRendering, SeasideExamples, Web renderer implementation
SeasideCore

11 GTInspector Object inspector implementation

Moose

12 DistributionMap Classes to draw distribution maps
13 DevelopmentTools Scripts to use Moose in command line
14 MultiDimensionsDistributionMap Distribution map with more than one variable
15 MonticelloImporter Monticello VCS importer
16 Core Several small refactoring applied together

Fuel
17 Fuel Serializer and materializer operations
18 FuelProgressUpdate Classes that show a progress update bar
19 FuelDebug Implementation of the main features of the package

Epicea
20 Hiedra Classes to create vertices and link them in a graph
21 Mend Command design pattern for modeling change operations
22 Xylem Diff operations to transform a dictionary X into Y

well-defined concerns. For this reason, we classify all clusters
in a single category, called Specific Concerns. For example,
in Seaside, Cluster 4 has classes located in two packages:
Security and PharoSecurity. As indicated by their names,
these two packages are directly related to security concerns.
In Glamour, Cluster 10 represents planned interactions among
Glamour’s modules, as described by Glamour’s developer:

“The Rendering package has web widgets and rendering
logic. The Presenter classes in the Rendering package
represent an abstract description for a widget, which is trans-
lated into a concrete widget by the Renderer. Thus, when the
underlying widget library (Core) is changed, the Renderer

logic is also changed. After that, the Examples classes have
to be updated.” (D7)

Crosscutting Clusters: Table VII presents the codes
extracted for the Crosscutting Clusters detected in SysPol,
which concentrates 8 out of 9 Crosscutting Clusters considered
in our study. We identified that these Crosscutting Clusters
usually represent Assorted Concerns (category) extracted
from the following common concepts:

Assorted, Mostly Functional Concerns. In Table VII, 7 out of
8 Crosscutting Clusters express SysPol’s functional concerns.
Specifically, four clusters are described as a collection of
several concerns (the reference to several is underlined, in
Table VII). In the case of these clusters, the classes in a
package tend to implement multiple concerns; and a concern
tend to be implemented by more than one package. For
example, SysPol’s developer made the following comments
when analyzing one of the clusters:

“CreateArticle is a quite generic use case in our system.
It is usually imported by other use cases. Sometimes, when
implementing a new use case, you must first change classes
associated to CreateArticle” (D1, on Cluster 2)

“These classes represent a big module that supports Task

related features and that contain several use cases. Classes
related to Agenda can change with Task because there are
Tasks that can be saved in a Agenda” (D1, on Cluster 4)

We also found a single Crosscutting Cluster in Glamour,
which has 12 classes spread across four packages, with focus
0.26. According to Glamour’s developer “These classes
represent changes in text rendering requirements that crosscut
the rendering engine and their clients” (D7).

Assorted, Mostly Non-functional Concerns. Cluster 8 is the
only one which expresses a non-functional concern, since
its classes provide access to databases (and also manipulate
Article templates).

Therefore, at least in SysPol, we did not find a strong
correspondence between recurrent and scattered co-change
relations—as captured by Crosscutting Clusters—and classical
crosscutting concerns, such as logging, distribution, persis-
tence, security, etc. [23], [24]. This finding does not mean
that such crosscutting concerns have a well-modularized im-
plementation in SysPol (e.g., using aspects), but that their code
is not changed with frequency.

Octopus Clusters: From the developers’ answers, we ob-
served that all Octopus represent Partially Encapsulated Con-
cerns (category), as illustrated by the following clusters:3

• In Moose, there is an Octopus (see Figure 3) whose
body implement browsers associated to Moose panels
(Finder) and the tentacle is a generic class for vi-
sualization, which is used by the Finder to display
visualizations inside browsers.

3Due to the lack of space, we do not report the Octopus clusters’ codes. We
provide this content at http://aserg.labsoft.dcc.ufmg.br/ICSME15-CoChanges



TABLE VII
CONCERNS IMPLEMENTED BY CROSSCUTTING CLUSTERS IN SYSPOL

ID Spread Focus Size Codes
1 9 0.26 45 Several concerns, search case, search involved in crime, insert conduct
2 9 0.22 29 Several concerns, seizure of material, search for material, and create article
3 10 0.20 31 Requirement related to the concern analysis, including review analysis and analysis in flagrant
4 12 0.15 31 Several classes are associated to the task and consolidation concerns
5 15 0.29 35 Subjects related to create article and to prepare expert report
6 9 0.22 24 Several concerns in the model layer, such as criminal type and indictment
7 7 0.14 24 Features related to people analysis, insertion, and update
8 4 0.30 12 Access to the database and article template

• In Glamour, there is an Octopus whose body implement
a declarative language for constructing browsers and
the tentacles are UI widgets. Changes in this language
(e.g., to support new types of menus) propagate to the
Renderer (to support the new menu renderings).

C. To what extent do clusters matching the proposed co-
change patterns indicate design anomalies?

We also asked the developers whether the clusters are
somehow related to design or modularity anomalies, including
bad smells, misplaced classes, architectural violations, etc.

Encapsulated Clusters: In the case of Encapsulated Clusters,
design anomalies are reported for a single cluster in Glamour
(Cluster 9, encapsulated in the MorphicPager package,
as reported in Table VI). Glamour’s developer made the
following comment on this cluster:

“The developer who created this new browser did not follow
the guidelines for packages in Glamour. Despite of these
classes define clearly the browser creation concern, the
class GLMMorphicPagerRenderer should be in the package
Renderer and the class GLMPager should be in the package
Browser” (D7, on Cluster 9)

Interestingly, this cluster represents a conflict between
structural and logical (or co-change based) coupling. Most of
the times, the two mentioned classes changed with classes in
the MorphicPager package. Therefore, the developer who
initially implemented them in this package probably favoured
this logical aspect in his decision. However, according
to Glamour’s developer there is a structural force that is
more important in this case: subclasses of Renderer, like
GLMMorphicPagerRenderer should be in their own package;
the same for subclasses of Browser, like GLMPager.

Crosscutting Clusters: SysPol’s developer explicitly provided
evidences that six Crosscutting clusters (67%) are related
to Design Anomalies (category), including three kind of
problems (concepts):

Low Cohesion/High Coupling (two clusters). For example,
Cluster 2 includes a class, which is “one of the classes with
the highest coupling in the system.” (D1)

High Complexity Concerns (two clusters). For example,
Cluster 4 represents “a difficult part to understand in the
system and its implementation is quite complex, making it
hard to apply maintenance changes.” (D1)

Package Decomposition Problems (two clusters). For example,
27 classes in Cluster 1 “include implementation logic that
should be in an under layer.” (D1)

SysPol’s developer also reported reasons for not perceiving
a design problem in the case of three Crosscutting Clusters
(Clusters 6, 7, and 8). According to the developer, these
clusters have classes spread over multiple architectural layers
(like Session, Action, Model, etc), but implementing
operations related to the same use case. According to
the developer, since these layers are defined by SysPol’s
architecture, there is no alternative to implement the use cases
without changing these classes.

Octopus Clusters: SysPol’s developer provided evidences
that two out of five Octopus Clusters in the system are
somehow related to design anomalies. The design anomalies
associated to Octopus Clusters are due to Package Decomposi-
tion Problems. Moreover, a single Octopus Cluster among the
17 clusters found in the Pharo tools is linked to this category.
For example, in Epicea, one cluster includes “some classes
located in the Epicea package, which should be moved to the
Ombu package”. It is worth mentioning that these anomalies
were unknown to the developers. They were detected after
inspecting the clusters to comprehend their concerns.

In contrast, the developers did not find design anomalies
in the remaining 16 Octopus clusters detected in the Pharo
systems. As an example from Moose, the developer explained
as follows the Octopus associated to Cluster 18 (see Figure 3):

“The propagation starts from RoassalPaintings to Finder.
Whenever something is added in the RoassalPaintings, it is
often connected with adding a menu entry in the Finder.” (D8)

Interestingly, the propagation in this case happens from
the tentacle to the body classes. It is a new feature added
to RoassalPaintings that propagates changes to the body
classes in the Finder package. Because Roassal (a visual-
ization engine) and Moose (a software analysis platform) are
different systems, it is more complex to refactor the tentacles
of this octopus.

VI. DISCUSSION

In this section, we put in perspective our findings and the
lessons learned with the study.

A. Applications on Assessing Modularity
On the one hand, we found that Encapsulated Clusters

typically represent well-designed modules. Ideally, the higher



the number of Encapsulated Clusters, the higher the quality of
a module decomposition. Interestingly, Encapsulated Clusters
are the most common co-change patterns in the Pharo software
tools we studied, which are generally developed by high-
skilled developers. On the other hand, Crosscutting Clusters
in SysPol tend to reveal design anomalies with a precision of
67% (at least in our sample of eight Crosscutting Clusters).
Typically, these anomalies are due to concerns implemented
using complex class structures, which suffer from design
problems like high coupling/low cohesion. They are not related
to classical non-functional concerns, like logging, persistence,
distribution, etc. We emphasize that the differences between
Java (SysPol) and Pharo systems should not be associated
exclusively to the programming language. For example, in
previous studies we evaluated at least two Java-based systems
without Crosscutting Clusters [10]. In fact, SysPol’s expert
associates the modularity problems found in the system to
a high turnover in the development team, which is mostly
composed by junior developers and undergraduate students.

Finally, developers are usually skeptical about removing
the octopus’ tentacles, by for example moving their classes
to the body by inserting a stable interface between the body
and the tentacles. For example, Glamour’s developer made
the following comments when asked about these possibilities:

“Unfortunately, sometimes it is difficult to localize changes
in just one package. Even a well-modularized system is a
system after all. Shielding changes in only one package is
not absolutely possible.” (D7)

B. The Tyranny of the Static Decomposition

Specifically for Crosscutting Clusters, the false positives we
found are due to maintenance tasks whose implementation
requires changes in multiple layers of the software architecture
(like user interface, model, persistence, etc). Interestingly, the
expert developers usually view their static software architec-
tures as dominant structures. Changes that crosscut the layers
in this architecture are not perceived as problems, but as
the only possible implementation solution in face of their
current architectural decisions. During the study, we referred
to this recurrent observation as the tyranny of the static
decomposition. We borrowed the term from the “tyranny of
the dominant decomposition” [25], normally used in aspect-
oriented software development to denote the limitations of
traditional languages and modularization mechanisms when
handling crosscutting concerns.

In future work, we plan to investigate this tyranny in
details, by arguing developers if other architectural styles are
not possible, for example centered on domain-driven design
principles [26]. We plan to investigate whether information
systems architected using such principles are less subjected to
crosscutting changes, as the ones we found in SysPol.

C. (Semi-)Automatic Remodularizations

Modular decisions deeply depend on software architects ex-
pertise and also on particular domain restrictions. For example,
even for SysPol’s developer it was difficult to explain and

reason about the changes captured by some of the Crosscutting
Clusters detected in his system. For this reason, the study
did not reveal any insights on techniques or heuristics that
could be used to (semi-)automatically remove potential design
anomalies associated to Crosscutting Clusters. However, co-
change clusters readily meet the concept of virtual separation
of concerns [27], [28], which advocates module views that
do not require syntactic support in the source code. In this
sense, co-change clusters can be an alternative to the Pack-
age Explorer, helping developers to comprehend the spatial
distribution of changes in software systems.

D. Limitations

We found three co-change clusters that are due to floss
refactoring, i.e., programming sessions when the developer in-
tersperses refactoring with other kinds of source code changes,
like fixing a bug or implementing a new feature [29]. To tackle
this limitation, we can use tools that automatically detect
refactorings from version histories, like Ref-Finder [30] and
Ref-Detector [31]. Once the refactorings are identified, we can
remove co-change relations including classes only modified as
prescribed by the identified refactorings.

Furthermore, 49 co-change clusters have no matched the
proposed patterns (48%). We inspected them to comprehend
why they were not categorized as Encapsulated, Crosscutting,
or Octopus. We observed that 32 clusters are well-confined in
packages, i.e., they touch a single package but their focus is
lower than 1.0. This behavior does not match Encapsulated
pattern because these clusters share the packages they touch
with other clusters. Moreover, we also identified 14 clusters
similar to Octopus, i.e., they have bodies in a package and
arms in others. However, some clusters have bodies smaller
and others have arms tinier than the threshold settings. The
remaining three clusters touch very few classes per package
but their spread is lower than the threshold settings.

Finally, we did not look for false negatives, i.e., sets of
classes that changed together, but that are not classified as
co-change clusters by the Chameleon graph clustering algo-
rithm. Usually, computing false negatives in the context of
architectural analysis is more difficult, because we depend
on architects to generate golden sets. Specifically in the case
of co-change clusters, we have the impression that expert
developers are not completely aware of the whole set of
changes implemented in their systems and on the co-change
relations established due to such changes, making it more
challenging to build a golden set of co-change clusters.

VII. THREATS TO VALIDITY

First, we evaluated six systems, implemented in two lan-
guages (Java and Pharo) and related to two major domains
(information systems and software tools). Therefore, our re-
sults may not generalize to other systems, languages, and
application domains (external validity). Second, our results
may reflect personal opinions of the interviewed developers on
software architecture and development (conclusion validity).



Anyway, we interviewed expert developers, with large expe-
rience, and who are responsible for the central architectural
decisions in their systems. Third, our results are directly
impacted by the thresholds settings used in the study (internal
validity). We handled this threat by reusing thresholds from
our previous work on Co-Change Clustering, which were
defined after extensive experimental testings. Furthermore,
thresholds selection is usually a concern in any technique for
detecting patterns in source code. Finally, there are threats
concerning the way we measured the co-change relations
(construct validity). Specifically, we depend on pre and pos-
processing filters to handle commits that could pollute the
co-change graphs with meaningless relations. For example,
during the analysis with developers, we detected three co-
change clusters (6%) that are motivated by small refactorings.
Ideally, it would be interesting to discard such commits
automatically. Finally, we only measured co-change relations
for classes. However, SysPol has other artifacts, such as XML
and XHTML files, which are not considered in the study.

VIII. RELATED WORK

Semantic Clustering is a technique based on Latent Seman-
tic Indexing (LSI) and clustering to group source code artifacts
that use similar vocabulary [6], [7]. Therefore, Co-Change
and Semantic Clustering are conceptually similar techniques,
sharing the same goals. However, they use different data
sources (commits vs vocabularies) and processing algorithms
(Chamaleon graph clustering algorithm vs LSI). Moreover,
Semantic Clustering was not evaluated in the field, using
developers’ views on the extracted clusters.

Ball et al. introduced the concept of co-change graphs [11]
and Beyer and Noack improved this concept proposing a graph
visualization technique to reveal clusters of frequently co-
changed artifacts [12]. Their approach clusters all software
artifacts which are represented as vertices in the co-change
graphs. In contrast, we prune several classes during the co-
change graph and co-change cluster extraction phases. We also
compute co-change clusters using a clustering algorithm de-
signed for sparse graphs, as is typically the case of co-change
graphs. Finally, our focus is not on software visualization but
on using co-change clusters to support modularity analysis.

Co-Change mining is used to predict changes [13], [32],
to support program visualization [12], [33], to reveal logical
dependencies [34], [35], to improve defect prediction tech-
niques [36], and to detect bad smells [37]. Zimmermann et
al. propose an approach that uses association rules mining on
version histories to suggest possible future changes (e.g., if
class A usually co-changes with B, and a commit only changes
A, a warning is raised recommending to check whether B

should not be changed too) [13]. However, co-change clusters
are coarse-grained structures, when compared to the set of
classes in association rules. They usually have more classes (at
least, four classes according to our thresholds) and are detected
less frequently. Therefore, they are better instruments to help
developers on program comprehension.

Bavota et al. investigate how the various types of cou-
pling aligns with developer’s perceptions [38]. They consider
coupling measures based on structural, dynamic, semantic,
and logical information and evaluate how developers rate the
identified coupling links. Their results suggest that semantic
coupling seems to better reflect the developers’ mental model
that represents interactions between entities. However, the
developers interviewed in the study evaluated only pairs of
classes. In contrast, we retrieve co-change clusters having four
or more classes.

Vanya et al. use co-change clusters to support systems
partitioning, aiming to reduce coupling between parts of a
system [39]. Their approach differs from ours because co-
change clusters containing files from the same part of the
system are discarded. Beck and Diehl compare and combine
logical and structural dependencies to retrieve modular de-
signs [40], [41]. They report clustering experiments to recover
the architecture of ten Java programs. Their results indicate
that logical dependencies are interesting when substantial
evolutionary data is available. In this paper, we considered
all commits available for the evaluated systems (almost 24K
commits).

IX. CONCLUSION

One of the benefits of modularity is managerial, by allowing
separate groups to work on each module with little need for
communication [1]. However, this is only possible if modules
confine changes; crosscutting changes hamper modularity by
making it more difficult to assign work units to specific teams.
In this paper, we evaluate in the field a technique called
Co-Change Clustering, proposed to assess modularity using
logical (or evolutionary) coupling, as captured by co-change
relations. We concluded that Encapsulated Clusters are very
often linked to healthy designs and that 67% of Crosscutting
Clusters are associated to design anomalies. Octopus Clusters
are normally associated to expected class distributions, which
are not easy to implement in an encapsulated way, according
to the interviewed developers.

As future work, we plan to conduct a large scale study
to analyze whether the occurrence of co-change patterns is
associated to programming languages. Particularly, we intend
to consider well-known projects implemented in other lan-
guages, such as C/C++. Also, we plan to investigate the effect
that alternative software architecture styles, e.g., architectures
based on domain-driven principles, have on co-change pat-
terns. Specifically, we plan to check whether such architectures
can avoid the generation of clusters matching Crosscutting or
Octopus patterns. We also plan to compare and contrast the
results of Co-Change Clustering with the ones generated by
Semantic Clustering [5], [6].
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Abstract—Software engineering research now considers that
no system is an island, but it is part of an ecosystem involving
other systems, developers, users, hardware, . . . When one system
(e.g., a framework) evolves, its clients often need to adapt. Client
developers might need to adapt to functionalities, client systems
might need to be adapted to a new API, client users might need
to adapt to a new User Interface. The consequences of such
changes are yet unclear, what proportion of the ecosystem might
be expected to react, how long might it take for a change to diffuse
in the ecosystem, do all clients react in the same way? This paper
reports on an exploratory study aimed at observing API evolution
and its impact on a large-scale software ecosystem, Pharo, which
has about 3,600 distinct systems, more than 2,800 contributors,
and six years of evolution. We analyze 118 API changes and
answer research questions regarding the magnitude, duration,
extension, and consistency of such changes in the ecosystem.
The results of this study help to characterize the impact of API
evolution in large software ecosystems, and provide the basis to
better understand how such impact can be alleviated.

I. INTRODUCTION

As frameworks evolve, client systems often need to adapt
their source code to use the updated API. To facilitate
this time-consuming task, frameworks should be backward-
compatible and include deprecated methods. In practice,
researchers have found that frameworks are backward-
incompatible [1] and deprecation messages are often miss-
ing [2]. To deal with these problems, some approaches have
been developed to help client developers. This can be done,
for example, with the support of specialized IDEs [3], the help
of experts [4], or the inference of change rules [1], [5], [6],
[7], [8].

Commonly, these approaches are evaluated on small-scale
case studies. In practice, many software systems are part of a
larger software ecosystem, which often exists in organizations,
or open-source communities [9]. In this context, it is hard
to predict the real impact of API evolution. For example, in
ecosystems, API deprecation may affect hundreds of clients,
with several of these clients staying in an inconsistent state
for long periods of time or do not reacting at all [2]. This
suggests that the impact of API evolution may be large and

sometimes unknown; in this context, managing API evolution
is a complex and risky task [10].

To support developers to better understand the real impact
of API evolution and how it could be alleviated, software
ecosystems should also be studied. In that respect, a first
large-scale study was performed by one of the authors of this
paper, Robbes et al. [2], to verify the impact of deprecated
APIs on a software ecosystem. However, API evolution is
not restricted to deprecation. It may imply, for example, a
better API design that improves code legibility, portability,
performance, security, etc. But are client developers aware
of such evolving APIs? How frequent and how broad is the
impact on clients? The aforementioned study analyzes the
adoption of a specific group of changes, methods explicitly
annotated as deprecated. But this introduces a bias as people
will probably notice more readily changes documented and
checked by the compiler (explicit deprecation) than changes
not advertised. Therefore, there is still space for analyzing the
adoption of more generic API changes (not explicitly marked
as deprecated).

In this paper, we analyze the impact of API changes, not
related to explicit API deprecation, on client systems. We set
out to discover (i) to what extent API changes propagate to
client systems, and (ii) to what extent client developers are
aware of these changes. Our goal is to better understand, at the
ecosystem level, to what extent client developers are affected
by the evolution of APIs, and to reason about how it could
be alleviated. Thus, we investigate the following research
questions to support our study:

• RQ1 (Magnitude): How many systems react to API
changes in an ecosystem and how many developers are
involved?

• RQ2 (Duration): How long does it take for systems to
react to API changes?

• RQ3 (Extension): Do all the systems in an ecosystem
react to API changes?

• RQ4 (Consistency): Do systems react to an API change
in the same way?



In this study we cover the Pharo1 software ecosystem, which
has about 3,600 distinct systems, more than 2,800 contributors
and six years of evolution, and we analyze 118 API changes.
We also compare our results with the Robbes et al. study on
API deprecation on Pharo [2] to better understand how these
two types of API evolution affect client systems.

The contributions of this paper are summarized as follows:
1) We provide a large-scale study, at the ecosystem level,

to better understand to what extent client developers
are impacted by API changes that are not marked as
deprecated.

2) We provide a comparison between our results and the
ones of the previous API deprecation study [2].

Structure of the paper: In Section II, we present the API
changes considered in this study. We describe our experiment
design in Section III. We present and discuss the experiment
results in Section IV. We present the implications of our study
in Section V, and the threats to the validity in Section VI.
Finally, we present related work in Section VII, and we
conclude the paper in Section VIII.

II. API CHANGES

A. Definition

In this work, we focus on API changes related to method
replacements and improvements, following the line studied by
several researches in the context of framework migration [1],
[5], [6], [7], [11], [12], [13], [8]. Next, we define and provide
examples on the two types of API changes considered in this
paper.
Method replacements: In this type of API change, one
or more methods in the old release are replaced by one
or more methods in the new release. For example, in a
one-to-one mapping, the method LineConnection.end() was
replaced by LineConnection.getEndConnector() from JHotDraw
5.2 to 5.3 [1]. In another case, in a one-to-many map-
ping, the method CutCommand(DrawingView) was replaced
by CutCommand(Alignment, DrawingEditor) and UndoableCom-
mand(Command) [1]. In both examples, the removed methods
have not been deprecated; they were simply dropped, causing
clients to fail.
Method improvements: In this type of API change, one
(or more) method in the old release is improved, producing
one (or more) new method in the new release. For example,
in Apache Ant, the method to close files was improved to
centralize the knowledge on closing files [13], producing a
one-to-one mapping where calls to InputStream.close() should
be replaced by FileUtils.close(InputStream). In this case, both
solutions to close files are available in the new release, i.e.,
both methods can be used. However, the latter is the suggested
one in order to improve maintenance. In the Moose plat-
form2, a convention states that calls to MooseModel.root() and
MooseModel.add(MooseModel) should be replaced by Moose-
Model.install() when adding models. Again, all the methods are

1http://www.pharo.org, verified on 25/03/2015
2http://www.moosetechnology.org, verified on 25/03/2015

available to be used, but MooseModel.install() is the suggested
one to improve code legibility.3

These types of API changes are likely to occur during
framework evolution, thus their detection is helpful for client
developers. Recently, researchers proposed techniques to au-
tomatically infer rules that describe such API changes [1],
[6], [7], [11], [12], [13]. In this study, we adopt our previous
approach [7] in order to detect API changes, which covers
both aforementioned cases.

B. Detecting API Changes

In our approach, API changes are automatically produced
by applying the association rules data mining technique [14]
on the set of method call changes between two versions of
one method. We produce rules in the format old-call → new-
call, indicating that the old call should be replaced by the new
one. Each rule has a support and confidence, indicating the
frequency that the rule occurs in the set of analyzed changes
and a level of confidence. We also use some heuristics to filter
rules that are more likely to represent relevant API changes;
for example, rules can be ranked by confidence, support or
occurrences in different revisions. Please, refer to our previous
study [7] for an in-depth description about how the rules are
generated.

III. EXPERIMENT DESIGN

A. Selecting the Clients: Pharo Ecosystem

For this study, we select the ecosystem built around the
Pharo open-source development community. Our analysis in-
cluded six years of evolution (from 2008 to 2013) with
3,588 systems and 2,874 contributors. There are two factors
influencing this choice. First, the ecosystem is concentrated
on two repositories, SqueakSource and SmalltalkHub, which
gives us a clear inclusion criterion. Second, we are interested
in comparing our results with the previous work of Robbes et
al. [2]; using the same ecosystem facilitates this comparison.
The Pharo ecosystem: Pharo is an open-source, Smalltalk-
inspired, dynamically typed language and environment. It is
currently used in many industrial and research projects.4 The
Pharo ecosystem has several important projects. For example,
Seaside5 is a web-development framework, a competitor for
Ruby on Rails as the framework of choice for rapid web
prototyping. Moose is an open-source platform for software
and data analysis. Phratch, a visual and educational program-
ming language, is a port of Scratch to the Pharo platform.
Many other projects are developed in Pharo and hosted in the
SqueakSource or SmalltalkHub repositories.
The SqueakSource and SmalltalkHub repositories: Squeak-
Source and SmalltalkHub repositories are the basis for the soft-
ware ecosystem that the Pharo community have built over the
years. They are the de facto platform for sharing open-source
code for this community offering a nearly complete view of

3See the mailing discussion in: http://goo.gl/Ul3Sha, verified on 25/03/2015
4http://consortium.pharo.org, verified on 25/03/2015
5http://www.seaside.st, verified on 25/03/2015



the Pharo software ecosystem. The SqueakSource repository
is also partially used by the Squeak open-source development
community. SmalltalkHub was created after SqueakSource
by the Pharo community to be a more scalable and stable
repository. As a consequence, many Pharo projects migrated
from SqueakSource to SmalltalkHub, and nowadays, new
Pharo projects are concentrated in SmalltalkHub.
Transition between SqueakSource and SmalltalkHub: We
detected that 211 projects migrated from SqueakSource to
SmalltalkHub while keeping the same name and copying the
full source code history. We count these projects only once:
we only kept the projects hosted in SmalltalkHub, which hosts
the version under development and the full code history.

In theory, the migration was done automatically by a script
provided by SmalltalkHub developers, thus keeping the meta-
data such as project name. However, to increase our confidence
in the data, we calculated the Levenshtein distance between
the projects in each repository to detect cases of similar but
not equal project names. We detected that 93 systems had
similar names (i.e., Levenshtein distance = 1). By manually
analyzing each of these systems, we detected that most of
them are in fact distinct projects, e.g., “AST” (from abstract
syntax tree) and “rST” (from remote smalltalk). However,
14 systems are the same project with a slightly different
name, e.g., “Keymapping” in SqueakSource was renamed
to “Keymappings” in SmalltalkHub. In these cases, again,
we only kept the projects hosted in SmalltalkHub, as they
represent the version under development and include the full
source code history.

B. Selecting the Frameworks: Pharo Core

Pharo core frameworks: The frameworks from which we
applied associations rules mining to extract the API changes
come from the Pharo core. They provide a set of APIs, includ-
ing collections, files, sockets, unit tests, streams, exceptions,
graphical interfaces, etc. (they are Pharo’s equivalent to Java’s
JDK). Such frameworks are available to be used by any system
in the ecosystem.

We took into account all the versions of Pharo core since
its initial release, i.e., versions 1.0, 1.4, 2.0, and 3.0. Table I
shows the number of classes and lines of code in each version.
The major development effort between versions 1.0 and 1.4
was focused on removing outdated code that came from
Squeak, the Smalltalk dialect Pharo is a fork of, explaining
the drop in number of classes and lines of code.

TABLE I
PHARO CORE VERSIONS SIZE.

Version 1.0 1.4 2.0 3.0
Classes 3,378 3,038 3,345 4,268
KLOC 447 358 408 483

Generating a list of API changes: We adopted our previous
approach [7], described in Section II, to generate a list of API
changes. We set out to produce rules with a minimum support

of 5, and a minimum confidence of 50%. The minimum
support at 5 states that a rule has a relevant amount of
occurrences in the framework, and the minimum confidence
at 50% yields a good level of confidence (as an example,
Schäfer et al. [12] use a confidence of 33% in their approach
to detect evolution rules). Moreover, the thresholds reduce the
number of rules to be manually analyzed.

This process produced 344 rules that were manually ana-
lyzed with the support of documentation and code examples
to filter out incorrect or noisy ones. For example, the rule
SortedCollection.new() → OrderedCollection.new() (i.e., Java’s
equivalent to SortedSet and List, respectively) came out from
a specific refactoring on a specific framework but clearly we
cannot generalize this change for clients, so this rule was
discarded. This filtering produced 148 rules.
Filtering the list of API changes by removing deprecation:
Naturally, some of the API changes inferred by our approach
are related to API deprecation. As such cases were studied
by Robbes et al. [2], they are out of the scope of this paper.
For this purpose, we first extracted all methods marked as
deprecated found in the analyzed evolution of Pharo core;
this produced 1,015 API deprecation. By discarding the API
changes related to API deprecation, our final list includes 118
API changes.

From these API changes, 59 are about method suggestion
(i.e., both methods are available to be used by the client; cf.
Section II) and 59 are about method replacement (i.e., the
old method is removed, so it is not available to be used).
Furthermore, 10 out of the 118 API changes involved the
evolution of internal APIs of the frameworks which, in theory,
should not affect client systems. By internal API, we mean a
public component that should only be used internally by the
framework, i.e., not by client systems. For instance, in Eclipse,
the packages named with internal include public classes that
is not part of the API provided to the clients [15], [16].

In Table II, we present some examples of API changes.
The first API change improves code legibility, as it replaces
two method calls by a single, clearer one. The second exam-
ple replaces a method with a more robust one, that allows
one to provide a different behavior when the intersection is
empty. The third is an usage convention: Pharo advises not
to use Object.log() methods, to avoid problems with the log
function. Finally, the fourth one represents a class and method
replacement due to a large refactoring: ClassOrganizer.default()
does not exist anymore; ideally, it should have been marked
as deprecated.

TABLE II
EXAMPLE OF API CHANGES.

id API change (old-call → new-call)
1 ProtoObject.isNil() and Boolean.ifTrue(*) → ProtoObject.ifNil(*)
2 Rectangle.intersect(*) → Rectangle.intersectIfNone(*,*)
3 Object.logCr(*) → Object.traceCr(*)
4 ClassOrganizer.default() → Protocol.unclassified()



Assessing reactions of API changes in the ecosystem:
When analyzing the reaction of the API changes in the
ecosystem, we do not consider the frameworks from which
we discovered the API changes, but only the client systems
hosted at SqueakSource and SmalltalkHub, as described in
Subsection III-A. To verify a reaction to API change in these
systems, we need to detect when the change was available.
We consider that an API change is available to client systems
from the moment it was discovered in the framework. All
commits in the client systems after this moment that remove
a method call from the old API and add a call to the new API
are considered to be reactions to the API change.

Notice that, in this study, we assess commits in the ecosys-
tem that applied the prescribed API change (i.e., the removals
and additions of method call according to the rule we inferred).
In the API deprecation study [2], the authors were primarily
interested in the removals of calls to deprecated methods, but
did not consider their replacement.

IV. RESULTS

A. Magnitude of Change Propagation

RQ1. How many systems react to the API changes in an ecosystem
and how many developers are involved?

1) Results: In this research question we verify the fre-
quency of reactions and we quantify them in number of
systems, methods, and developers.
Frequency of reactions: From the 118 API changes, 62 (53%)
caused reactions in at least one system in the ecosystem.
Moreover, from these API changes, 5 are internal, meaning
client developers also use internal parts of frameworks to
access functionalities not available in the public interfaces.
We see in the next research questions that many systems take
time to react to API changes. Hence, some API changes may
not have been applied by all systems yet.

These reactions involved 178 (5%) client systems and 134
(4.7%) distinct developers. We show the distribution of such
data (i.e., the API changes that caused change propagation) in
the box plots shown in Figure 1.

0
10

20
30

40
50

(a) reacting systems

nu
m

be
r o

f r
ea

ct
in

g 
sy

st
em

s

0
50

10
0

15
0

(b) reacting methods

nu
m

be
r o

f r
ea

ct
in

g 
m

et
ho

ds

0
5

10
15

20
25

30
35

(c) reacting developers

nu
m

be
r o

f a
ffe

ct
ed

 d
ev

el
op

er
s

Fig. 1. Box plots for (a) systems, (b) methods, and (c) developers reacting
to API changes.

Reacting systems: Figure 1a shows the distribution of reacting
systems: the 1st quartile is 1 (bottom of the box), the median
is 2 (middle of the box), the 3rd quartile is 5 (i.e., 25% of the
API changes cause reactions in 5 or more systems, forming the
top of the box in the box plot), and the maximum is 11 (i.e.,

it marks the highest number of reacting systems that is not
considered an outlier, forming the top whisker of the box).
The API change isNil().ifTrue(*) → ifNil(*) caused the largest
reaction, 41 systems; this change is depicted as the dot at the
top of the box plot in Figure 1a (in a box plot all outliers are
shown as dots).
Reacting methods: For methods (Figure 1b), the 1st quartile
is 2, the median is 6, the 3rd quartile is 17, and the maximum
is 39. These results show that some systems reacted several
times to the same API change: the median system reaction is 2
while the median method reaction is 6. For example, the API
change isNil().ifTrue(*) → ifNil(*) caused reaction in 41 systems,
but 89 methods.
Reacting developers: The number of developers impacted by
API changes is shown in Figure 1c, as the number of commit
authors that react to the API changes. In this case, the 1st
quartile is 1, the median is 2, the 3rd quartile is 5, and the
maximum is 11. The median at 2 shows that many change
propagations involve few developers while the 3rd quartile at
5 shows that some of them involve several developers. The
API change isNil().ifTrue(*) → ifNil(*), for example, involved a
large number of developers (37). Overall, the distribution of
the number of developers involved in the change is similar to
the number of systems, implying that it is common that only
one developer from a given system reacts to the API changes.

2) Comparison with API deprecation: Our magnitude re-
sults are different when we compare to explicit API depreca-
tion. In the previous study there was a higher level of reaction
to API changes. In the present study, 62 API changes caused
reactions while in the API deprecation case, 93 deprecated
entities caused reactions, i.e., 50% more. The median of
reactions in our study is 2, whereas it is 5 in the case of
API deprecation. This is expected, since deprecated methods
produce warning messages to developers while in the case of
API changes no warning is produced.

Another difference relies on the number of developers
involved in the reaction. In our study, it is common that one de-
veloper reacts to the API changes while in the API deprecation
study it is more common that several developers of the same
system react. One possible explanation is again that changes
involving deprecated methods are usually accompanied by
warnings, thus they can be performed by any client developer.
In contrast, the API changes evaluated in this work can only
be performed by developers that previously know them. This
confirms that reacting to an API change is not trivial, thus,
sharing this information among developers is important.

These results compared to the previous study reinforce the
need to explicitly annotate API deprecation. More people gain
knowledge of the changes and more systems/methods are
adapted.

B. Duration of Change Propagation

RQ2. How long does it take for systems to react to API changes?
1) Results: A quick reaction to API changes is desirable for

clients to benefit sooner from the new API. Next, we evaluate
the reaction time of the ecosystem.



We calculate the reaction time to an API change as the
number of days between its creation date (i.e., the first time
it was detected in the framework) and the first reaction in
the ecosystem. As shown in Figure 2a, the minimum is 0
days, the 1st quartile is 5 days, the median is 34 days, the
3rd quartile is 110 days. The 1st quartile at 5 days shows that
some API changes see a reaction in few days: this is possible
if developers work both on frameworks and on client systems,
or coordinate API evolution via mailing lists [17].

In contrast, the median at about 34 days and the 3rd quartile
at 110 days indicate that some API changes take a long time to
be applied. In fact, as Pharo is a dynamically typed language,
some API changes will only appear for developers at runtime
which can explain the long time frame.
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Fig. 2. Box plots for reaction time of (a) all API changes and (b) separated
by method improvement and replacement, both in number of days.

In addition, we analyze the reaction time considering the
two categories of API changes, method improvement and
replacement, as shown in Figure 2b. For the API changes
about improvement, the 1st quartile is 10 days, the median is
47 days, the 3rd quartile is 255 days, and the maximum is 351
days. In contrast, for the API changes about replacement, the
1st quartile is 1 days, the median is 20 days, the 3rd quartile
is 59 days, and the maximum is 110 days.

Therefore, the reaction time for the API changes due to
method improvements is longer than the ones about replace-
ment, implying that the former is harder to be detected by
client developers. This is explained by the fact that in the
case of method improvements, the old method is still valid, so
client developers are not forced to update their code. However,
they would benefit if such API changes are suggested to them
beforehand. In practice, many developers are simply not aware.

In summary, the results show that the reaction to API
changes is not quick. Client developers need some time to
discover and apply the changes; this time is longer for API
changes related to method improvements.

2) Comparison with API deprecation: The reaction time
of the API changes considered in our study is longer when
we compare to the reaction time of API deprecation. In the
API deprecation case, the 1st quartile is 0 days, the median is
14 days, and the 3rd quartile is 90 days (compared to 5, 34

and 110 days, respectively, in our API changes). Clearly, the
reaction to deprecated APIs is faster than in the case of API
changes. This is facilitated by the warning messages produced
by deprecated methods.

If we compare method improvement in this study with
method explicit deprecation in the previous study, we see
it takes more than 3 times longer (47 days against 14) to
react without explicit deprecation. To complement the result
in section IV-A, explicit deprecation allows more developers
to know of the change and more quickly.

C. Extension of Change Propagation

RQ3. Do all the systems in an ecosystem react to API changes?
1) Results: In the previous subsection we concluded that

some systems take a long time to react to an API change. Here,
we see that other systems do not react at all. To determine
whether all systems react to the API changes, we investigate
all the systems that are potentially affected by them, i.e., that
feature calls to the old API.

Table III shows that 2,188 (61%) client systems are po-
tentially affected by the API changes, involving 1,579 (55%)
distinct developers. Moreover, we detected that 112 API
changes (out of 118), including the 10 internal API changes,
potentially affected systems in the ecosystem. In the rest of
this subsection, we analyze the distribution of such data.

TABLE III
EXTENSION OF CHANGE PROPAGATION.

Number of affected...
Systems Methods Developers

2,188 107,549 1,579

Affected systems and methods: Figures 3a and 3b show the
distribution of systems and methods affected by API changes
in the ecosystem. We note that the number of affected systems
and methods are much higher than those that actually react
to API changes (as shown in Figure 1). The 1st quartile of
affected systems is 15 compared to only 1 system reacting
(methods: 59 compared to 2). The median of affected systems
by an API change is 56.5 compared to only 2 systems reacting
to it (methods: 253 compared to 2). The 3rd quartile of affected
systems is 154.5 compared to 5 systems reacting (methods:
744.5 compared to 17).
Relative analysis: The relative analysis of reacting and affected
systems produces a better overview of the impact. In that
respect, comparing the ratio of reacting systems to the ratio of
affected systems gives the distribution shown in Figure 4a. It
shows that a very low number of systems react: the median is
0%, the 3rd quartile is 3%, the maximum is 7%. We investigate
possible reasons for this low amount of reactions.

In an ecosystem, a possibly large amount of the systems
may be stagnant, or even dead [2]. Thus, we first investigate
the hypothesis in which systems that did not react either
died before the change propagation started or were stagnant.
A system is dead if there are no commits to its repository
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Fig. 3. Box plots for (a) systems and (b) methods affected by API changes.
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Fig. 4. Box plots for ratios of: (a) reacting affected systems; (b) reacting
alive systems; and (c) reacting alive systems, removing counter reactions.

after the API change that triggered the change propagation. A
system is stagnant if a minimal number of commits (less than
10) was performed after the API change. Thus, removing dead
or stagnant systems (i.e., keeping alive systems only) produces
the distribution shown in Figure 4b: the median is 2.5%, the
3rd quartile is 12%, and the maximum is 27%.

A second reason why a system would not react to a change
is when it is using another version of the framework, one
in which the API did not change. This may occur when a
system does not have the manpower to keep up-to-date with
the evolution and freezes its relationship with a version that
works [2]. To estimate this effect, we measure the number of
systems that actually add more calls to the old API change, i.e.,
they are counter reacting to the API evolution. Thus, removing
these systems from the alive ones gives the distribution shown
in Figure 4c: the median is 9%, the 3rd quartile is 44%, and the
maximum is 100%. This new distribution reveals that many
systems do not update to the new framework versions, even
after filtering out dead, stagnant, and counter-reacting systems.
As a result, the effort of migrating to newer versions becomes
more expensive over time due to change accumulation.

2) Comparison with API deprecation: The presented re-
acting ratios are very different when compared to the API
deprecation study. For the ratio of reacting and affected
systems, the 1st quartile is 13%, the median is 20%, and the
3rd quartile is 31% in the API deprecation case (compared
to 0%, 3% and 7%, respectively, in our API changes), which
confirms the difference between both types of API evolution.
These percentages increase in the other ratio comparisons.

For the ratio of reacting and alive without counter reacting
systems, the 1st quartile is 50%, the median is 66%, and the
3rd quartile is 75% for API deprecation (compared to 0%, 9%
and 44%, respectively, in our API changes). Clearly, client
systems react more to API deprecation. However, our results
show that reactions to API changes are not irrelevant.

D. Consistency of Change Propagation
RQ4. Do systems react to an API change in the same way?

1) Results: The API changes analyzed in the previous
research questions described the main way the analyzed
frameworks evolved. However, some API changes may allow
multiple replacements [2]. For example, Table IV shows
three examples of API changes extracted from the analyzed
frameworks, and their reactions by the ecosystem.

TABLE IV
EXAMPLES OF API CHANGES; THE NUMBERS SHOW THE CONFIDENCE OF

THE REPLACEMENT IN THE ECOSYSTEM.

Old call (framework) New call
Framework Ecosystem

doSilently() suspendAllWhile() 80% suspendAllWhile()

Pref.menuFont() Fonts.menuFont()
40% Fonts.menuFont()
40% ECPref.menuFont()

HashAlgorithm.new() SHA1.new()
63% HashFunction.new()
30% SHA1.new()

The first API change, doSilently() → suspendAllWhile(), is
mostly followed by the ecosystem, presenting a confidence
of 80% (i.e., 80% of the commits that removed the old call
also added the new call). For the second API change, Pref-
erences.standardMenuFont() → StandardFonts.menuFont(), the
ecosystem reacts with two possible replacements, both with
confidence of 40%. For the third API change, SecureHashAl-
gorithm.new() → SHA1.new(), the ecosystem also reacts with
two possible replacements: a main one with confidence of
63% and an alternative one with 30%.6 Notice that, in this
case, the main replacement is not the one extracted from the
analyzed framework, i.e., it is HashFunction.new() instead of
SHA1.new().

To better understand such cases, we analyze the consistency
of the API changes by verifying the reactions of the ecosystem.
Consistency of main and alternative replacements in the
ecosystem: Figure 5a presents the confidence distribution of
the main and alternative replacements in the ecosystem. For
the main replacement, the 1st quartile is 36%, the median
is 60%, and the 3rd quartile is 100%. For the alternative
replacement, the 1st quartile is 20%, the median is 25%, and
the 3rd quartile is 31%. These results show that alternative
replacements are found in the ecosystem (such as the second
and third examples in Table IV), but with less confidence
than the main ones. Thus, alternative replacements explain a
minority of the cases where affected systems do not react to
the prescribed API changes.

6Main and alternative replacements of API changes in the ecosystem are
determined by verifying how the ecosystem replaces the old calls. This is done
by applying our approach described in Section II in the ecosystem itself.
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Consistency of API changes in the frameworks and in the
ecosystem: Figure 5b compares the confidence distribution of
the 62 reacting API changes both in the analyzed frameworks
and in the ecosystem. In the analyzed frameworks, the mini-
mum is 53%, the 1st quartile is 81%, the median is 95%, and
the 3rd quartile is 100% (recall that a minimum confidence
of 50% was adopted to generate the API changes). In the
ecosystem, for the same API changes, the minimum is 2%, the
1st quartile is 28%, the median is 60%, and the 3rd quartile
is 100%.

There is a difference in the confidence: the API changes
are more consistently followed by the frameworks than by
the ecosystem. This suggests that many replacements are
not resolved in a uniform manner in the ecosystem: client
developers may adopt other replacements in addition to the
prescribed ones (such as the second and third examples in
Table IV); method calls may be simply dropped, so they
disappear without replacements; and developers may replace
the old call by local solutions. Thus, this result provides
evidence that API changes can be more confidently extracted
from frameworks than from clients (i.e., the ecosystem).

2) Comparison with API deprecation: For the main re-
placement in the API deprecation study, the confidence of the
1st quartile is 46%, the median is 60%, and the 3rd quartile
is 80% (compared to 36%, 60%, and 100%, respectively, in
our study). Note that the distribution of the main replacement
is mostly equivalent in both cases. In fact, in the case of
API deprecation, it is common the adoption of alternative
replacements and home-grown solutions due to empty warning
messages.

V. SUMMARY AND IMPLICATIONS

In summary, our study shows that 53% (62 out of 118)
of the analyzed API changes caused reaction in only 5% of
the systems and affected 4.7% of the developers. Overall, the
reaction time of API changes is not quick (median 34 days).
Client developers, naturally, need some time to discover and
apply the new API; this time is even longer in the case of
method improvement. In contrast, a large amount of systems

are potentially affected by the API changes: 61% of the
systems and 55% of the developers. In fact, the number of
affected systems are much higher than those that actually react
to API changes. As a result, the effort of porting to newer
versions becomes more expensive due to change accumulation.

The answers to our research questions allow us to formulate
the following implications of our study.
Deprecation mechanisms should be more adopted: Half of
the API changes analyzed in this work (59 out of 118) are
about method replacements. It means that such API changes
are probably missing to use deprecation mechanisms. Ideally,
they should have been marked as deprecated by the framework
developers. In fact, in large frameworks, developers may not
know whether their code is used by clients: this may cause a
growth [2] or a lack in the use of deprecation [1], [15].

In our study, this lack of deprecation was mainly due to large
refactorings in the frameworks. For instance, the framework
for dealing with files completely changed after Pharo 1.4. As
a result, some APIs missed to be marked as deprecated; e.g.,
in the Moose migration to Pharo 3.0, a developer noticed this
issue and commented7: “In FileSystem, ensureDirectory() was
renamed to ensureCreateDirectory() without a deprecation”, the
framework developer then answered: “Fill up a bug entry and
we will add this deprecation. Good catch”. In fact, for such
cases, asking in Question and Answer sites8 or mailing lists9

is the current alternative for client developers.
Based on these results we conclude the following:
Many deprecation opportunities are missed by the develop-
ers (we found at least 59 instances in our study). Recom-
menders can be built to remind API developers about these
missed opportunities.

Client developers use internal parts of frameworks: Internal
APIs are unstable and unsupported interfaces [16], so they
should not be used by clients. However, all the internal APIs
(i.e., 10 cases) analyzed in this work are used by clients.
From such, 5 caused the clients to react as in the frameworks.
Thus, our results reinforce (at large-scale and ecosystem level)
previous studies [11], [18], [16], showing that client systems
use internal parts of frameworks to access functionalities not
available in the public interfaces for a variety of reasons.
Based on these results we conclude the following:
Internal APIs are sometimes used by client developers in
the ecosystem under analysis. Recommenders can be build
to help API developers identify often used internal APIs;
those are candidates to be public APIs to keep clients using
stable and supported interfaces.

Replacements are not resolved in a uniform manner: Many
replacements are not resolved uniformly in the ecosystem.
Clients may adopt other replacements in addition to the

7http://forum.world.st/moving-moose-to-pharo-3-0-td4718927.html, veri-
fied on 25/03/2015

8Coordination via Question and Answer sites: http://stackoverflow.com/
questions/15757529/porting-code-to-pharo-2-0, verified on 25/03/2015

9Coordination via mailing lists: http://goo.gl/50q2yZ, http://goo.gl/k9Fl0K,
http://goo.gl/SkMORX, verified on 25/03/2015



prescribed ones; method calls may be simply dropped; and
developers may replace the old call by local solutions. In this
context, some studies propose the extraction of API changes
from frameworks (e.g., [11]) other propose the extraction from
clients (e.g., [12]).
Based on these results we conclude the following:
There is no clear agreement on the best extraction source
to detect API changes: frameworks or client systems. This
study reinforces frameworks as a more reliable source.

Reactions to API changes can be partially automated: As
we observed, many systems do not react to the API changes
because they are not aware. Moreover, in the case of large
client systems, the adaptation may take a long time and is
costly if done manually.
Based on these results we conclude the following:
Most of the API changes that we found in this work can
be implemented as rules in static analysis tools such as
FindBugs [19], PMD [20], and SmallLint [21]. These rules
could help client developers to keep their source code up-
to-date with the new APIs.

VI. THREATS TO VALIDITY

Construct Validity: The construct validity is related to
whether the measurement in the study reflects real-world
situations. In our study, the main threat is the quality of the
data we analyze and the degree of involved manual analysis.

Software ecosystems present some instances of duplication
(around 15% of the code [22]), where packages are copied
from a repository to another (e.g., a developer keeping a copy
of a specific framework version). This may overestimate the
number of systems reacting to an API change.

Smalltalk (and Pharo) is a dynamically typed language, so
the detection of API change reaction may introduce noise as
systems may use unrelated methods with the same name. This
means that an API change that uses a common method name
makes change propagation hard to be detected. This threat is
alleviated by our manual filtering of noisy API changes.

Another factor that alleviates this threat is our focus on
specific evolution rules (i.e., a specific replacement of one or
more calls by one or more calls). For the first three research
questions, we include only commits that are removing an
old API and adding a new API to detect an API reaction.
Requiring these two conditions to be achieved, decreases—
or in some cases eliminates—the possibility of noise. For
the fourth research question, we require the presence of the
methods that contain a call to the old API. In this case, the
noise could have been an issue, however, this threat is reduced
since we discarded the API changes involved with common
methods, i.e., the noisy ones.

We also identify two threats regarding the comparison with
the API deprecation study [2]. First, the time interval studied
is not the same one: we analyzed the ecosystem evolution
in the period from 2008 to 2013 while the API deprecation
study analyzed from 2004 to 2011. Second, the way API
changes are selected is different: while we deprecation study

simply collected the list of API deprecation, we inferred the
API changes from commits in source code repository; these
API changes were manually validated by the authors of the
paper with the support of documentation and code examples
to eliminate incorrect and noisy ones. For these reasons, we
can not claim that this is an exact comparison. Parts of the
differences observed may be due to other factors.
Internal Validity: The internal validity is related to un-
controlled aspects that may affect the experimental results.
In our study, the main threat is the possible errors in the
implementation of our approach.

Our tool to detect API changes has been (i) used by several
members of our laboratory to support their own research on
frameworks evolution, and (ii) divulged in the Moose reengi-
neering mailing list, so that developers of this community can
use it; thus, we believe that these tasks reduce the risks of this
threat.
External Validity: The external validity is related to the
possibility to generalize our results. In our study, the main
threat is the representativeness of our case studies.

We performed the study on a single ecosystem. It needs
to be replicated on other ecosystems in other languages to
characterize the phenomenon of change propagation more
broadly. Our results are limited to a single community in
the context of open-source; closed-source ecosystems, due to
differences in the internal processes, may present different
characteristics. However, our study detected API change reac-
tions in thousands of client systems, which makes our results
more robust.

The Pharo ecosystem is a Smalltalk ecosystem, a dynami-
cally typed programming language. Ecosystems in a statically
typed programming language may present differences. In par-
ticular, we expect static type checking to reduce the problem
of noisy API changes for such ecosystems.

As an alternative to our choice of ecosystem, we could have
selected a development community based on a more popular
language such as Java or C++. However, this would have
presented several disadvantages. First, deciding which systems
to include or exclude would have been much more challenging.
Second, the potentially very large size of the ecosystem could
prove impractical. We consider the size of the Pharo ecosystem
as a “sweet spot”: with about 3,600 distinct systems and more
than 2,800 contributors, it is large enough to be relevant.

VII. RELATED WORK

A. Software Ecosystems Analysis

Software ecosystem is an overloaded term, which has sev-
eral meanings. There are two principal facets: the first one
focuses on the business aspect [23], [24], and the second on
the artefact analysis aspect, i.e., on the analysis of multiple,
evolving software systems [25], [9], [2]. In this work we use
the latter one; we consider an ecosystem to be “a collection
of software projects which are developed and co-evolve in the
same environment” [9]. These software systems have common
underlying components, technology, and social norms [25].



Software ecosystems have been studied under a variety
of aspects. Jergensen et al. [25] study the social aspect of
ecosystems by focusing on how developers move between
projects in the software ecosystems. The studies of Lungu et
al. [26] and Bavota et al. [10] aim to recover dependencies be-
tween the software projects of an ecosystem to support impact
analysis. Lungu et al. [27] focus on the software ecosystems
analysis through interactive visualization and exploration of
the systems and their dependencies. Gonzalez-Barahona et
al. [28] study the Debian Linux distribution to measure its size,
dependencies, and commonly used programming languages.

Recently, Mens et al. [29] proposed the investigation of
similarities between software ecosystems and natural ecosys-
tems found in ecology. In this context, they are studying
the GNOME and the CRAN ecosystems to better understand
how software ecosystems can benefit from biological ones.
German et al. [30] also analyze the evolution of the CRAN
ecosystem, investigating the growth of the ecosystem, and the
differences between core and contributed packages.

In the context of API evolution and ecosystem impact
analysis, McDonnell et al. [31] investigate API stability and
adoption on a small-scale Android ecosystem. In such study,
API changes are derived from Android documentation. They
have found that Android APIs are evolving fast while client
adoption is not catching up with the pace of API evolution.
Our study does not rely on documentation but on source
code changes to generate the list of APIs to answer different
questions. Moreover, our study investigates the impact of API
evolution on thousands of distinct systems.

In a large-scale study, Robbes et al. [2] investigate the
impact of a specific type of API evolution, API deprecation,
in an ecosystem that includes more than 2,600 projects; such
ecosystem is the same that is used in our work. Our study
considers API changes that were not marked as deprecated.
Thus, there is no overlap between the changes investigated
in our work and the ones investigated by that work. In fact,
these studies complement each other to better characterize the
phenomenon of change propagation at the ecosystem level.

B. API Evolution Analysis

Many approaches have been developed to support API
evolution and reduce the efforts of client developers. Chow
and Notkin [4] present an approach where the API developers
annotate changed methods with replacement rules that will be
used to update client systems. Henkel and Diwan [3] propose
CatchUp!, a tool that uses an IDE to capture and replay
refactorings related to the API evolution. Hora et al. [7], [8]
present tools to keep track of API evolution and popularity.

Kim et al. [32] automatically infer rules from structural
changes. The rules are computed from changes at or above the
level of method signatures, i.e., the body of the method is not
analyzed. Kim et al. [33] propose a tool (LSDiff) to support
computing differences between two system versions. In such
study, the authors take into account the body of the method
to infer rules, improving their previous work [32] where only
method signatures were analyzed. Nguyen et al. [34] propose

LibSync that uses graph-based techniques to help developers
migrate from one framework version to another. Using the
learned adaptation patterns, the tool recommends locations and
update operations for adapting due to API evolution.

Dig and Johnson [15] help developers to better understand
the requirements for migration tools. They found that 80%
of the changes that break client systems are refactorings.
Cossette et al. [35] found that, in some cases, API evolution
is hard to handle and needs the assistance of an expert.

Some studies address the problem of discovering the map-
ping of APIs between different platforms that separately
evolved. For example, Zhong et al. [36] target the mapping
between Java and C# APIs while Gokhale et al. [37] present
the mapping between JavaME and Android APIs.

VIII. CONCLUSION

This paper presented an empirical study about the impact of
API evolution, in the specific case of methods unrelated to API
deprecation. The study was done in the context of a large-scale
software ecosystem, Pharo, with about 3,600 distinct systems.
We analyzed 118 important API changes from frameworks,
and we found that 53% impacted other systems. We reiterate
the most interesting conclusions from our experiment results:

• API changes can have a large impact on the ecosystem in
terms of client systems, methods, and developers. Client
developers need some time to discover and apply the new
API, and the majority of the systems do not react at all.

• API changes can not be marked as deprecated because
framework developers are not aware of their use by
clients. Moreover, client developers can use internal APIs
to access functionalities not available in the public inter-
faces.

• Replacements can not be resolved in a uniform manner
in the ecosystem. Thus, API changes can be more confi-
dently extracted from frameworks than from clients.

• Most of the analyzed API changes can be implemented
as rules in static analysis tools to reduce the adaptation
time or the amount of projects that are not aware about
a new/better API.

• API changes knowledge can be concentrated in a small
amount of developers. API changes and deprecation can
present different characteristics, for example, reaction to
API changes is slower and less clients react.

As future work, we plan to extend this research to analyze
ecosystems based on statically typed languages. Thus, the
results presented in our study will enable us to compare
reactions of statically and dynamically typed ecosystems to
better characterize the phenomenon of change propagation.
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ABSTRACT
Turnover is the phenomenon of continuous influx and retreat
of human resources in a team. Despite being well-studied in
many settings, turnover has not been characterized for open-
source software projects. We study the source code repos-
itories of five open-source projects to characterize patterns
of turnover and to determine the effects of turnover on soft-
ware quality. We define the base concepts of both external
and internal turnover, which are the mobility of develop-
ers in and out of a project, and the mobility of developers
inside a project, respectively. We provide a qualitative anal-
ysis of turnover patterns. We also found, in a quantitative
analysis, that the activity of external newcomers negatively
impact software quality.

Categories and Subject Descriptors
D.2 [Software]: Software Engineering; D.2.8 [Software
Engineering]: Metrics—process metrics

Keywords
Mining software repositories, qualitative analysis, software
metrics

1. INTRODUCTION
Throughout the evolution of a project, the team con-

tributing to it evolves, with collaborators joining, leaving,
or changing their role in the project. This phenomenon of
continuous influx and retreat of human resources is called
turnover. Turnover has been studied in managerial science
and human-computer interaction research, with several the-
ories regarding its impact. The most common theory holds
that turnover has a negative impact on performance and on
the quality of the work, due to a loss of experience [22].
Other theories suggest that turnover has (1) a positive im-
pact since the most dissatisfied members leave the team, and

that only the most motivated ones stay in it [27], (2) helps
renew experience and knowledge on the team [40], and (3)
increases social interactions [10].

In the software development context, developer turnover
has been analyzed by Mockus [30] on one industrial project.
He found that developers leaving the project had a negative
impact on quality but that new members had no effect on
it. Our work extends these findings made on an industrial
software project by looking at five large open-source soft-
ware projects. These projects are interesting to study given
their extensive use and low barriers to entry and exit for
collaborators [15].

To study turnover in open-source, we introduce activity
metrics that measure external and internal turnover. By
splitting a software project into different modules, we are
able to measure not only the arrivals and departures of de-
velopers from the project (i.e. external turnover), but also
the movement of developers within the project (i.e. internal
turnover).

Based on the concepts we define in this paper, we quantify
the level of turnover, both external and internal, in open-
source software projects. We quantify turnover by measur-
ing the amount of changes performed in the source code by
newcomers or leavers, instead of measuring the actual num-
ber of developers joining or leaving, as there is a great dis-
parity between developers in open-source projects. We then
perform an empirical study on 5 large open-source projects
(Angular.JS, Ansible, Jenkins, JQuery and Rails) to pro-
vide insights on the relationship among developer turnover
and software quality, where quality was measured based on
the density of bug-fixing commits. The extraction process
for bug-fixing commits is performed manually, to reduce the
risk of errors produced by automatic approaches [5, 7, 21],
thus limiting the number of projects that can be considered
in this paper.

We provide the following contributions, for the five open-
source projects mentioned above:
• We provide a curated set of bugs.
• We provide metrics to measure turnover.
• We show the importance of the turnover phenomenon

in open-source projects.
• We observe several trends of internal and external turn-

over.
• We show that there is a relationship between turnover

and quality of software modules.
This paper is structured as follows: Section 2 presents the

theory and related work. Turnover metrics are defined in



Section 3. Our research questions are detailed in Section 4
and the methodology we used to build our dataset in Sec-
tion 5. Our results are then presented in Section 6. Section 7
presents an overview of the main threats to the validity of
these results, and finally, Section 8 concludes and presents
trails for future work. We produced a replication package
which allows to reproduce and extend the results presented
in this study. This package, which has been successfully
evaluated by the Replication Packages Evaluation Commit-
tee and found to meet expectations, is presented Section 10.

2. THEORY & RELATED WORK
As the literature contains different and sometimes contra-

dictory opinions on turnover, we first describe all its possible
interpretations. We then present existing work on turnover
in collaborative communities and finally research specific to
software development.

2.1 Turnover Perception
Member turnover, initially defined as the rate at which in-

dividuals leave a project, can be extended to all the changes
made to the development team of a project. These modifi-
cations of the team can be either external, (i.e., a member
leaves or joins the team) or internal (i.e., a member changes
her role in the team). Distinct theories regarding the impact
of turnover, whether it is external or internal, suggest that
it has both positive and negative aspects on a team.

2.1.1 External Turnover
The most common vision holds that external turnover neg-

atively impacts employee performance [22, 43]. Departures
lead to a loss of experience and knowledge, but also disrupt
the social network and environment of those who remain [4,
11]. Moreover, it induces devoting resources and time to
recruit and train new employees.

A second vision considers turnover as a good opportunity
for organizations, as leavers are those most dissatisfied with
the current organization, and those who remain enjoy better
conditions and performance [27].

A last perspective sees moderate levels of turnover as
the best organizational performance [3]. When there is no
turnover, experience and knowledge are not renewed, and
become obsolete and parochial [40]. Introduction of new
people is a solution to overcome this situation, as their vi-
sion is less established and less redundant with respect to
the knowledge possessed by the current team.

2.1.2 Internal Turnover
Internal turnover was defined in traditional organizations

as the number of employees who changed function within
an organization [20]. Motivations behind such actions are
opportunities for career moves to increase income and au-
tonomy as well as getting new responsibilities and express-
ing new skills [41]. Kanter et al. pointed out that members
had lower aspirations and involvements in their work when
mobility was blocked [26]. Thus, internal mobility is com-
monly supported to maintain members commitment to the
organization.

2.2 Turnover in Collaborative Platforms
Turnover has been studied in online communities and col-

laborative platforms where participants are free to enter
or leave at any moment without any cost. In the English

Wikipedia, high turnover is even the norm with sixty per-
cent of editors contributing only for a single day [32]. Rans-
botham et al. suggested that collaboration success can be
reached thanks to moderate levels of turnover [36], provided
that the level of novel knowledge exceeds the loss of existing
knowledge held by departing people. Similarly, Dabbish et
al. discovered that membership turnover might bring fresh
levels of activity and liveliness in a community which leads
to increased participation [10]. Inversely, Qin et al. observed
that departures of WikiProjects contributors has a negative
effect on the community and causes social capital losses [35].

2.3 Turnover in Software Development
Developer turnover in open-source software projects was

studied mainly to understand developers motivations to con-
tribute. Yu et al. suggested that personal expectation plays
a role in project retention, and that turnover is partially ex-
plained by dissatisfaction [45]. Hynninen et al. conducted
a survey with developers and suggested that their depar-
tures from a project can be a manifestation of low orga-
nizational commitment [23]. A study from Schilling et al.
unveiled that the level of development experience and knowl-
edge is strongly associated with retention [38]. According
to Sharma et al., past activity, age and size of a project
as well as developer tenures are important predictors of
turnover [39]. These observations are consistent with other
classical theoretical models related to job satisfaction [44].

Measures of knowledge loss were suggested by Izquierdo-
Cortazar et al [24]. These measures include the evolution of
orphan lines of code lastly edited by a developer who left the
team. They showed that while in some projects, developers
devote efforts to maintain code introduced by former devel-
opers, in others, they seek to eliminate such code. Robles
et al. designed a methodology to compute generations of
joining and leaving developers [37]. Finally, Fronza et al.
propose a wordle to visualize the level of cooperation of a
team and mitigate the knowledge loss due to turnover [17].

Hall et al. conducted a survey with practitioners to unveil
that turnover may be related to project success, but however
did not define turnover metrics computable by analyzing
the history of the project [19]. Mockus found that while
departures of members impact the software quality because
of the loss of knowledge and experience, newcomers are not
responsible for an increase of defects, possibly because they
are not assigned to important changes [30]. Mockus also
found a relationship between turnover and productivity in
commercial projects [29].

Mens et al. explored developer turnover in the Gnome
ecosystem with concepts and metrics similar as the ones we
use in this paper [28]. They looked at developer turnover
at a coarser grain: in their study, internal turnover refers to
the mobility of developers between projects of the Gnome
ecosystem, while external turnover in their case was associ-
ated to developers entering or leaving the Gnome ecosystem.
Our study differs from theirs as it we look at a finer gran-
ularity: we measure mobility of developer between modules
of a project, and in and out of a project. In their study they
sought for possible patterns of developer turnover, with the
conclusion that this is a highly project-specific phenomenon.
They did not, seek for a relationship between turnover and
code quality.
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Figure 1: Example of fictive software project con-
taining two modules.

3. TURNOVER METRICS
A software project can have many kinds of turnover. To be

able to study different aspects of turnover, we introduce five
metrics that can be computed from the source code history
of a software project.

3.1 Setup and Requirements
In order to compute turnover metrics, we need to define

the periods over which turnover will be computed, as well
as how contributors are identified.

3.1.1 Period Selection
We compute developer turnover by comparing the contrib-

utors of software modules in two consecutive time periods:
P1 and P2. These two periods are therefore delimited by
three snapshots of the project history: S0, S−1 and S−2

such that P1 is delimited by S−2 and S−1 and that P2 is
delimited by S−1 and S0 (see Figure 1).

In practice, S0 is the snapshot for which we want to com-
pute turnover metrics. The selection of the two other snap-
shots can be based on different approaches. One could con-
sider either the prior releases of the software, snapshots such
that periods P1 and P2 have the same duration, or snapshots
such that periods P1 and P2 have the same overall activity
in the repository. We study in Section 5 the impact of these
choices on turnover computation.

3.1.2 Software Modules and Contributors
Developer turnover is relative to the software project’s

structure. A developer who has only worked on a few mod-
ules in the system that suddenly contributes to more, should
be considered as new, or inexperienced, as she moves to new
parts of the code base.

We therefore consider that a software project is composed
of a finite set M of software modules developed by a finite
set of developers who submit their code modifications by
sending commits to a shared code repository. Each module is
defined by a finite set of source code files. When a developer
modifies one of the files of a software module by committing
her work, she is contributing to that module. A developer
contributes to the software project as soon as she contributes
once to any module of the software.

To illustrate all our definitions, we rely on the fictitious
software depicted in Figure 1, which is composed of two
modules developed over two periods P1 and P2. A total
of four developers participated to this software between the
S−2 and S0 snapshots.

Given a module m, Dm,P is the set of developers who
made at least one contribution to m during the period P .

We obtain with our example Dm2,P1 = {Bob, Jane} and
Dm2,P2 = {Bob, Alan}.
Dt is the set of developers who made at least one contribu-

tion to the software during the period t, i.e. DP =
M⋃
m

Dm,P .

From our example, we have DP1 = {Alice, Bob, Jane} and
DP2 = {Bob, Jane, Alan}.

3.2 Turnover Actors and Metrics
We now provide formal definitions for the sets of develop-

ers involved in turnover, and the metrics associated to them.
We consider two kinds of developer turnover: external and
internal turnover. The developers involved in each kind of
turnover are considered to be either newcomers or leavers.
Finally, we define stayers, i.e. the developers contributing
to both studied periods.

We consider as newcomers the developers who joined the
team of a module in the period P2, whereas leavers are the
developers who left the team of a module within the period
P1. This difference between the periods is due to the fact
that the intent of our metrics is to evaluate the impact of
turnover on the quality of the software at the S0 snapshot.
Thus, newcomers of the P2 period may influence its quality
as their first contributions on a module were between S−1

and S0, and leavers of the P1 period may influence its qual-
ity as the loss of knowledge their departure induce will be
perceptible after they left, i.e., after the S−1 snapshot.

3.2.1 External Turnover
External turnover refers to the movement of developer in

and out of a project.
External newcomers of a module m are the developers

who contributed to the module between S−1 and S0, but
did not contribute to any module of the project between
S−2 and S−1 (i.e., during the P1 period). The set of external
newcomers is noted ENm,P1,P2 and is computed as follows:

ENm,P1,P2 = Dm,P2 −DP1

In Figure 1, we observe that Alan is a newcomer in m2,
and that he did not work on any module during P1. He
is therefore an external newcomer, and thus ENm2,P1,P2 =
{Alan}.
External leavers of a module m refer to developers who

worked on the module during P1 but did not contribute to
the project at all in P2. The set of external leavers is noted
ELm,P1,P2 and is computed as follows:

ELm,P1,P2 = Dm,P1 −DP2

We observe that only Alice contributed to m1 during P1

but was inactive on the project in P2. Consequently,
ELm1,P1,P2 = {Alice}.

3.2.2 Internal Turnover
Internal turnover refers to movements of developers inside

a project. Even though some developers contribute to a
project in both periods P1 and P2, they may not work on
the same modules in the two periods.
Internal newcomers are the developers who contributed

to m in P2, but not in P1. However, they contributed to
at least one other module than m in this period. They are
noted INm,P1,P2 and are computed as follows:

INm,P1,P2 = (Dm,P2 −Dm,P1) ∩DP1



Following the previous illustrations, we obtain here
INm1,P1,P2 = {Jane} and INm2,P1,P2 = ∅.

Internal leavers refer to developers who ceased to con-
tribute to a module m but are still active in the project.
This set is noted ILm,P1,P2 and is computed as follows:

ILm,P1,P2 = (Dm,P1 −Dm,P2) ∩DP2

We observe that only Jane modified m1 during P2 but
not in P1, while working on m2 during P1. Consequently,
ILm2,P1,P2 = {Jane}.

3.2.3 Stayers
Finally, stayers are the developers who contributed to a

module m in both P1 and P2. We define the set of stayers
for a given module as:

Stm,P1,P2 = Dm,P1 ∩Dm,P2

3.2.4 Metric Definitions
The intention of our metrics is to quantify the impact

that the different turnover actors may have on a module’s
quality at the snapshot S0 of the project. Due to the large
inequalities in the involvement of developers in open-source
projects, we cannot quantify turnover by counting the num-
ber (or ratio) of developer in each of the categories defined
above. Filtering the developers by considering only core or
paid contributors is not a viable alternative either. Indeed,
peripheral developers as a group still produce a significant
amount of contributions, and ignoring these contributions
may significantly impact our measurements. Therefore, to
measure the impact that each category of turnover actors
have on the source code, we use the activity of developers,
i.e., the amount of source code they produce.

For a given module m, developer d and period t, we define
Am,d,t as the activity of the developer, which we measure us-
ing the code churn, i.e. the number of lines of code added or
deleted by can be measured with the number of file modifi-
cations she performed on the module, or the code churn (i.e.,
the total number of lines added or deleted) of such modifica-
tions. In this paper we only present results obtained using
the code churn as an activity measure. However, results ob-
tained with the number of modifications are similar, and are
available online (see Section 9).

The five metrics we define are the internal and external
leavers activity (ILA and ELA, resp.), the internal and exter-
nal newcomers ratio (INA and ENA, resp.), and the stayers
activity (SA):

ILAm,P1,P2 =
∑

d∈ILm,P1,P2

Am,d,P1

ELAm,P1,P2 =
∑

d∈ELm,P1,P2

Am,d,P1

INAm,P1,P2 =
∑

d∈INm,P1,P2

Am,d,P2

ENAm,P1,P2 =
∑

d∈ENm,P1,P2

Am,d,P2 ,

StAm,P1,P2 =
∑

d∈Stm,P1,P2

avg(Am,d,P1 , Am,d,P2)

4. RESEARCH QUESTIONS
To the best of our knowledge we found no previous study

that looked at trends of developer turnover in open-source

software projects. Hence the first objective of our study is to
seek for such trends, starting with a global view of turnover
at the project level, and then focusing on developer turnover
on module thanks to the metrics previously defined.

More formally, we seek to answer the following two re-
search questions:

RQ1 Using the concepts of external newcomers and leavers
at the project level, is turnover an important phe-
nomenon (in terms of number of developers involved)
in open-source software projects?

RQ2 Looking deeply into the project at the module level,
is there any patterns regarding the contributions of
persistent, internal and external developers?

By answering the aforementioned research questions, we
provide an overview of developer turnover both at the project
and at the module levels. We then go further by exploring
the relationship between developer turnover at the module
level and software quality, which we measure based on bug-
fix information.

We then answer the following research question:

RQ3 Using the turnover metrics at the module level, is
there any relationship with the quality of the software
modules?

5. DATASET CONSTRUCTION
Although many automatic techniques are often used to

build large datasets, they are all imprecise to a certain ex-
tent. Instead of having a dataset with dozens of project
containing approximate measures, we chose to focus on the
reliability of the information extracted from the dataset. In
particular, to answer our research questions, our dataset
must meet several requirements:
• The author of each contribution must be clearly iden-

tified.
• The source code of the project must be organized into

modules.
• A measure of quality must be available for each mod-

ule.
Each of these criteria is addressed in current research, and

software engineering researchers are still developing tech-
niques to extract reliable information from software reposi-
tories, as we detail below.

5.1 Authors Identification

Centralized VCS.
The first issue regarding the identification of authors is

related to the version control system (VCS) used by the
project. In centralized VCSs such as Subversion, a developer
must enter her credentials to commit her code to the central
repository. Given the large number of contributors to open-
source projects, assigning credentials to each of them would
be unwieldy, and contributions are therefore submitted via
patches, and applied by core developers who have credentials
for the repository.

This issue is fixed by the use of decentralized VCSs such
as Git, which are able to distinguish the original author
of a commit and the developer who added it to the main
repository (i.e., the committer) [6]. However, automatically
selecting a large number of Git repositories (from hosting



platforms such as GitHub) would not be a suitable process
in our case as a non negligible amount of large Git repos-
itories are simply mirrors of Subversion repositories. Well
known examples of such repositories include the gcc com-
piler project, or most of the projects hosted by the Apache
Software Foundation (eg. the httpd server). Moreover, even
if a project currently uses Git as a VCS, it may not have been
so for all its development history. It is not uncommon for
a project, especially older projects, to migrate its code base
from one VCS to another throughout its history. This is the
case of two projects selected in our dataset, Rails and Jenk-
ins, which originally used Subversion and then migrated to
Git. We manually searched commit messages for contents
such as “Patch sent by Alice” to determine if at one point
these projects were still using Subversion or if they did mi-
grate to Git, and only include the history subsequent to this
migration in our analyses.

Identity Merging.
Even when the identity of each contribution’s author is

reliable, it is possible that a single developer has several
identities in the VCS, because of typos, changes in the con-
figuration of the Git client, or a change of email address
for instance. This issue is addressed by identity merging,
for which Goeminne and Mens address a comprehensive re-
view [18]. Following their recommendations, we use a semi-
automatic process which is based on their simple algorithm
which has a very high recall. To counter the low precision of
the algorithm, we manually review the results of the identity
merge algorithm and remove false positive merges.

5.2 Quality Measurement
Our study aims to evaluate the quality of project’ modules

for a given snapshot. In most software engineering studies
the quality of software projects is assessed by looking at the
number of bugs fixed by the developers.

Bug Fix Identification.
In order to measure the amount of these bugs, the state-

of-the-art technique used in studies mining software reposi-
tories consists in parsing the commit messages, looking for
the identifier of a bug stored in the project’s bugtracker
(e.g., ”Bug #42”) [46]. However, recent work raised concerns
regarding the precision and recall of this automatic process,
due to the misclassification of issues in the bugtrackers, or
imprecision of algorithms linking bugs to source code [21, 5,
7].

Some approaches remove these concerns by only consid-
ering information stored in the VCS, and assume that the
number of bug-fixing commits is a fair representation of the
actual number of bugs within a software module. Unfortu-
nately, to the best of our knowledge, no automatic approach
has a satisfactory precision to produce reliable statistics. For
instance, among the best automatic approaches, the ones
developed by Tian et al. [42] and Mockus et al. [31] have a
precision of only 53% and 61%, respectively, in the evaluated
benchmarks, which in our case would have unpredictable ef-
fect on the number of bug-fixing commits identified, and
would be a non-negligible bias to our study.

As we did not find a suitable automatic approach we chose
to manually analyze commits to constitute our dataset to
the detriment of the number of projects that we were able

to include in it. Our manual approach therefore aims to
identify commits that are true bugfixes.

Maintenance Branches.
To have measures which are representative of the quality

of the code at a given snapshot or release, we need to iso-
late post-release bugfixes from development bugfixes. Post-
release bugfixes for a snapshot S0 are commits that fix a bug
which was in the project’s code at the snapshot S0, while
development bugfixes performed after the snapshot S0 may
have been introduced between the snapshot S0 and the time
of the bugfix. If the development history of a project is linear
(i.e. if all the commits are performed on a single branch),
isolating one category of commits from the other may be
cumbersome and imprecise. Therefore, another constraint is
added to the projects to include in our dataset: the release
S0 must have a dedicated maintenance branch, sometimes
called long time support (or LTS) branch, where the only
commits performed in it aim to improve the code quality
of the release S0. These maintenance branches differ from
development branches. They usually do not contain new
features. The operations performed in such branches are
mainly bug-fixing, documentation, optimizations, or com-
patibility updates related to third party dependencies (e.g.,
the 2.3.x maintenance branch of Rails contains updates re-
lated to new versions of the Ruby programming language).
Moreover, we restrict our search to maintenance branches
where no commit was performed for the past six months,
in order to have branches where most of the bugs were had
time to get fixed.

Bug Fix Classification.
Our definition of a bug-fixing commit includes any se-

mantic changes to the source code which fixes an unwanted
behavior. The type of bugs considered includes any arith-
metic or logic bug (e.g., division by zero, infinite loops, etc.),
resource bugs (e.g., null pointer exceptions, buffer overflows,
etc.), multi-threading issues such as deadlocks or race con-
ditions, interfacing bugs (e.g., wrong usage of a particular
API, incorrect protocol implementation or assumptions of a
particular platform, etc), security vulnerabilities, as well as
misunderstood requirements and design flaws.

We identified bug-fixing commits manually, discarding com-
mits where new features are implemented. We choose to
ignore commits where performance optimizations are per-
formed, as we consider performance issues as a different as-
pect of code quality. Moreover, we also ignore commits that
resolve compatibility issues due to the evolution of a third-
party dependency, as these bugfixes are not due to the lack
of quality of the changed code, but to the modification of
an external requirement. Finally, it occurs that bug-fixing
commits are lated discarded by the developers due to a re-
gression introduced by the bugfix. In such cases, the devel-
opers perform a “revert” operation of such commits, and we
ignore both the “revert” and the “reverted” commits.

We consider that bug-fixing commits are atomic, in the
way that we do not consider the possibility that a bug-fixing
commit may in fact include two bug-fixes. Moreover, if a
bug-fixing commits affects two modules, the number of bug-
fixing commits will be incremented in both modules.



5.3 Code Modularization
In this study, we use metrics that target software modules.

Breaking a software system into modules is known to be a
hard task that requires some subjective choices [33]. We
consider two heuristics for determining software modules,
such as its organization within files and directories or the
co-change activity. We present here the different sets of
modules based on these heuristics.

5.3.1 Using the Directory Structure
The first modularization approach we consider is based

on the directory structure of the system, in which software
modules are defined to be either a file or a directory, with
the possibility to include or not its subdirectories. We chose
not to simply extract a modularization based on the direc-
tory structure, instead we manually inspected the directory
structure of each project to select a suitable level of granu-
larity so that a module includes similar features, based on
file and directories names, and on the information found in
projects configuration files. To overcome the bias of having
a single judge for the module decomposition, we asked three
members of our research group (three PhD students in soft-
ware engineering) to provide, for each of the five projects
in the corpus, a list of software modules. The three judges
then met to merge their results. They agreed on the gran-
ularity of most of the modules of projects such as JQuery,
Angular.JS and Ansible, while agreement on Jenkins and
Rails was initially reached by only two judges, the third
one having chosen a coarser granularity. As the decisions
made by the judges may be different than the developers
of the projects, we tried to contact their core developers to
confirm our decompositions, using the official mailing lists
and/or IRC channels of each project. Unfortunately, we did
not obtained any answers.

5.3.2 Using the Co-change Activity
The second modularization technique we use considers

that source code files that are changed together (i.e. in the
same commit) belong to the same module, regardless of the
directory structure of the project. We use an automated
process that consists in building the co-change graph of the
project, which is a weighted, undirected graph where each
vertex is a source code file of the project, and the weight
of an edge is equal to the number on commits where both
files were modified together. To determine the modules, we
used two algorithms aiming at building communities in a
graph [9, 34]. Both algorithms produced a relatively low
number of modules (less than ten) in the projects developed
in Javascript (Angular.JS and JQuery), which is due to the
fact that Javascript projects tend to have fewer, larger files
compared to projects in languages such as Java. Therefore,
these decomposition allow to produce statistical results on
only three projects. As the results obtained with this mod-
ularization algorithms are similar to the ones obtained with
the manual decomposition based on directories structure,
they are not presented in this paper. However, they are
available in our additional results online (see Section 9).

5.4 Periods Selection
The computation of turnover metrics for a snapshot S0

relies on the choice of two periods P1 and P2 (Figure 1).
To choose a suitable size for the periods P1 and P2, we

measured the impact of these periods on the sets of turnover

actors (i.e. internal and external leavers and newcomers).
The length of the periods P1 and P2 may impact the result-
ing sets of actors, especially if the periods are too short, in
which case we may consider as newcomers or leavers devel-
opers who stopped contributing to the project for a period of
time before re-starting. To assess the impact of this choice
we have tested four configurations for the lengths of the pe-
riods: one release-based configuration where S0, S−1 and
S−2 are three following releases of the project, and three
time-based configurations where P1 and P2 both last for 1,
3 and 6 months.

Using |P1| = |P2| may limit our vision in the past. This
may for example result in considering some developers as
newcomers because they were inactive for sometime, but the
length of P1 is not sufficient to see their previous contribu-
tions. On the other hand, if we looked at the whole history
of the project to check whether developers are newcomers or
leavers, we may consider as stayers developers who did not
contribute to the project for several years. To quantify the
impact of the length of P1 and P2, we compute two versions
of each turnover set:
• A version with limited visibility, where |P1| = |P2|.
• A version with full visibility, where:

– S−2 = is the beginning of the Git repository when
computing the sets of newcomers.

– S0 is the most recent release available in the project
when computing the sets of leavers.

To decide which period size is suitable for our analyses,
we chose to measure the similarity between sets of turnover
actors computed with limited and full visibility, using the
Sorensen-Dice quotient of similarity, which is equal to 1
when two sets are identical, and 0 when they are disjoint [12].
The selected period size is the first period size where the me-
dian Dice coefficient is, for all projects and actors sets, above
a threshold of 0.75.

The distributions of Dice coefficients obtained for each
project are available online (See Section 9). For each period
size |P |, project and category of turnover actors (e.g., exter-
nal newcomers), we have a distribution of Dice coefficient,
as we computed one Dice coefficient for each module. These
distribution show that, with a period of one month, several
sets of developers have large differences between limited and
full visibility, the worst case being with Angular.JS where
sets of external newcomers computed with limited visibility
have no intersection with sets computed with full visibility.
With |P | = 3 months, the distributions are closer to a dice
coefficient of 1, but there are still cases where the median
Dice coefficient is below the threshold of 0.75, especially with
internal turnover. With |P | = 6 months, most of the sets
of turnover actors are identical whether we use limited or
full visibility. Only few modules have a dice coefficient of
zero, and the median Dice coefficient for all projects and
categories of turnover actors is above the threshold of 0.75
The release period configuration is not stable as the length
of time between two releases depends on the roadmap of the
project and on the features that are developed.

Therefore, we chose to use the 6 months period for the
remainder of our analysis: all the results presented in this
paper consider that |P1| = |P2| = 6 months.

5.5 Resulting Dataset
Our dataset, listed in Table 1 includes five projects, writ-

ten in four different programming languages. The selected



Table 1: The projects included in our dataset.

Project Language Release #Bugfixes LoC #Modules
(S0)

Angular.JS JavaScript 1.0.0 147 11,041 26
Ansible Python 1.5.0 62 50,553 29
Jenkins Java 1.509 74 79,774 60
JQuery Javascript 1.8.0 46 5,306 23
Rails Ruby 2.3.2 390 33,919 46

releases are minor releases (i.e., no breaking changes have
been performed in the selected development period) in An-
sible, JQuery, and Rails. They are major release in An-
gular.JS and Jenkins. The selected releases are, with the
exception of the one in Ansible, considered to be long term
supported (LTS) releases. For these LTS releases, bug-fixing
commits are backported from the main development branch
even after subsequent releases are available. In Ansible, al-
though the maintenance of the 1.5.x releases stopped a cou-
ple of week before the availability of the 1.6.0 release, it was
performed simultaneously with the development of the 1.6.0
release. This dataset is available online (see Section 9) and
can be reused for future studies.

6. RESULTS

6.1 Turnover at the Project Level (RQ1)
In order to characterize developer turnover at the project

level we look at the number of external newcomers, external
leavers and stayers during the life of each project.

Developers Volatility.
Since we defined |P1| = |P2| = 6 months we compute the

different sets of actors by starting with S0= 12 months after
the earliest version of the project when we know that Git
was used as a VCS, and move S0 toward the end of the
project by steps of two weeks. The resulting numbers are
presented in Figure 2.

We can observe two types of phases during the life of a
project. The first phase that we call the “enthusiastic” phase
can only be seen in Angular.JS and Ansible since we are
missing the beginning of the other projects as we excluded
from the study the period when they were using SVN. Dur-
ing the “enthusiastic” phase (2011-2014 for Angular.JS and
2013-06/2014 for Ansible) the number of newcomers is con-
stantly superior to the number of leavers. At some point
projects switch to the second phase that we call the “al-
ternating” phase where either the number of newcomers or
leavers is higher than the other one.

In all projects, the number of newcomers and leavers is
quite high. Throughout the histories of these projects, at
least 80% of developers are either newcomers or leavers.
Overall this confirms that turnover in open-source software
projects is an important phenomenon.

Stayers Conversion and Motivations.
The number of stayers increase mainly during the “enthu-

siastic” phase and stay fairly stable during the “alternating”
phase. To further understand the evolution of the popula-
tion of stayers we use the notion of conversion rate that is
usually found in marketing. In our case the conversion rate

represents the proportion of newcomers that the project was
able to keep long enough so they could become stayers. It
is equal to the number of developers who were at least once
stayer divided by the number of developers in the whole
history of the project we look at. The conversion rates for
each project are between 8% (Ansible) and 19% (Jenkins
and JQuery). Even if it is not in the same proportion for
each project we observed that only a low ratio of newcomers
become stayers.

To better understand what make developers stay in their
project we looked at the top 10 stayers of each projects:
developers who were in the stayers set the highest number
of times over the project history. We searched their Github
and LinkedIn profiles as well as their personal web pages to
understand their motivation. We found four categories:
• Developers who are paid by the company that devel-

ops the project. For example 7 out of the top 10 stay-
ers of Angular.JS work at Google which maintains the
framework.
• Developers who are paid by a company that use the

project for their business. It is the case 6 times in the
top 10 stayers of Ansible.
• Developers who are consultants on the technology de-

veloped within the project. For example 5 out of the
top 10 stayers of Rails are consultants.
• Developers who contribute on their spare time without

direct or indirect financial interest. Out of the 50 top
stayers we looked at only 2 fit that category.

In conjunction to these categories developers were some-
times also the initial creators of the project (6 developers
out of 50).

6.2 Patterns of Contributions (RQ2)
The visualizations in Figure 3 represents the turnover met-

rics1 computed with |P1| = |P2| = 6 months and where the
S0 snapshots are the releases mentioned in Table 1 (these
releases are also indicated in Figure 2 via vertical lines). We
use these visualizations to observe the different patterns of
contributions.

In Angular.JS, most of the activity is due to stayer or ex-
ternal leavers. The high amount of external leavers activity
is in fact due to the contributions of a single developer, a
major contributor who was inactive in the six months prior
to the release of Angular.JS 1.0.0.

In Ansible, all categories of developers have similar lev-
els of activity, and all contributed to a wide range of mod-
ules. This differs from other projects, especially for exter-
nal newcomers: all but one module has external newcomers,
and these developers often have an important activity. We
looked more closely at the module where external newcom-
ers were the most active, which is the module containing
“cloud” plugins for Ansible. Among the newcomers making
the most contributions, one was hired at Ansible, Inc., and
two worked at Rackspace, a managed cloud computing com-
pany, and developed an Ansible plugin for the Rackspace
cloud storage. These developers were most probably paid
to do their contributions, which explains this high level of
activity, not present with most of the newcomers.

The last three projects, Jenkins, JQuery and Rails, ex-
hibit the same patterns. In these three projects, internal
newcomers are active in most of the modules, while exter-

1Figure 3 also contains information related to bugfixes,
which are discussed in the next research question.
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Figure 2: Evolution of developer turnover. The plain blue line (on top) represents the total number of
developers, the plain purple line (on the bottom) the number of stayers, the green dotted line the number of
external newcomers and the red dashed line the number of external leavers.
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Figure 3: Visualization of developers activity and the quantity of bugfixes for each module. Each horizontal
line of blocks represents a module. The darker the color, the higher the metric value.

nal newcomers and leavers are more focused, and do not
contribute to more than half of the modules.

Overall there is no module that was changed exclusively
by external newcomers. In all the projects of our corpus,
the external newcomers always contributed to modules with
either internal internal or permanent developers.

6.3 Developer Turnover and Software Mod-
ule Quality (RQ3)

To answer our third research question, related to the rela-
tionship between module turnover and software quality, we
use the bug-related information extracted from our dataset
(same configuration as RQ2 for P1 and P2). We perform
Spearman correlation tests between each turnover metric
and our quality metric. The quality metric we use is the
density of bugfixes per module (i.e., the number of commits
that fixed bugs divided by the size of the module). These
bugfixes are extracted from the maintenance branch asso-
ciated to S0, meaning that there is a high probability that
they indeed fix defects that occur in S0.

Table 2 presents the results of these correlation tests for
each project and metric. Correlation coefficients vary from
−1 to 1, which corresponds to a perfect negative and positive
correlation, respectively. Also, a correlation coefficient of 0
reveals an absence of correlation. We used bootstrap with
the BCa statistic to compute 95% confidence intervals of the
correlation coefficients [13, 14]. If both ends of a confidence
interval are either positive or negative (results highlighted in
bold), this means that there is a strong probability that there
is a positive or negative correlation, respectively, between
the turnover metric and the density of bug-fixing commits.

To have a deeper understanding of the observed corre-
lations, Figure 3 presents a graphical visualization of the
turnover metrics and the number of bugfixes. In that Fig-
ure, each project is presented by a matrix where each column
represents a metric, and each line represents a component
of the project. The cell of the matrix then represents the
value of the corresponding metrics and darker colors repre-
sent higher values.



Table 2: Spearman correlation coefficients between turnover metrics and the density of bug-fixing commits
per module. Confidence intervals are computed using bootstrap.

Project INA ILA ENA ELA StA Overall Activity

Angular.JS [-0.41 , 0.37] [-0.36 , 0.25] [0.12 , 0.69] [-0.56 , 0.16] [0.23 , 0.83] [-0.16 , 0.7]
Ansible [-0.27 , 0.73] [-0.31 , 0.65] [-0.21 , 0.68] [-0.3 , 0.7] [-0.15 , 0.76] [-0.27 , 0.75]
Jenkins [-0.3 , 0.28] [-0.18 , 0.42] [0.3 , 0.75] [-0.05 , 0.51] [0.05 , 0.63] [-0.01 , 0.6]
JQuery [-0.1 , 0.69] [0.13 , 0.81] [-0.02 , 0.73] [-0.4 , 0.44] [0.09 , 0.84] [0.14 , 0.8]
Rails [-0.01 , 0.52] [-0.24 , 0.3] [0.09 , 0.57] [-0.23 , 0.3] [0.14 , 0.58] [0.03 , 0.51]

The most important information in the results presented
in Table 2 is that there is a positive correlation between the
External Newcomer Activity and the density of bugfixes.
Almost all of the projects exhibit a quite strong correlation.
Only Ansible exhibits a weak correlation but, looking at
Figure 3, this is certainly due to the fact that external new-
comers contributed to almost all of the components, even to
the ones that were not the target of bugfixes. This is consis-
tent with the theories exposed in Section 2, which suggest
that external turnover has a negative effect on the quality
of a team’s work. External Leavers Activity on the other
hand do not show any statistically significant correlation
with bugfix density in Table 2, and the two columns seem
completely independent in Figure 3.

Although Table 2 shows three statistically significant cor-
relations between the Internal Leaver and Newcomer Activ-
ity and bugfixes, their interpretation when looking at Fig-
ure 3 is unclear. As discussed with the previous research
question, internal newcomers contribute to the majority of
the modules, even the ones without any bugfix.

Finally, as expected, there is a correlation between the
activity of persistent developers and the density of bugfixes.
This then raises the question of the relative importance of
the turnover metrics regarding the software quality, and es-
pecially for the External Newcomer Activity (ENA) metrics,
as there is no correlation of the internal turnover metrics.
To measure how important is ENA we therefore built mul-
tiple linear regression models including other metrics, such
as the size of modules or the number of developers who con-
tributed to it. Unfortunately, it did not produce exploitable
results, due to the low R-squared of the resulting models,
and multicollinearity issues exposed by high variance infla-
tion factors of the predictors. We therefore cannot provide
sound answer to that point.

7. THREATS TO VALIDITY
The validity of the results presented above is exposed to

several threats that we present here.

7.1 External Validity
The generalization of the results is our first concern. On

one hand, we selected projects that use different program-
ming languages and that have hundreds of developers. On
the other hand, the study was performed on only five projects
that were manually selected. To overcome this threat, fur-
ther studies have to be performed, to confirm and improve
the findings presented in this paper. A barrier to achieve
these studies is to build curated datasets, following the re-
quirements presented in Section 5.

7.2 Internal Validity
Our metrics assume that the only way developers con-

tribute to a project is by modifying its source code. This is
an approximation, as developers can modify other files such
as build and documentation files. A project is not confined
to its version control system: other types of repositories,
such as bug-tracking system or mailing lists, might reveal
that some developers considered as newcomers or leavers
might be in fact persistent contributors of the project. Turnover
metrics based on multiple kinds of repositories are left for
future work.

It should be noted that our results should not be inter-
preted as if external leavers and newcomers developers in-
troduced more bugs than internal. We do not provide or
have any information on who introduce bugs because there
is, to the best of our knowledge, no reliable algorithm that
can identify the author of a bug.

We did not find a reliable way to identify developers with
push rights to the repositories. Hence, we could not deter-
mine the impact of this feature on the different patterns of
turnover. However it should be noted that the projects in
our dataset mainly follow a pull-request workflow (a popular
approach on Github). With this workflow, even if a devel-
oper has push rights she will create a pull-request in the
project when making a contribution to benefit from the re-
view mechanism. Thus, except for the developers in charge
of merging the pull-requests the other core members do not
need to have push rights.

7.3 Construct Validity
In addition, we identify several threats to construct va-

lidity from the previous study. On GitHub, developers can
submit pull requests, so that the project leaders, who have
write permission on the repository, can add their contribu-
tions to the project. As the identity of the initial author
is maintained through the pull operation, she is identifiable
even though she does not have access to the main reposi-
tory. However, as shown in [25] it may happen that a de-
veloper discussed with a pull request author to agree on its
acceptance. Even though this developer spent time to fix or
improve the pull request content, all the credits will go to
the pull request author. This may also introduce a bias in
the results.

Identifying software modules in a project is not a straight-
forward task and might be subject to interpretation. Since
we could not get the confirmation from the different devel-
opment teams some modules in our decomposition might
be split or merged in comparison to what the development
teams would have defined.

Related to the same threat the quality of the software
architecture can have an impact on the metrics. Retention



could appear higher in well modularized systems than poorly
designed systems where one fix might require changes to
many modules. The fact that the results produced with the
decomposition based on co-change activity overlaps strongly
with the manual decomposition based on directories shows
that the impact is negligible for this dataset.

We deliberatively did not rely on the information pro-
vided by bugtrackers, as several studies showed that their
use can introduce an important bias [21]. The drawback
of our technique is that the number of bug-fixing commits
may not reveal the actual number of bugs that appeared
in the software modules. There may exists bugs that are
tedious to fix and remain to be resolved. In addition, the
manual analysis has some limits due to the subjective eval-
uation to decide whether or not a commit is a bug-fixing
commit. We only went through a maintenance branch to
collect such commits for each project, although it poten-
tially exists bug-fixing commits from the main development
branch that have not been backported to the maintenance
branch. Finally some bug-fixing commits may fix bugs that
were not introduced in the current release but in one of the
older releases.

8. CONCLUSION AND FUTURE WORK
In this paper, we propose and investigate metrics to mea-

sure turnover in open-source software projects. Our met-
rics measure how the structure of a group of developers is
changing, both internally and externally, for a given period
of a software project. We used these metrics on five open-
source projects with two objectives: to observe the turnover
phenomenon, and to evaluate its relationship with software
quality.

We observed that the five open-source projects in our cor-
pus, chosen because of their popularity and success, have a
high turnover. This observation disagrees with the conclu-
sions of Hall et al. that recommend to control turnover to
improve the success of industrial projects [19]. Our results
then suggest that turnover and success may have a different
relationship in open-source projects.

Looking at the module level, we show some very inter-
esting turnover patterns. These patterns reveal that the
projects of our corpus act differently regarding turnover.
For instance, in some projects modules receive contributions
only by internal developers with no contribution from stay-
ers. These patterns also show that in all projects external
newcomers always work with either permanent or internal
developers, who hopefully supervise them. Such an observa-
tion opens the room for rules or guidelines that will define
how newcomers should be supervised, and how they should
contribute to modules of a project [8].

We also found that external turnover has a negative im-
pact on the quality of the modules. This result is consistent
with theories that suggest that external turnover has a nega-
tive effect on the quality of a team’s work. However, it differs
from the ones of Mockus [30], as in our case newcomers have
a relationship with quality and leavers do not have such re-
lationship, while it was the opposite in Mockus’ study. On
the other hand, internal turnover has almost no effect. Our
observations therefore do not confirm the theories that sug-
gest that internal turnover is beneficial. These findings can
be reused by researchers when using software metrics based
on the activity of developers on the source code: as the ac-
tivity of external newcomers has a stronger relationship with

quality than the activity of other categories of developers,
this may be the only activity worth considering.

Finally, our study and findings lead the way for many
kinds of future work:
• Our findings are based on observations made on software

modules, with manual observation of patterns and using
correlation between the density of bug-fixing commits and
the activity of the different categories of turnover actors.
As there are no related work that performed such obser-
vations on open-source projects, our study needs to be
replicated on more projects, which is facilitated by our
replication package (Section 10).
• The main limitation of our metrics is the fact that they

require a selection of periods. In particular, we shown
that the length of the chosen periods has a major impact
on the measures, and we therefore provide some insights
showing that a time period is adequate in the case of open-
source project, with good results with 6 months periods.
We then plan to overcome this limitation by developing
continuous metrics for turnover, where the discretization
of the history is not necessary.
• Our results regarding turnover patterns suggest that the

observed patterns are impacted by the motivation of de-
velopers, which mainly depends on the fact that they are
paid or not. This hypothesis can be evaluated only if it is
possible to distinguish paid contributors from volunteers.
We then plan to identify the employee of the developers,
and then to analyze its relationship with turnover metrics.
• Independently of whether developers are paid or volun-

teers, they may be core member of the projects, and thus
have a higher retention level than other developers, as
well as a higher level of activity in the project. Identify-
ing core members of a project may help us understanding
the impact of developer turnover on software quality.

9. AUXILIARY MATERIAL
Due to the space constraint of this paper, part of our

results are available online [2]. This page includes results
regarding the period selection, as well as more detailed ver-
sions of Figure 2 and Figure 3.

10. REPLICATION PACKAGE
The dataset built using the methodology presented in Sec-

tion 5, the code necessary to extract the metrics, as well as
additional results are available online, in a replication pack-
age that has been successfully evaluated by the Replication
Packages Evaluation Committee and found to meet expec-
tations [2]. We describe here the technical aspects of this
package, the data produced by the executed software and
the installation process of the replication package.

10.1 The Diggit Tool
The software of our replication package relies on the Diggit

tool, which supports analysis of Git repositories and which
helps manage the analysis process [1]. Diggit manages a set
of Git repositories. On each repository, Diggit applies sev-
eral user specified analyses. When all user-specified analy-
ses have been applied, Diggit applies global analyses (called
joins in the tool) that use the results of all the previously ap-
plied analyses to produce final results. Diggit is used within
a diggit folder, which contains various configuration files, in-
cluding the list of Git repositories to clone and analyse, the



list of analyses and joins to perform, and additional infor-
mation that may be used by analyses. This tool is developed
in Ruby by two of the authors of this paper; we used version
2.0.2.

10.2 Package Installation and Usage
The replication package is distributed as a VirtualBox vir-

tual machine image. This image is based on a minimal ver-
sion of a Linux Ubuntu on which only the requirements to
replicate the study were installed. The list of commands re-
quired to install our replication package from a fresh install
of a minimal Ubuntu is also available online.

The package consists of a set of diggit analyses, that are all
loaded in a diggit folder in the VM image (this folder can also
be generated with a script). The first step of the replication
is to clone the five Git repositories to be analyzed using the
dgit clone command. Then, the dgit analyses perform

command allows to run, for each of the cloned repositories,
the following analyses:
• Extraction of the number of lines of code of each file at

release S0, which is used to compute bug-fixing com-
mits density.
• Computation of the number of lines of code and the

number of bug-fixing commits of each module (the list
of modules is stored in a configuration file).
• Computation of the activity of each developer on each

module.
• Computation of the activity of developers at the project

level.
The data produced for each repository is then aggregated

by a global analysis that uses the R programming language
and produces all the results presented in this paper and in
the additional results available online.

10.3 Replication Data
Our replication package also provides data that can be

reused for future studies. It includes the information de-
scribed in Section 5 which is given as input to the analy-
ses described above, and activity information, which can be
reused to compute other metrics than developer turnover
(such as code ownership for instance [16]).

For each repository, the data provided as input of the
analyses is the following:
• The author renaming information.
• The lists of modules extracted with the different mod-

ularization techniques.
• The commit id of the S0 release.
• The commit ids of the bug-fixing commits performed

in S0 release’s maintenance branch.
This data is stored in a single JSON file and thus can be
easily reused.

Besides the final results provided by the global analysis
that are presented in this paper, each analysis produces in-
termediary results that are stored in a MongoDB database.
The data stored in this database consist in a monthly mea-
sure of activity (code churn) for each developer and module,
and each month prior to the S0 release up to the start of the
Git history of the repository.
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Abstract—Mobile apps are becoming complex software sys-
tems that must be developed quickly and evolve continuously
to fit new user requirements and execution contexts. However,
addressing these requirements may result in poor design choices,
also known as antipatterns, which may incidentally degrade
software quality and performance. Thus, the automatic detection
and tracking of antipatterns in this apps are important activities
in order to ease both maintenance and evolution. Moreover,
they guide developers to refactor their applications and thus,
to improve their quality. While antipatterns are well-known in
object-oriented applications, their study in mobile applications
is still in its infancy. In this paper, we analyze the evolution of
mobile apps quality on 3, 568 versions of 106 popular Android
applications downloaded from the Google Play Store. For this
purpose, we use a tooled approach, called PAPRIKA, to identify 3
object-oriented and 4 Android-specific antipatterns from binaries
of mobile apps, and to analyze their quality along evolutions.

Keywords—Android, antipattern, mobile app, software quality.

I. INTRODUCTION

Software evolve over time, inevitably, to cope with the in-
troduction of new requirements, to adapt to new environments,
to fix bugs, or to improve software design. However, regardless
of the type of changes performed, the software quality may
deteriorate as a result of software aging [38].

Software quality declines along evolutions because of the
injection of poor design and implementation choices into
software. Code smells and antipatterns are symptoms of such
bad choices [17]. Additionally, the introduction of antipatterns
may affect software maintainability [53], [54], increase the
change-proneness [26], the fault-proneness [27], and the com-
plexity [50] of software modules. Therefore, the existence of
antipatterns in software is a relevant indicator of its quality.

The research community recognized this issue and pro-
posed several techniques to detect code smells and antipat-
terns [34], [37]. Most of them are concerned with identifying
possible deviations from Object-Oriented (OO) principles,
such as functional decomposition and encapsulation. Despite
the availability of software development kits for mobile apps,
specific code smells and antipatterns may still emerge, due to
the limitations and constraints on resource like memory, CPU
or screen sizes. Mobile apps may also exhibit OO code smells
and antipatterns, such as Blob class, which may decrease their
quality as they evolve. To the best of our knowledge, most
of the proposed techniques and methods for code smells and
antipatterns detection in mobile applications do not involve

large empirical data to give a genuine picture of the issue,
rather they detect antipatterns on a single version of few
specific open source systems [49]. This is all the more true in
the case of techniques for Android applications as the research
field is in its infancy. Also, OO antipatterns and mobile-specific
ones are rarely studied together in order to assess the software
quality of Android applications.

Regarding software quality along software evolutions, most
techniques are based on the analysis of variation of software
metrics over time. For instance, studies have been performed
on the distribution of bug introduction to software along its
evolutions [36] or on an aggregation of metrics as a quality
indicator [20]. However, these techniques were not applied to
mobile applications.

In this paper, we present a fully automated approach that
monitors the evolution of mobile apps and assesses their
quality by considering antipatterns. To this end, we propose a
software quality estimation technique based on the consistency
between software artifacts size and OO and Android antipat-
terns. To identify these antipatterns from Android applications,
we use a metrics-based detection technique. Rather than eval-
uating each application independently, our approach leverages
the whole dataset to detect and evaluate the evolution of
antipatterns in each application. The antipatterns detection and
quality tracking are automatic processes included in PAPRIKA,
our tooled approach. Typically, we intend to answer the two
following research questions:

• RQ1: Can we infer software quality evolution trends
across different versions of Android applications?

• RQ2: How does software quality evolve in Android
applications?

The rationale behind our approach is the close relationship
between antipatterns and software artifacts size. A recent
large empirical study [45] showed that most antipatterns are
introduced at the creation of software artifacts. The same
study indicates that some antipatterns are introduced as a
result of several changes performed on software artifacts along
evolutions. Based on these findings, we propose to study the
variations between software artifacts sizes and the number of
antipatterns contained in them. Typically, we intend to track
the lack of correlation between the number of antipatterns
and the software size along evolutions. Our study is based
on a dataset made of 106 Android applications and 3, 568
versions. We choose popular applications from the Google Play
Store in order to be representative of complex and up-to-date



applications. However, most of these applications are not open-
source. Thus, it was necessary to detect the antipatterns at the
bytecode granularity. In this way, our approach could be used
by both developers and app store providers to track the apps
quality evolution at both global and local scales.

The main contributions of this paper are: (1) an approach
to track and evaluate the quality of android apps along their
evolutions via the detection of antipatterns, (2) the observation
of particular relationships between these antipatterns in the
case of mobile applications, (3) the identification of 5 quality
evolution trends and their possible causes inferred by the
analysis of our dataset and, finally (4) an empirical study
involving over 3500 version on which we apply our tooled
approach.

This paper is organized as follows: Section II gives a brief
background on Android apps and bytecode-based techniques.
Section III discusses different contributions related to our
work. Our automatic tooled approach, PAPRIKA, is detailed
in Section IV. The results of the application of our approach
are presented in Section V. Section VI concludes the paper.

II. BACKGROUND ON ANDROID PACKAGE AND
BYTECODE

This section provides a short overview of the specificities
of Android Application Package (APK) and Dalvik bytecode.

Android apps are distributed using the APK file format.
APK files are archive files in a ZIP format, which are organized
as follows: 1) the file AndroidManifest.xml describes
application metadata including name, version, permissions and
referenced library files of the application, 2) the directory
META-INF that contains meta-data and certificate informa-
tion, 3) an asset and a res directory containing non-
compiled resources, 4) a lib directory for eventual native
code used as library, 5) a resources.arsc file for pre-
compiled resources, and 6) a .dex file containing the com-
piled application classes and code in dex file format [5]. While
Android apps are developed using the Java language, they use
the Dalvik Virtual Machine as a runtime environment. The
main difference between the Java Virtual Machine (JVM) and
the Dalvik Virtual Machine is that Dalvik is register-based,
in order to be memory efficient compared to the stack-based
JVM [5]. The resulting bytecode compiled from Java sources
and interpreted by the Dalvik Virtual Machine is therefore
different.

Disassembler exists for the Dex format [8] and tools to
transform the bytecode into intermediate languages or even
Java are numerous [11], [14], [21], [42]. However, there is
an important loss of information during this transformation
for all the existing approaches. For instance, additional algo-
rithms have to be used to infer the type of local variables
or to determine the type of branches as for, while and
if constructions are replaced by goto instructions in the
bytecode [5], [14]. Some dependencies are also absent from
the Dex files, resulting in phantom classes, which cannot be
analyzed without the source code. And, of course, the native
code included in the lib directory cannot be decompiled with
these tools. It is also important to note that around 30% of
all the mobile apps distributed on the Google Play Store are
obfuscated [52] in order to prevent reverse-engineering. The

ProGuard tool used to obfuscate code is even pre-installed on
the beta of Android Studio provided by Google to replace
Eclipse ADT [3]. It is likely that code obfuscation will be even
more common in the future. With obfuscation, most classes and
methods are renamed, often with just one or two alphabetical
characters, leading to the loss of most of lexical properties.
Fortunately, the application structure is preserved and classes
from the Android Framework are not renamed, thus allowing
to retrieve some information from the classes that inherit them.

III. RELATED WORK

In this section, we discuss the relevant literature about
analysis and antipatterns detection in mobile apps and related
work on software evolution.

Mobile apps are mostly developed using OO languages,
such as Java or Objective-C. Since their definition by Chi-
damber and Kemerer [19], OO metrics have gained popularity
to assess software quality. Numerous works validated OO
metrics to be efficient quality indicators [12], [15], [28], [43].
This has lead to the creation of tooled approaches, such as
DECOR [35] or IPLASMA [31], which use OO metrics to
detect code smells and antipatterns in OO applications. Most
of the code smells and antipatterns, like long method or blob
class, detected by these approaches are inspired by the work
of Fowler [23] and Brown et al. [17]. These approaches are
compatible with Java, but since they were mostly developed
before the emergence of mobile apps they are not taking
into account the specificities of Android apps and are not
compatible with Dex bytecode.

With regard to mobile apps, Linares-Vásquez et al. [29]
used DECOR to perform the detection of 18 different OO
antipatterns in mobile apps built using Java Mobile Edition
(J2ME) [6]. This large-scale study was performed on 1, 343
apps and shows that the presence of antipatterns negatively
impacts the software quality metrics, in particular metrics re-
lated to fault-proneness. They also found that some antipatterns
are more common with certain categories of Java mobile apps.
Specifically in Android apps, Verloop [49] used popular Java
refactoring tools, such as PMD [7] or JDEODORANT [44] to
detect code smells, like large class or long method in open-
source software. They found that antipatterns tend to appear at
different frequencies in classes that inherit from the Android
Framework (called core classes) compare to classes which
are not (called non-core classes). For example, long method
was detected twice as much in core classes in term of ratio.
However, they did not considered Android-specific antipatterns
in both of these studies.

The detection and the specification of mobile-specific
antipatterns are still considered as open issues. Reimann et
al. [39] propose a catalog of 30 quality smells dedicated
to Android. These code smells are mainly originated from
the good and bad practices documented online in Android
documentations or by developers reporting their experience on
blogs. They are concerning various aspect like implementa-
tions, user interfaces or database usages. They are reported
to have a negative impact on properties, such as efficiency,
user experience or security. We chose to detect some of
these code smells with our approach, which are presented in
Section IV-D. We selected antipatterns that can be detected by



static analysis and despite code obfuscation. Reimann et al.
are also offering the detection and correction of code smells
via the REFACTORY tool [40]. This tool can detect the code
smells from an EMF model. The source code can be converted
to EMF if necessary. However, we have not been yet able to
execute this tool on an Android app. Moreover, there is no
evidence that all the antipatterns of the catalog are detectable
using this approach.

Concerning the analysis of Android apps and the study of
their specificities, the SAMOA [33] tool allows developers
to analyze their mobile apps from the source code. The tool
collects metrics, such as the number of packages, lines of
code, or the cyclomatic complexity. It also provides a way
to visualize external API calls as well as the evolution of
metrics along versions and a comparison with other analyzed
apps. They performed this analysis on 20 applications and
discovered that they are significantly different from classical
software systems. They are smaller, and make an intensive
usage of external libraries, which leads to a more complex code
to understand during maintenance activities. Ruiz et al. [41]
analyzed Android packages to understand the reuse of classes
in Android apps. They extract bytecode and then analyze class
signatures for this purpose. They discovered that software
reuse via inheritance, libraries, and frameworks is prevalent
in mobile apps compared to regular software. Xu [52] also
examined APKs of 122, 570 applications and determines that
developer errors are common in manifest and permissions. He
also analyzed the apps’ code and observed that Java reflection
and code obfuscation are widely used in mobile apps, making
reverse-engineering harder. He also noticed the heavy usage of
external libraries in its corpus of analyzed apps. Nonetheless,
antipatterns were not considered as part of these studies.

Much work has been done concerning the assessment
of software quality throughout the evolution of OO non-
mobile applications. Zhu et al. [56] monitor software quality
throughout the evolution by considering three different mod-
ularity views: Package, Structural and Semantic. They assess
software quality by computing the deviation trends between
the considered modular views to indicate on quality evolution.
The idea behind their approach is that if the considered
different views are well aligned, then software quality is
good. They studied the quality evolution of three open source
Java systems. Zhang and Kim [55] propose to study software
evolution quality by monitoring the number of defects using
Statistical Process Control (SPC) and control charts (c-charts).
They examined over 60 c-charts representing different Eclipse
and Gnome components and identified 6 common quality
evolution patterns. The quality evolution patterns serve as
indicators of symptomatic situations that development teams
should address. For instance, the Roller Coaster pattern, which
represents large variations of defect numbers, suggests that
software quality is unstable and that better management and
planning is required to ensure high and consistent quality.
Tufano et al. [45] conducted a large scale empirical study
to investigate the code smells introduction by developers
by analyzing the change history of software projects. The
authors aim at identifying how code smells are introduced in
software along its evolutions. Their major findings are that
most code smells are introduced when files are created and
new features are developed or existing ones are enhanced. Van
Emden and Moonen [48] propose an approach to detect code

smells in Java programs. They distinguish between two type
of smells: primitive smells which are detected directly from
code and derived smells which are deduced from the context.
The detected antipatterns are then presented to the developers
for inspection and quality assurance using visualization. In
this approach, the developers are left with the responsibility
of assessing the quality by analyzing the visualization. Our
approach provides the developers an estimation of software
quality based on antipatterns.

Unlike the above mentioned contributions, and regardless
of software quality along evolutions, some studies analyze
software evolution to abstract higher level information with the
purpose of comprehension. Barry et al. [13] propose a method
to identify software evolution patterns. The pattern identifi-
cation is based on software volatility information. Volatility
is approximated by computing the amplitude, dispersion, and
periodicity of software changes at regular intervals in the
software history. Each period is defined by a volatility class,
and sequence analysis is applied to reveal similar patterns
in time. Xing and Stroulia [51] present an approach for
understanding evolution phases and styles of object-oriented
systems. The authors use a structural differencing algorithm
to compare changing system class models over time, and
gather the system’s evolution profile. The resulting sequence
of structural changes is then analyzed to gain insight about
the system’s evolution. Finally, Benomar et al. [16] investigate
the automatic detection of software development phases by
studying software evolutions. They use a search-based tech-
nique to identify software evolution periods having similar
development activities. Search heuristics, such as development
rate, importance and type of changes are used to define and
understand software evolution.

Our proposed approach aims at identifying hotspots in
terms of software quality along evolutions. We consider the
analysis of mobile apps evolution and apply a novel approach
to detect antipatterns, which we use to estimate the software
quality. The proposed approach is automatic and takes as
input versions of mobile apps and monitors their quality along
evolutions.

IV. PAPRIKA: A TOOLED APPROACH TO DETECT
SOFTWARE ANTI-PATTERNS

In this section, we introduce the key components of PA-
PRIKA, our tooled approach for analyzing the design of mobile
apps in order to detect software antipatterns.

A. Overview of the Approach

PAPRIKA builds on a four-step approach, which is sum-
marized in Figure 1. As a first step, PAPRIKA parses the
APK file of the mobile app under analysis to extract some
metadata (e.g., app name, package) and a representation of the
code. Additional metadata (e.g., rating, number of downloads)
are also extracted from the Google Play Store and passed as
arguments. This representation is then automatically visited
to compute a model of the code (including classes, methods,
attributes) as a graph annotated with a set of raw quality
metrics (cf. Section V). As a second step, this model stored
into a graph database (cf. Section IV-C). The third step consists
in querying the graph to detect the presence of common



antipatterns in the code of the analyzed apps (cf. Section IV-D).
PAPRIKA is built from a set of components fitting these steps in
order to leverage different analyzers, databases or antipatterns
detection mechanisms. Each analyzed APK is automatically
stored into the database. Thus the database can contains a
version history for each analyzed application. Finally, the last
step use this version history to compute a software quality
evolution score (cf. Section IV-E).

B. Step 1: Collecting Metrics from Application Artifacts

Input: One APK file and its corresponding metadata.

Output: A PAPRIKA quality model including entities, proper-
ties and metrics.

Description: This steps consists in generating a model of
the mobile app and extracting the raw quality metrics from
an input artifact. This model is built incrementally, while
analyzing the bytecode, and complemented with properties
collected from the Google Play Store. From this representation,
PAPRIKA builds a model based on eight entities: App, Class,
Method, Attribute, Variable,ExternalClass and External-
Method. ExternalClass and ExternalMethod represents en-
tities from the Java API, the Android framework or third-party
libraries. The properties described in Table I are attached as
attributes to these entities, while they are linked together by
the relationships reported in Table II.

TABLE I. LIST OF PAPRIKA PROPERTIES.

Name Entities Comments
name All Name of the entity
app_key All Unique id of an application
rating App Rating on the store
date_download App APK download date
date_analysis App Date of the analysis
package App Name of the main package
size App APK size (MB)
developer App Developer name
category App Category in the store
price App Price in the store
nb_download App Number of downloads from the store
parent_name Class For inheritance
modifier Class public, protected or private

Variable
Method

type Variable Object type of the variable
full_name Method method_name#class_name
return_type Method Return type of the method
position Argument Argument position in the method signature

TABLE II. LIST OF PAPRIKA RELATIONSHIPS.

Name Entities
APP_OWNS_CLASS App – Class
CLASS_OWNS_METHOD Class – Method
CLASS_OWNS_ATTRIBUTE Class – Attribute
METHOD_OWNS_ARGUMENT Method – Argument
EXTENDS Class – Class
IMPLEMENTS Class – Class
CALLS Method – (External)Method
USES Method – Variable

PAPRIKA proceeds with the extraction of metrics for each
entity. The 34 metrics currently available in PAPRIKA are
reported in Table III. PAPRIKA supports two kinds of met-
rics: OO and Android-specific. Boolean metrics are used to
determine different kinds of entities, whereas integers are used
for counters or when the metrics are aggregated. Contrary to
the properties, metrics often require computation or to process

the bytecode representation. For example, it is necessary to
browse the inheritance tree in order to determine if a class
inherits from some Android Framework-specific fundamentals
classes, which include:

• Activity represents a single screen on the user interface.
Activity may start others activities from the same or a
different application;

• Service is a task that runs in the background to perform
long-running operations or to work for remote processes;

• Content provider manages shared data between apps;
• Broadcast receiver can listen and respond to system-wide

broadcast announcements from the system or other apps;
• Application is used to maintain a global application state.

Some composite metrics, such as ClassComplexity, re-
quire more computation based on other raw metrics, thus they
are computed at the end of the process.

Implementation: We use the SOOT framework [47] and its
DEXPLER module [14] to analyze APK artifacts. SOOT con-
verts the Dalvik bytecode of mobile apps into a SOOT internal
representation, which is similar to the Java language. SOOT can
also be used to generate the call graph of the mobile app. This
model is built incrementally by visiting the internal represen-
tation of SOOT, and complemented with properties collected
from the Google Play Store. Then, PAPRIKA proceeds with
the extraction of metrics for each entity by exploring the
SOOT model. In order to optimize performance and to reduce
execution time, these steps are not executed sequentially, but
in an opportunistic way while visiting the SOOT model.

Compared to traditional approaches for antipattern detec-
tion [49], using bytecode analysis instead of source code
analysis raises some technical issues. For example, we cannot
directly access widely-used metrics, such as the number of
lines of codes or the number of declared locals of a method.
Therefore, we use abstract metrics, that are approximations of
the missing ones, like the number of instructions to approxi-
mate the number of lines of code.

Moreover, as mentioned previously, many applications
available on Android markets are obfuscated to optimize size
and make reverse-engineering harder. Most methods, attributes,
and classes are therefore renamed with single letters. Thus, we
cannot rely on lexical data to compute some quality metrics
and we have to apply some bypass strategies. For instance, to
determine the presence of getters/setters, we are not observing
the method names, rather we focus on the number and types of
instructions as well as the variables accessed by the method.

C. Step 2: Converting Paprika Model as a Graph Model

Input: A PAPRIKA quality model with entities, properties and
metrics.

Output: A software quality graph model stored in a database.

Description: We aim at providing a scalable solution to
analyze mobile apps at large. We also wants to keep an history
of each version analysis. Therefore, we use a graph database
as a flexible yet efficient solution to store and query the app
model annotated with quality metrics extracted by PAPRIKA.

Since this kind of database is not depending on a rigid
schema, the PAPRIKA model is almost as it is described in
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Fig. 1. Overview of the PAPRIKA approach to detect software antipatterns in mobile apps and analyze their evolution.

TABLE III. LIST OF PAPRIKA METRICS

Name Type Entities Comments
NumberOfClasses OO App
NumberOfInterfaces OO App
NumberOfAbstractClasses OO App
NumberOfMethods OO Class
DepthOfInheritance OO Class Integer value, minimum is 1.
NumberOfImplementedInterfaces OO Class
NumberOfAttributes OO Class
NumberOfChildren OO Class
ClassComplexity OO Class Sum of methods complexity, Integer value
CouplingBetweenObjects OO Class Chidamber and Kemerer [19], Integer value
LackofCohesionInMethods OO Class LCOM2 [19], Integer value
IsAbstract OO Class, Method
IsFinal OO Class, Variable, Method
IsStatic OO Class, Variable, Method
IsInnerClass OO Class
IsInterface OO Class
NumberOfParameters OO Method
NumberOfDeclaredLocals OO Method Can be different from source code
NumberOfInstructions OO Method Related to number of lines in source code
NumberOfDirectCalls OO Method Numbers of calls made by the method
NumberOfCallers OO Method Numbers of called made by other methods
CyclomaticComplexity OO Method McCabe [32], Integer value
IsGetter OO Method Computed to bypass obfuscation
IsSetter OO Method Computed to bypass obfuscation
IsInit OO Method Constructor
IsSynchronized OO Method
NumberOfActivities Android App
NumberOfBroadcastReceivers Android App
NumberOfContentProviders Android App
NumberOfServices Android App
IsActivity Android Class
IsApplication Android Class
IsBroadcastReceiver Android Class
IsContentProvider Android Class
IsService Android Class

the previous section. All PAPRIKA entities are represented by
nodes, their attributes and metrics are properties attached to
these nodes. The relationships between entities are represented
by one-way edges.

Implementation: We selected the graph database NEO4J [10]
and we used its Java-embedded version. We chose NEO4J
because, when combined with the CYPHER [9] query language,
it offers good performance on large-scale datasets, especially
when embedded in Java [25]. Furthermore, NEO4J is also able
to contain a maximum of 235 nodes and relationships, which
match our scalability requirements. Finally, NEO4J offers a
straightforward conversion from the PAPRIKA quality metrics
model to the graph database.

D. Step 3: Detecting Anti-patterns from Graph Queries

Input: A graph database containing a model of the mobile
apps to analyze and the antipatterns queries.

Output: Software antipatterns detected in the applications.

Description: Once the model loaded and indexed by the
graph database, we use the database query language to detect
common software antipatterns. Entity nodes which implements

antipatterns are returned as results for all analyzed applica-
tions. The results are grouped by versions.

Implementation: We use the CYPHER query language [9] to
detect common software antipatterns as illustrated in Listings 1
and 2.

All OO antipatterns are detected using a threshold to
identify abnormally high value from others commons values.
To define such thresholds, we collect all the values of a specific
metric for the whole dataset and we identify outliers. We use
a Tukey Box plot [46] for this task. All values superior to the
upper whisker are considered as very high whereas all values
inferior to the lower one are very low. The upper border of
the box represents the first quartile (Q1) whereas the lower
border is the third quartile (Q3), the distance between Q1 and
Q3 is called the interquartile range (IQR). The upper whisker
value is given by the formula Q3+1.5×IQR, which is equal
to 15 for the number of methods in our example for Blob
Class as described in Listing 1. It means that if the number
of methods exceeds 15, then it is considered as an outlier and
can be tagged as a class containing a high number of methods.
By combining the three thresholds, we are able to detect Blob
classes. The usage of this statistical method allows us to set
thresholds that are specific to the input dataset, consequently



results may vary depending on the mobile apps included in the
analysis process. Thus, the thresholds are representative of all
applications in the dataset and not only the currently analyzed
application.

Currently, PAPRIKA supports 7 antipatterns, including 4
Android-specific antipatterns:

Blob Class (BLOB) - OO: A Blob class, also know as
God class, is a class with a large number of attributes and/or
methods [17]. The Blob class handles a lot of responsibilities
compared to other classes. Attributes and methods of this class
are related to different concepts and processes, implying a
very low cohesion. Blob classes are also often associated with
numerous data classes. Blob classes are hard to maintain and
increase the difficulty to modify the software. In PAPRIKA,
classes are identified as Blob classes whenever the metrics
numbers_of_attributes, number_of_methods and
lack_of_cohesion_in_methods are very high. The
CYPHER query for this antipattern is described in Listing 1.

Listing 1. CYPHER query to detect a Blob class.
MATCH (cl:Class)
WHERE cl.lack_of_cohesion_in_methods > 20

AND cl.number_of_methods > 15
AND cl.number_of_attributes > 8

RETURN cl

Long Method (LM) - OO: Long methods are imple-
mented with much more lines of code than other methods.
They are often very complex, and thus hard to understand and
maintain. These methods can be split into smaller methods to
fix the problem [23]. PAPRIKA identifies a long method when
the number of instructions for one method is very high.

Complex Class (CC) - OO: A complex class is a class
containing complex methods. Again, these classes are hard
to understand and maintain and need to be refactored [23].
The class complexity is calculated by summing the internal
methods complexities. The complexity of a method can be
calculated using McCabe’s Cyclomatic Complexity [32].

Member Ignoring Method (MIM) - Android: In An-
droid, when a method does not access to an object attribute, it
is recommended to use a static method. The static method
invocations are about 15%–20% faster than a dynamic in-
vocation [2], [18]. PAPRIKA can detect such methods since
the access of an attribute by a method is extracted during
the analysis phase. The CYPHER query for this antipattern is
described in Listing 2. This request explores node properties
to return non-static methods that are not constructors and
relations to detect methods that are not using any class variable
nor calling other methods. Such detected methods could have
been made static to increase performance without any other
consequences on the implementation.

Listing 2. Cypher query to detect Member Ignoring Method.
MATCH (m:Method)
WHERE NOT HAS(.‘is_static‘)
AND NOT HAS(m.is_init)
AND NOT m-[:USES]->(:Variable)
AND NOT (m)-[:CALLS]->(:Method)
RETURN m

Leaking Inner Class (LIC) - Android: In Java, non-
static inner and anonymous classes are holding a reference
to the outer class, whereas static inner classes are not. This
could provoke a memory leak in Android systems [18], [30].
Given that the PAPRIKA model contains all inner classes of
the application and a metric to identify static class is attached
to classes, leaking inner classes are detected by a dedicated
query in PAPRIKA.

UI Overdraw (UIO) - Android: The Android Frame-
work API provides two methods in the Canvas Class
(clipRect() quickReject()) to avoid the overdraw of
non-modified part of the UI. The usage of these method is
recommended by Google to increase app performance and
improve user experience [1]. Thus, we are using the data stored
in PAPRIKA database external API calls to detect views which
not use one of these methods.

Heavy Broadcast Receiver (HBR) - Android: Similarly
to services, android broadcast receivers can trigger ANR when
their onReceive() methods perform lengthy operations [4].
Therefore, we are using the same heuristic to detect them.

E. Step 4: Computing Software Quality using Anti-patterns

Input: The Android application detected antipatterns.

Output: Evolution of software quality score throughout the
mobile applications versions.

Description: This step consists of scoring each version of the
mobile application. The score serves as an estimation of the
mobile app quality in a particular version. Our estimation of
software quality is based on the consistency between applica-
tions size and the number of detected antipatterns. Typically,
we compute a quality score for each version of the application
and track the values of the score along the entire history of
the application (successive versions).

Implementation: To compute our software quality score, we
first build an estimation model using linear regression. The
linear regression model represents the relationship between
the number of antipatterns and the size of an application.
The linear regression is computed by minimization of squared
residuals. The number of classes is used at explanatory variable
for BLOB (r=0.90), LM (r=0.91), CC (r=0.92), MIM (r=0.80).
The number of inner classes is used for LIC (r=0.80). The
number of views and the number of broadcast receivers are
respectively used for UIO (r=0.95) and HBR (r=0.88). Then,
the software quality score of an application at a particular
version, with a value for the number of antipatterns and a value
of size, is computed as the additive inverse of the residual. A
larger positive residual value suggests worst software quality
because it means that the current observed version of the ap-
plication has more antipatterns with respect to its size than the
norm (linear regression). Conversely, a larger negative residual
value implies better quality because of the lower number of
antipatterns in the current observed version. Figure 2 ilustrates
how the quality score is estimated from the linear regression
computed from our dataset.

Additionally, software quality score at any version is
computed as an aggregation of the software quality scores
of the preceding versions. The aggregation is performed by
computing the average of previous versions scores. Hence, the



Fig. 2. Example of residuals for linear regression used for quality estimation.

effect of past versions is propagated along the evolution of the
application. The scores are computed for each antipattern.

V. EMPIRICAL STUDY

A. Dataset

As mentioned before, this study is based on a large dataset
of Android applications downloaded from the Google Play
Store. The fact that PAPRIKA operates on the applications’
binaries allowed us to gather a wide variety of Android
applications. The only challenge we had in data collection was
to find a sufficient number of versions of applications so that
our tracking of software quality makes sense.

We consider 106 Android applications that differ both in in-
ternal attributes, such as their size, and external attributes from
the perspective of end users. Our tooled approach, PAPRIKA, is
used to track software quality of Android applications. To this
end, we collected several versions of each applications to form
a total of 3, 568 versions, which we used to estimate software
quality. These apps were collected between June 2013 and
June 2014 from the top 150 of each category of the Google
Play Store. Each app has a minimum of 20 versions. The
detailed list of versions is located at https://goo.gl/MktCYM.
We present the empirical data from different viewpoints, to
illustrate the diversity of our dataset.

1) Category: We classify the downloaded applications ac-
cording to the category they belong to. All the 24 categories
of Google Play Store are represented in our dataset. Figure 3
shows the number of applications per category. For example,
Twitter app belongs to the category Social in the Google Play
Store. Also, the proportions revealed by Figure 3 are represen-
tative of those found in the Store. In particular, we notice that
the majority of apps belong to one of four categories: Social,
Comunication, Productivity and Photography.

2) Ranking: We describe our dataset from the end users
rankings viewpoint. The distribution of applications, according
to their ranking, is presented in Figure 4. We observe that
most of the applications are ranked above 4.0 (around 90%)
and values follow a normal distribution. Applications ranking
scores are based on a Likert scale and thus, are computed as the
mean of ordinale type values. Although, this is not desirable
from measurement theory perspective [22], these scores give
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Fig. 3. Distribution of the Android application with regards to their category.

some insight about the feeling of end-users towards these
applications.
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3) Download: The number of downloads of Android ap-
plication is also a good indicator of its popularity among end-
users. Our dataset includes applications that vary in number
of downloads. The number of downloads is one of the metrics
that characterizes android applications in the Google Play Store
and is advertised as a token of popularity among end users,
just as the ranking score.

An interesting finding about applications downloads is
its correlation with the application size. Figure 5 plots the
average number of classes in applications versus the number
of downloads. This suggests that larger applications are more
popular, probably providing more valuable features to the end-
users compared to small apps. This observation also supports
the claim that mobile applications are becoming complex
software systems.

4) Versions: The number of versions of an application may
indicate its maturity and the more versions the more stable,
reflected in the appreciation of end-users. However, we can
only collect information about relative time of versions (their
order in time basically) and no information of the absolute time
or the interval periods between versions. Therefore, we cannot
speculate on the relationship between frequency of releases
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and end users ranking scores.

5) Size: The Android applications analyzed in this study
vary in sizes. Among all the versions considered, the sizes
in terms of number of classes range from 8 to over 9, 000
classes. In general, larger applications have more versions,
better ranking scores and are more downloaded. We also
calculated the size in terms of special classes, such as number
of activities, number of views, etc.

B. Analysis Results

We applied PAPRIKA on all the 106 mobile apps and
generated evolution graphs for each application and each
antipattern. Overall, we analyzed over 700 graphs representing
the evolution of the quality scores discussed in Section IV. As
suspected, the evolution of quality varies from one application
to another and thus there is no general trend that reveals itself
across all applications. This is due to the disparity between
mobile apps in terms of antipatterns and size ratios. For
instance, CAMERA360 app has 0.75 MIM antipatterns per
class on average while TO DO CALENDAR PLANNER app has
2.5 MIM antipatterns per class. However, we could observe
relationships across different antipatterns evolution scores and
report some evolution trends of mobile apps quality.

1) Relationships between antipatterns: Our estimation of
quality is based on the correlation between software antipat-
terns and software entities. Some antipatterns have better
correlation with the number classes in mobile apps, such a
BLOB, others are more closely related to the number of views
(e.g., UIO), the number of inner classes (e.g., LIC) or the
number of brodcast receivers (e.g., HBR).

We observe that software evolution graphs based on an-
tipatterns, which correspond to the same type of software
entities, are similar. The type of software entity with which
an antipattern is correlated comes directly from the antipattern
definition. Here, we consider that antipatterns LM and MIM
are correlated to classes although, in reality, they are correlated
to the methods of classes. This approximation is supported by
the correlation score computed between number of classes and
LM and MIM antipatterns (0.8 for both antipatterns). Figure 6
illustrates the similarity of the evolution score for BLOB, CC,
LM and MIM antipatterns for the IMO app. Notice that the 4
quality scores drop and rise in the same manner.
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Fig. 6. Software quality scores of IMO app based on BLOB, CC, LM and
MIM antipatterns.

In some special cases, we observe that the quality score
based on BLOB and the one based on CC or LM evolve in
opposite manner. Figure 7 shows the evolution of the quality
scores based on BLOB and on LM for RETRO CAMERA app.
This situation happens when BLOB antipattern “absorbs” CC
and/or LM antipatterns. Often, a BLOB class is also a complex
class (CC) and contains long complex methods (LM). Such
classes tend to reduce the complexity of surrounding classes
(CC) as well as reducing the length of their methods (LM).
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Fig. 7. Software quality scores of RETRO CAMERA app based on BLOB and
LM antipatterns.

In the case of quality scores based on LIC, UIO and
HBR, the evolution trends are different. These antipatterns
are correlated to inner classes, views and broadcast receivers,
which are special types of classes. They heavily depend
on the mobile app implementation and hence have different
evolutionary paths than the rest of the application. In particular,
the number of views and the number broadcast receivers do
not necessarily change during large periods of the evolution.

2) Quality Evolution Trends: From the analysis of software
quality evolution graphs of the apps and antipatterns consid-
ered in our study, we have established 5 major quality evolution
trends to answer RQ1 : Can we infer software quality evolution
trends across different versions of Android applications?



A) Constant Decline: In general, application size increases
along evolutions and new antipatterns are introduced. This
evolution trend implies that no action has been done to
fix the introduced antipatterns. Hence, quality declines
because new antipatterns are introduced without fixing
older ones. This is the most encountered quality evolution
trend and can be present for either part of the application’s
evolution or for the entire evolution. Figure 8 shows the
constant decline in quality based on LM antipattern.
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Fig. 8. Software quality scores of PICSART app based on LM antipattern.

B) Constant Rise: Despite the fact that application size evolves
along evolutions, there are situations where its evolution
seems controlled and less arbitrary. Such situations where
development teams follow rigorous programming standards
and where software evolution is well structured, exhibit a
constant increase in quality over time regardless of changes
to applications size. For example, FLIPBOARD app size is
changed twice in the 26 considered versions, on versions
19 and 24, but it remains constant otherwise. Figure 9
depicts the constant rise in software quality.
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Fig. 9. Software quality scores of FLIPBOARD app based on CC antipattern.

C) Stability: This evolution trend represents periods where
software quality is constant. The ratio of introduced
antipatterns versus application size is comparable along
several consecutive versions. Usually, this trend appears
during a finite period, such as in the first 10 versions of
FIREFOX app in the LIC based quality shown in Figure 10.
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Fig. 10. Software quality scores of FIREFOX app based on LIC antipattern.

D) Sudden Decline: There are cases where the quality score
drops abruptly at a particular version. It indicates a turning
point in the evolution of the mobile app and is accompa-
nied by a large variation in application size. This drop in
quality at a certain version is propagated to the following
versions and quality remains low as shown in Figure 11.
The rapid decline in quality score of EVERNOTE app,
happens in versions 5 and 6, then quality stabilizes, but
stays low until version 10 to start a constant rise trend.
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Fig. 11. Software quality scores of EVERNOTE app based on BLOB
antipattern.

E) Sudden Rise: It represents the inverse of the previous
trend (D) and is characterized by a rapid increase in
quality score. Figure 12 illustrates the sudden rise trend in
LIC antipattern-based quality of SKYPE app at version 5.
Similarly, we observe the propagation of the good quality
to successive versions (constant good quality). The rapid
increase in quality occurs at the same time of major appli-
cation size change. This suggests that developers perform
refactorings to improve the code structure and enforce solid
programming principles, which reflects on quality.

C. Case Study: Twitter

This section presents the quality evolution analysis of
TWITTER app as an example of how we can utilize our tooled
approach, PAPRIKA, to answer RQ2 : How does software
quality evolve in Android applications?
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Fig. 12. Software quality scores of SKYPE app based on LIC antipattern.

TWITTER app is given a ranking score of 4.1 by end
users. Also, it has been downloaded over 100M times, which
indicates its high popularity. One question worth asking: how
does TWITTER quality evolved over time? To this end, we
applied PAPRIKA on the 75 versions of the app collected.

On the one hand, we investigate the changes in terms of
number of classes that TWITTER app undergoes during its
evolution. Figure 13 plots the number of classes per version.
From the size information, we observe several situations of
interest, which we will use throughout this case study. First,
there is a large addition of classes from version 9 to 12 (from
about 530 to over 2, 800). Second, the app size constantly rises
from versions 19 to 47 and from versions 48 to 74. However,
there is a size drop in the middle of this growth in both
cases (versions 31 and 59), which suggests minor refactorings.
Finally, TWITTER app size declines drastically at version 48
(from about 4, 700 to below 3, 000). This implies that major
refactorings were performed at version 48.
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Fig. 13. Size changes of TWITTER app during evolution.

On the other hand, we analyze the evolution of the quality
scores computed by PAPRIKA. For instance, Figure 14 presents
the CC antipattern-based quality score per version. We focus
on what happens to quality at the situations of interest of app
size explained before. First, the large addition of classes to
the app after version 9 corresponds to a rise in quality, which
indicates that new additions occurred with better design that

improved quality. This amelioration continues until version 31
when quality starts a constant decline trend. This coincides
with the minor refactorings performed at that version as shown
in Figure 13. The same pattern happens again at version 59,
which is consistent with the app size situations. Finally, the
sudden drop in size at version 48 enhanced the quality. This
indicates that many antipatterns problems were resolved while
doing these major refactorings. The quality keeps rising until
the following refactorings at version 59 as mentioned before.
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Fig. 14. Software quality scores of TWITTER app based on CC antipattern.

VI. CONCLUSION AND FUTURE WORK

In this paper, we introduced PAPRIKA, a tooled approach
to monitor the evolution of mobile apps quality based on
antipatterns. The process is fully automatic and takes as input
mobile apps in the form of Android application packages.
PAPRIKA is robust to code obfuscation and identifies antipat-
terns from applications’ bytecode. The antipattern detection is
based on software metrics computed by the tool. We consider
3 Object Oriented antipatterns and 4 Android antipatterns.
The detected antipatterns are utilized in the evaluation of
mobile apps quality. First, we empirically compute a baseline
of software quality from the large set of mobile applications
collected. Then, the quality of a mobile app is estimated as
the deviation from the baseline. In this manner, we analyze
the evolution of a mobile quality by propagating the quality
at a particular version to its subsequent versions. We believe
that our tooled approach could be useful for both Android
app developers and App Store providers since PAPRIKA can
help them to evaluate the quality of one or thousands of app
versions. As future work, we intend to analyze the evolution of
external attributes of mobile apps and investigate their potential
correlation between mobile apps quality. An external attribute
of mobile apps could be the end users impressions. We would
use sentiment analysis [24] to track the evolution of end users
feelings towards apps along with apps quality evolution.
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Abstract. Architecting in the context of variability has become a real
need in todays software development. Modern software systems and their
architecture must adapt dynamically to events coming from the environ-
ment (e.g., workload requested by users, changes in functionality) and the
execution platform (e.g., resource availability). Component-based archi-
tectures have shown to be very suited for self-adaptation especially with
their dynamical reconfiguration capabilities. However, existing solutions
for reconfiguration often rely on low level, imperative, and non formal
languages. This paper presents Ctrl-F, a domain-specific language whose
objective is to provide high-level support for describing adaptation be-
haviours and policies in component-based architectures. It relies on reac-
tive programming for formal verification and control of reconfigurations.
We integrate Ctrl-F with the FraSCAti Service Component Architecture
middleware platform, and apply it to the Znn.com self-adaptive case
study.

1 Introduction

From tiny applications embedded in house appliances or automobiles to huge
Cloud services, nowadays software-intensive systems have to fulfill a number of
requirements in terms safety and Quality of Service (QoS) while facing highly
dynamic environments (e.g., varying workloads and changing user requirements)
and platforms (e.g., resource availability). This leads to the necessity to engineer
such software systems with principles of self-adaptiveness, i.e., to equip these
software systems with capabilities to cope with dynamically changes.

Component-based Architecture. Software architecture and more specifically soft-
ware components have played a very important role in self-adaptiveness. Besides
the usual benefits of modularity and reuse, adaptability and reconfigurability are
key properties which are sought with this approach: one wants to be able to adapt
the component assemblies in order to cope with new requirements and new exe-
cution conditions occurring at run-time. Component-based Architecture defines
the high-level structure of software systems by describing how they are organized
by the means of a composition of components [15], which are usually captured
by an Architecture Description Languages (ADL). In spite of the diversity of
ADLs, the architectural elements proposed in almost all of them follow the same

Huitièmes journées nationales du GDR GPL – 8 au 10 juin 2016

142



2 Frederico Alvares de Oliveira Jr., Eric Rutten, Lionel Seinturier

conceptual basis [13]. A component is defined as the most elementary unit of
processing or data and it is usually decomposed into two parts: the implementa-
tion and the interface. The implementation describes the internal behaviour of
the component, whereas the interfaces define how the component should inter-
act with the environment. A component can be defined as atomic or composite,
i.e., composed of other components. A connector mediates diverse forms of in-
teractions of inter-component communications, and configuration corresponds
to a directed graph of components and connectors describing the application’s
structure. Other elements like attributes, constraints or architectural styles also
appear in ADLs [13], but for brevity we omit further details on these elements.

Initial assemblies (or configurations) are usually defined with the help of
ADLs, whereas adaptive behaviours are achieved by programming fine-grained
actions (e.g., to add, remove, connect elements), in either general-purpose lan-
guages within reflective component-based middleware plaforms [20], or with the
support of reconfiguration domain-specific languages (DSLs)[8]. This low level
of abstraction may turn the definition of transitions among configurations into
a very costly task, which consequently may lead to error-prone adaptive be-
haviours. In fact, it may be non-trivial, especially for large and complex archi-
tectures, to obtain assurances and guarantees about the result of these reconfig-
uration behaviours. We claim that there is a need for a language, not only for
the definition of configurations in the form of component assemblies, but also for
the explicit specification of the transitions among them and the policies driving
when and under which conditions reconfigurations should be triggered.

This paper presents Ctrl-F, a language that extends classic ADLs with high-
level constructs to express the dynamicity of component-based architectures. In
addition to the usual description of assemblies (configurations), Ctrl-F also com-
prises a set of constructs that are dedicated for the description of: (i) behavioural
aspects, that is, the order and/or conditions under which reconfigurations take
place; and (ii) policies that have to be enforced all along the execution.

Heptagon/BZR. We formally define the semantics of Ctrl-F with Heptagon/BZR
[10], a Reactive Language based on Finite State Automata (FSA). It allows for
the definition of generalized Moore machines, with mixed data-flow equations
and automata. A distinguished characteristics is that its compilation involves
formal tools for Discrete Controller Synthesis (DCS): a controller is automati-
cally generated so as to enforce that a system behaves at runtime in concordance
with the specification. The Heptagon/BZR definition of Ctrl-F programs allows
to benefit from: (i) guarantees on the correctness of adaptive behaviours by either
verification or control (i.e., by DCS); (ii) the compilation of adaptive behaviours
towards executable code in general purpose languages (e.g., Java or C). Due to
space limitation, the detailed definition is reported on elsewhere [1].

In the remainder of this paper, Sections 2 presents the self-adaptation case
study Znn.com [7], used all along the paper. Section 3 presents the Ctrl-F lan-
guage. Section 4 provides some details on its integration with a real component
platform as well as the evaluation of its applicability through Znn.com. Related
work is discussed in Section 5 and Section 6 concludes this paper.
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2 The Znn.com Example Application

Znn.com [7] is an experimental platform for self-adaptive applications, which
mimics a news website. Znn.com follows a typical client-server n-tiers architec-
ture where a load balancer redirects requests from clients to a pool of replicated
servers. The number of active servers can be regulated in order to maintain a
good trade-off between response time and resource utilization. Hence, the ob-
jective of Znn.com is to provide news content to its clients/visitors within a
reasonable response time, while keeping costs as low as possible and/or under
control (i.e., constrained by a certain budget).

At times, the pool of servers is not large enough to provide the desired QoS.
For instance, in order to face workload spikes, Znn.com could be forced to de-
grade the content fidelity so as to require fewer resource to provide the same level
of QoS. For this, Znn.com servers are able to deliver news contents with three
different content fidelity: (i) high quality images, (ii) low quality images, and
(iii) only text. The objectives are: (1) Keep the performance (response time) as
high as possible; (2) Keep content fidelity as high as possible or above a certain
threshold; (3) Keep the number of active servers as low as possible or under a
certain threshold. In order to achieve them, we may tune: (1) The number of
active servers; (2) The content fidelity of each server.

As a running example for our proposal, in the next section, we extend
Znn.com by enabling its replication in presence of different content providers:
one specialized in soccer and another one specialized in politics. These two in-
stances of Znn.com will be sharing the same physical infrastructure. Depending
on the contract signed between the service provider and his/her clients that
establishes the terms of use of the service, Znn.com Service Provider can give
more or less priority to a certain client. For instance, during the World Cup the
content provider specialized in soccer will always have priority over the other
one. Conversely, during the elections, the politics-specialized content provider is
the one that has the priority.

3 Ctrl-F Language

3.1 Overview and Common Concepts

Ctrl-F is our proposal for a domain-specific language that extends classic ADLs
with high-level constructs for describing reconfigurations’ behaviour and policies
to be enforced all along the execution of the target system.

The abstract syntax of Ctrl-F can be divided into two parts: a static one,
which is related to the common architectural concepts (components, connec-
tions, configurations, etc.); and a dynamic one, which refers to reconfiguration
behaviours and policies that must be enforced regardless of the configuration.

The static part of Ctrl-F shares the same concepts of many existing ADLs
(e.g., Fractal [6], Acme [13]). A component consists of a set of interfaces, a set of
event ports, a set of attributes and a set of configurations. Interfaces define how
a component can interact with other components. So they are used to express a
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required functionality (client interface) that may be provided by another com-
ponent and/or to express a provided functionally (server interface) that might
be used by other components. Event Ports describe the events, of the given
Event Type, a component is able to emit (port out) and/or listen to (port in).
A configuration is defined as a set of instances of components, a set of bindings
connecting server and client interfaces of those instances (i.e., an assembly),
and/or a set of attribute assignments to values.

The dynamic part consists of a behaviour and a set of policies that can be
defined for each component. A behaviour takes the form of orders and conditions
(w.r.t. events and attribute values) under which transitions between configura-
tions (reconfigurations) take place. The policies are high-level objectives/con-
straints, which may imply in the inhibition of some of those transitions.

The Znn.com example application of Section 2 can be modeled as a hierarchi-
cal composition of four components: Main, Znn, LoadBalancer, and AppServer.
These components are instantiated according to execution conditions, the system
current state (architectural composition), adaptation behaviours and policies de-
fined within each component. Listing 1.1 shows the definition of such components
with the static part of Ctrl-F.

The Main component (lines 1-14) encompasses two instances of Znn, namely
soccer and politics within a single configuration (lines 7 and 8). The server
interfaces of both instances (lines 9 and 10), which provides access to news
services, are bound to the server interfaces of the Main component (lines 3 and
4) in order for them to be accessed from outside. A policy to be enforced is
defined (line 13) and discussed in Section 3.3.

Component Znn (lines 16-33) consists of one provided interface (line 18)
through which news can be requested. The component listens to events of types
oload (overload) and uload (underload) (lines 20 and 21), which are emitted
by other components. In addition, the component also defines two attributes:
consumption (line 23), which is used to express the level of consumption (in
terms of percentage of CPU) incurred by the component execution; and fidelity
(line 24), which expresses the content fidelity level of the component.

Three configurations are defined for Znn component: conf1, conf2 and conf3.
conf1 (lines 26-33) consists of one instance of each LoadBalancer and AppServer
(lines 27 and 28); one binding to connect them (line 29), another binding to
expose the server interface of the LoadBalancer component as a server interface
of the Znn component (line 30), and the attribute assignments (lines 31 and 32).
The attribute fidelity corresponds to the counterpart of instance as1, whereas
for the consumption it corresponds to the sum of the consumptions of instances
as1 and lb. conf2 (lines 34-39) extends conf1 by adding one more instance of
AppServer, binding it to the LoadBalancer and redefining the attribute values
with respect to the just-added component instance (as2 ).

In that case, the attribute fidelity values the average of the counterparts of
instances as1 and as2 (line 37), whereas for the consumption the same logics is
applied so the consumption of the just-added instance is incorporated to the sum
expression (line 38). Due to lack of space we omit the definition of configuration
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conf3. Nevertheless, it follows the same idea, that is, it extends conf2 by adding
a new instance of AppServer, binding it and redefining the attribute values.

Listing 1.1. Architectural Description of
Components Main, Znn, Load Balancer
and AppServer in Ctrl-F.

1 component Main {
2

3 server interface sis
4 server interface sip
5

6 configuration main {
7 soccer:Znn
8 politics:Znn
9 bind sis to soccer.si

10 bind sip to politics.si
11 }
12

13 policy {...}
14 }
15

16 component Znn {
17

18 server interface si
19

20 port in oload
21 port in uload
22

23 attribute consumption
24 attribute fidelity
25

26 configuration conf1 {
27 lb:LoadBalancer
28 as1:AppServer
29 bind lb.ci1 to as1.si
30 bind lb.si to si
31 set fidelity to as1.fidelity
32 set consumption to sum(as1.

consumption ,lb.consumption)
33 }
34 configuration conf2 extends conf1 {
35 as2:AppServer
36 bind lb.ci2 to as2.si
37 set fidelity to avg(as1.fidelity

,as2.fidelity)

38 set consumption to sum(as1.
consumption ,as2.consumption ,
lb.consumption)

39 }
40

41 configuration conf3 extends conf2
{...}

42

43 behaviour {...}
44 policy {...}
45 }
46

47 component LoadBalancer {
48 server interface si
49 client interface ci1 ,ci2 ,c3
50

51 port out oload
52 port out uload
53

54 attribute consumption =0.2
55 }
56

57 component AppServer {
58 server interface si
59

60 port in oload
61 port in uload
62

63 attribute fidelity
64 attribute consumption
65

66 configuration text {
67 set fidelity to 0.25
68 set consumption to 0.2
69 }
70 configuration img -ld {
71 set fidelity to 0.5
72 set consumption to 0.6
73 }
74 configuration img -hd {...}
75

76 behaviour {...}
77 policy {...}
78 }

Component LoadBalancer (lines 47-55) consists of four interfaces: one pro-
vided (line 48), through which the news are provided; and the others required
(line 49), through which the load balancer delegates each request for balancing
purposes. We assume that this component is able to detect overload and under-
load situations (in terms of number of requests per second) and in order for this
information to be useful for other components we define two event ports that
are used to emit events of type oload and uload (lines 51 and 52). Like for com-
ponent Znn, attribute consumption (line 54) specifies the level of consumption
of the component (e.g., 0.2 to express 20% of CPU consumption). As there is
no explicit definition of configurations, LoadBalancer is implicitly treated as a
single-configuration component.

Lastly, the atomic component AppServer (lines 57-78) has only one interface
(line 58) and listens to events of type oload and uload (lines 60 and 61). It has also
two attributes: fidelity and consumption (lines 63 and 64), just like component
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Znn. Three configurations corresponding to each level of fidelity (lines 66-69,
70-73 and 74) are defined, and the attributes are valuated according to the
configuration in question, i.e., the higher the fidelity the higher the consumption.

3.2 Behaviours

A particular characteristic of Ctrl-F is the capability to comprehensively describe
behaviours in component-based applications. We mean by behaviour the process
in which architectural elements are changed. More precisely, it refers to the order
and conditions under which configurations within a component take place.

Behaviours in Ctrl-F are defined with the aid of a high-level imperative lan-
guage. It consists of a set of behavioural statements (sub-behaviours) that can
be composed together so as to provide more complex behaviours in terms of
sequences of configurations. In this context, a configuration is considered as
an atomic behaviour, i.e., a behaviour that cannot be decomposed into other
sub-behaviours. A reconfiguration occurs when the current configuration is ter-
minated and the next one is started. We assume that configurations do not have
the capability to directly terminate or start themselves, meaning that they are
explicitly requested or ended by behaviour statements according to the defined
events and policies. Nevertheless, as components are capable to emit events,
it would not be unreasonable to define components whose objective is to emit
events in order to force a desired behaviour.

Statements Table 1 summarizes the behaviour statements of the Ctrl-F be-
havioural language. During the execution of a given behaviour B, the when-do
statement states that when a given event of event type ei occurs the configura-
tion(s) that compose(s) B should be terminated and that (those) of the corre-
sponding behaviour Bi are started.

Table 1. Summary of Behaviour Statements.

Statement Description

B when e1 do B1,
... , While executing B when ei execute Bi

en do Bn end

case c1 then B1,
... , Execute Bi if ci holds, otherwise execute Be

cn then Bn

else Be end

B1 | B2 Execute either B1 or B2

B1 || B2 Execute B1 and B2 in parallel

do B every e Execute B and re-execute it at every occurrence of e

The case-then statement is quite similar to when-do. The difference resides
mainly in the fact that a given behaviour Bi is executed if the corresponding
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condition ci holds (e.g., conditions on attribute values), which means that it
does not wait for a given event to occur. In addition, if none of the conditions
holds (c1 ∧ ... ∧ cn = 0), a default behaviour (Be) is executed, which forces the
compiler to choose at least one behaviour. The parallel statement states that two
behaviours are executed at the same time, i.e., at a certain point, there must be
two independent branches of behaviour executing in parallel. This construct is
also useful in the context of atomic components like AppServer, where we could,
for instance, define configurations composed of orthogonal attributes like fidelity
and font size/color (e.g., text || font-huge).

The alternative statement allows to describe choice points among configura-
tions or among more elaborated sequential behaviour statements. They are left
free in local specifications and will be resolved in upper level assemblies, in such
a way as to satisfy the stated policies, by controlling these choice points appro-
priately. Finally, the do-every statement allows for execution of a behaviour B
and re-execution of it at every occurrence of an event of type e. It is noteworthy
that behaviour B is preempted every time an event of type e occurs. In other
words, the configuration(s) currently activated in B is (are) terminated, and the
very first one(s) in B is (are) started.

Example in Znn.com We now illustrate the use of the statements we have
introduced to express adaptation behaviours for components AppServer and Znn
the of Znn.com case study. The expected behaviour for component AppServer is
to pick one of its three configurations (text, img-ld or img-hd) at every occurrence
of events of type oload or uload. To that end, as it can be seen in Listing 1.2,
the behaviour can be decomposed in a do-every statement, which is, in turn,
composed of an alternative one. It is important to mention that the decision on
one or other configuration must be taken at runtime according to input variables
(e.g., income events) and the stated policies, that is, there must be a control
mechanism for reconfigurations that enforces those policies. We come back to
this subject in Section 4.1.

Regarding component Znn, the expected behaviour is to start with the min-
imum number of AppServer instances (configuration conf1 ) and add one more
instance, i.e., leading to configuration conf2, upon an event of type (oload). From
conf2, one more instance must be added, upon an event of type oload leading
to configuration conf3. Alternatively, upon an event of type uload, one instance
of AppServer must be removed, which will lead the application back to config-
uration conf1. Similarly, from configuration conf3, upon a uload event, another
instance must be removed, which leads the application to conf2. It is notorious
that this behaviour can be easily expressed by an automaton, with three states
(one per configuration) and four transitions (triggered upon the occurrence of
oload and uload). However, Ctrl-F is designed to tackle the adaptation control
problem in a higher level, i.e., with process-like statements over configurations.

For these reasons, we describe the behaviour with two embedded do-every
statements, which in turn comprise each a when-do statement, as shown in List-
ing 1.3 (lines 6-14 and 8-12). We also define two auxiliary configurations: emit-
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ter1 (line 2) and emitter2 (line 3), which extend respectively configurations
conf2 and conf3, with an instance of a pre-defined component Emitter. This
component does nothing but emit a given event (e.g., e1 and e2 ) so as to force
a loop step and thus go back to the beginning of the when-do statements. The
main do-every statement (lines 6-14) performs a when-do statement (lines 7-
13) at every occurrence of an event of type e1. In practice, the firing of this
event allows going back to conf1 regardless of the current configuration being
executed. conf1 is executed until the occurrence of an event of type oload (line
7), then the innermost do-every statement is executed (lines 8-12), which in
turn, just like the other one, executes another when-do statement (lines 9-11)
and repeats it at every occurrence of an event of type e2. Again, that structure
allows the application to go back to configuration conf2. Configuration conf2
is executed until an event of type either oload or uload occurs. For the former
case (line 9), another when-do statement takes place, whereas for the latter (line
10) configuration emitter1 is the one that takes place. Essentially, at this point,
an instance of component Emitter is deployed along with conf2, since emitter1
extends conf2. As a consequence, this instance fires an event of type e1, which
forces the application to go back to conf1. The innermost when-do statement
(line 9) consists in executing conf3 until an event of type uload occurs, then
configuration emitter2 takes place, which makes an event of type e2 be fired in
order to force going back to conf2.

It is important to notice that this kind of construction allows to achieve the
desired behaviour while sticking to the language design principles, that is, high-
level process-like constructs and configurations. It also should be remarked that
while in Listing 1.3 we present an imperative approach to forcibly increase the
number of AppServer instances upon uload and oload events, in Listing 1.3 we
leave the choice to the compiler to choose the most suitable fidelity level accord-
ing to the runtime events and conditions. Although there is no straightforward
guideline, an imperative approach is clearly more suitable when the solution is
more sequential and delimited, whereas as the architecture gets bigger, in terms
of configurations, and less sequential, then a declarative definition becomes more
interesting.

Listing 1.2.
AppServer’s
Behaviour.

1 component
2 AppServer {
3 ...
4 behaviour {
5 do
6 text |
7 img -ld |
8 img -hd
9 every

10 (oload
11 or uload)
12 }
13 }

Listing 1.3. Znn’s Behaviour.

1 component Znn {...
2 configuration emitter1 extends conf2 { e:Emitter }
3 configuration emitter2 extends conf3 { e:Emitter }
4

5 behaviour {
6 do
7 conf1 when oload do
8 do
9 conf2 when oload do (conf3 when uload do

emitter2 end),
10 uload do emitter1
11 end
12 every e2
13 end
14 every e1
15 }
16 }
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3.3 Policies

Policies are expressed with high-level constructs for constraints on configura-
tions, either temporal or on attribute values. In general, they define a subset
of all possible global configurations, where the system should remain invariant:
this will be achieved by using the choice points in order to control the recon-
figurations. An intuitive example is that two component instances in parallel
branches might have each several possible configurations, and some of them to
be kept exclusive. This exclusion can be enforced by choosing the appropriate
configurations when starting the components.

Constraints/Optimization on Attributes This kind of constraints are pred-
icates and/or primitives of optimization objectives (i.e., maximize or minimize)
on component attributes. Listing 1.4 illustrates some constraints and optimiza-
tion on component attributes. The first two policies state that the overall fidelity
for component instance soccer should be greater or equal to 0.75, whereas that
of instance politics should be maximized. Putting it differently, instance soccer
must never have its content fidelity degraded, which means that it will have al-
ways priority over politics. The third policy states that the overall consumption
should not exceed 5, which could be interpreted as a constraint on the physical
resource capacity, e.g., the number of available machines or processing units.

Listing 1.4. Example of Constraint and
Optimization on Attributes.

1 component Main { ...
2 policy { soccer.fidelity >= 0.75 }
3 policy { maximize politics.fidelity }
4 policy { (soccer.consumption +
5 politics.consumption) <= 5 }
6 }

Listing 1.5. Example of Temporal
Constraint.

1 component AppServer { ...
2 policy { img -ld succeeds text }
3 policy { img -ld succeeds img -hd }
4 }

Temporal Constraints Temporal constraints are high-level constructs that
take the form of predicates on the order of configurations. These constructs
might be very helpful when there are many possible reconfiguration paths (by
either parallel or alternative composition, for instance), in which case the manual
specification of such constrained behaviour may become a very difficult task.

To specify these constraints, Ctrl-F provides four constructs, as follows:

– conf1 precedes conf2: conf1 must take place right before conf2. It does
not mean that it is the only one, but it should be among the configurations
taking place right before conf2.

– conf1 succeeds conf2: conf1 must take place right after conf2. Like in the
precedes constraint, it does not mean that it is the only one to take place
right after conf2.

– conf1 during conf2: conf1 must take place along with conf2.
– conf1 between (conf2, conf3): once conf2 is started, conf1 cannot be

started and conf3, in turn, cannot be started before conf2 terminates.
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Listing 1.5 shows an example of how to apply temporal constraints, in which
it is stated that configuration img-ld comes right after the termination of either
configuration text or configuration img-ld. In this example, this policy avoids
abrupt changes on the content fidelity, such as going directly from text to image
high definition or the other way around. Again, it does not mean that no other
configuration could take place along with img-ld, but the alternative statement
in the behaviour described in Listing 1.2 leads us to conclude that only img-ld
must take place right after either text or img-hd has been terminated.

4 Heptagon/BZR Model and Implementation

4.1 Modeling Ctrl-F in Heptagon/BZR

As architectures get larger and more complex, conceiving behaviours that re-
spect the stated policies becomes a hard and error-prone task. This is the main
reason why we model Ctrl-F behaviours and policies with Heptagon/BZR. In-
deed, the FSA-based model of Heptagon/BZR allows programs to be formally
exploited and verified by model checking tools [10]. The general model of Ctrl-
F behaviours is as surveyed in Figure 1. Basically, each component accommo-
dates an automaton corresponding to its adaptive behaviour, in which states
correspond to configurations and transitions to reconfigurations. So, based on
a vector of input events (e.g., oload and uload, in the Znn.com example) and
runtime conditions (e.g., on the attribute values), transitions may be triggered
while emitting signals for stopping the current configuration and starting the new
one. In the case the behaviour contains choice points, that is, alternative state-
ments, we model the transition conditions to each one of the choice branches as
free-variables. The resulting controller from the DCS, which takes the form of a
deterministic automata, is in charge of the control on those variables such that,
regardless of the input events, the stated policies are enforced. It is notewor-
thy that although the DCS algorithms has exponential complexity as any other
model checking approach, the controller is synthesized in an off-line manner and
thus with no impact on the running controlled system. The same structural
translation is performed hierarchically for every sub-component, i.e., in every
component instantiated within another component. Due to space limitation, we
have to omit the details on the translation schemes, but the full translation of
Ctrl-F behaviour statements and policies to Heptagon/BZR is available in [1].

4.2 Compilation Tool-chain

As can be seen in Figure 2, the compilation process can be split into two parts: (i)
the reconfiguration logics and (ii) the behaviour/policy control and verification.
The reconfiguration logics is implemented by the ctrlf2fscript compiler, which
takes as input a Ctrl-F definition and generates as output a script containing a
set procedures allowing going from one configuration to another. To this end, we
rely on existing differencing/match algorithms for object-oriented models [23].
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DCS Ctrlr
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DCS Ctrlr

...

...

DCS Ctrlr

...

Current Configuration

Behaviour

Start/Stop
Signals

Input
Events

Controlled Variables

Fig. 1. Role of the Behaviour Automaton over the Transitions.

The behaviour control and verification is performed by the ctrlf2ept compiler,
which takes as input a Ctrl-F definition and provides as output a synchronous
reactive program in Heptagon/BZR. The result of the compilation of an Hep-
tagon/BZR code is a sequential code in a general-purpose programming language
(in our case Java) comprising two methods: reset and step. The former ini-
tializes the internal state of the program, whereas the latter is executed at each
logical step to compute the output values based on a given vector of input values
and the current state.

These methods are typically used by first executing reset and then by en-
closing step in an infinite loop, in which each iteration corresponds to a reaction
to an event (e.g., oload or uload), as sketched in Listing 1.6. The step method
returns a set of signals corresponding to the start or stop of configurations (line
4). From these signals, we can find the appropriate script that embodies the
reconfiguration actions to be executed (lines 5 and 6).

We wrap the control loop logics into three components, which are enclosed
by a composite named Manager. Component EventHandler exposes a service
allowing itself to be sent events (e.g., oload and uload). The method implement-
ing this service is defined as non-blocking so the incoming events are stored in a
First-In-First-Out queue. Upon the arrival of an event coming from the Managed
System (e.g., Znn.com), component EventHandler invokes the step method, im-
plemented by component Architecture Analyzer. The step method output is sent
to component Reconfigurator, that encompasses a method to find the proper
reconfiguration script to be executed.

Ctrl-F ctrlf2ept *.ept Heptagon/BZR
Executable

Code

Behaviour/Policy Verification and Control

ctrlf2fscript*.fscript

Reconfiguration Logics

Fig. 2. Ctrl-F Compilation Chain.
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Listing 1.6. Control Loop Sketch.

1 reset();
2 ...
3 on event oload or uload
4 <...,stop_conf1 ,start_conf2 ,...>= step(oload ,uload);
5 reconfig_script=find_script (..., stop_conf1 ,start_conf2 ,...);
6 execute(reconfig_script);

In this work, we rely on the Java-based Service Component Architecture
(SCA) middleware FraSCAti [20], since it provides mechanisms for runtime re-
configuration. The FraSCAti Runtime is itself conceived relying on the SCA
model, that is, it consists of a set of SCA components that can be deployed a la
carte, according to the user’s needs. For instance, in our case, the Manager in-
stantiates the frascati-fscript component, which provides services allowing for the
execution of an SCA-variant of FPath/FScript [8], a domain-specific language for
introspection and dynamic reconfiguration of Fractal components. The frascati-
fscript component relies on other components integrating the middleware, inside
the FraSCAti Composite, to perform introspection and runtime reconfiguration
on the managed system’s components.

4.3 Adaptation Scenario
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Fig. 3. Execution of the Adaptation Scenario.

We simulated the execution of the two instances of Znn.com application,
namely soccer and politics, under the administration of the Manager presented
in last section, to observe the control of reconfigurations taking into account a
sequence of input events. The behaviours of components AppServer and Znn are
stated in Listings 1.2 and 1.3, respectively, while policies are defined in Listing 1.4
and 1.5.

As it can be observed in the first chart of Figure 3, we scheduled a set of
overload (oload) and underload (uload) events (vertical dashed lines), which
simulate an increase followed by a decrease of the income workload for both
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soccer and politics instances. The other charts correspond to the overall resource
consumption, the overall fidelity, and the fidelity level (i.e., configurations text,
img-ld or img-hd) of the three instances of component AppServer contained in
both instances of component Znn.

As the workload of politics increases, an event of type oload occurs at step
2. That triggers the reconfiguration of that instance from conf1 to conf2, that
is, one more instance of AppServer is added within the Znninstance politics.
We can observe also the progression in terms of resource consumption, as a
consequence of this configuration. The same happens with soccer at step 3, and
is repeated with politics and soccer again at steps 4 and 5. The difference, in
this case, is that at step 4, the politics instance must reconfigure (to conf3 )
so as to cope with the current workload while keeping the overall consumption
under control. In other words, it forces the AppServer instances as2 and as3
to degrade their fidelity level from img-hd to img-ld. It should be highlighted
that although at least one of the AppServer instances (as2 or as3 ) could be
at that time at maximum fidelity level, the knowledge on the possible future
configurations guarantees the maximum overall fidelity for instance soccer to
the detriment of a degraded fidelity for instance politics, while respecting the
temporal constraints expressed in Listing 1.5. Hence, at step 5, when the last
oload event arrives, the fidelity level of soccer instance is preserved by gradually
decreasing that of politics, that is, both instances as2 and as3 belonging to the
politics instance are put in configuration text, but without jumping directly from
from img-hd. At step 9, the first uload occurs as a consequence of the workload
decrease. It triggers a reconfiguration in the politics instance as it goes from
conf3 to conf2, that is, it releases one instance of AppServer (as3 ). The same
happens with soccer at step 10, which makes room on the resources and therefore
allows politics to bring back the fidelity level of its as2 to img-ld, and to the
maximum level again at step 11. This is repeated at steps 13 and 14 for instances
politics and soccer respectively, bringing their consumptions at the same levels
as in the beginning.

The adaptation scenario is very useful to understand the dynamics behind an
Manager that is derived from a synchronous reactive programming, which is in
turn, obtained from Ctrl-F. Moreover, the scenario illustrates, in a pedagogical
way, how controllers obtained by DCS are capable to control reconfigurations
based not only on the current events and current/past configurations (states),
but also on the possible future behaviours, that is, how controllers avoid branches
that may lead to configurations violating the stated policies.

5 Related Work

In the literature, there is a large and growing body of work on runtime reconfig-
uration of software components. Our approach focuses on the language support
for enabling self-adaptation in component-based architectures while relying on
reactive systems and the underlying formal control tools for ensuring adaptation
policies. This section summarizes the related work, more detailed elsewhere [1].
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Classically, runtime adaption in software architectures is achieved by first
relying on ADLs such as Acme [13] or Fractal [6] for an initial description of the
software structure and architecture, then by specifying fine-grained reconfigura-
tion actions with dedicated languages like Plastik [3] or FPath/FScript [8], or
simply by defining Event-Condition-Actions (ECA) rules to lead the system to
the desired state. A harmful consequence is that the space of reachable configu-
ration states is only known as side effect of those reconfiguration actions, which
makes it difficult to ensure correct adaptive behaviours. Moreover, a drawback
of ECA rules is that, contrary to Ctrl-F, they cannot describe sequences of con-
figurations. Even though, ECA rules can be expressed in Ctrl-F with a set of
when-do (for the E part) and case (for the C and A parts) statements in parallel.

Rainbow [12] is an autonomic framework that comes with Stitch, a domain-
specific language allowing for the description of self-adaptation of Acme-described
applications. It features system-level actions grouped into tactics, which in turn,
are aggregated within a tree-like strategy path. We can draw an analogy be-
tween tactics and the set of actions triggered upon a reconfiguration; as well as
strategies and behaviours in the Ctrl-F language. Nonetheless, alternative and
parallel, as well as event-based constructs make Ctrl-F more expressive. Further-
more, Ctrl-F’s formal model enables to ensure correct adaptation behaviours.

A body of work [2][21][22][22][5][17][4] focus on how to plan a set of actions
that safely lead component-based systems to a target configuration. These ap-
proaches are complementary to ours in the sense that our focus is on the choice
of a new configuration and its control. Once a new configuration chosen, we
rely on existing mechanisms to determine the plan of action actually leading the
system from the current to the next configuration.

In [18], feature models are used to express variability in software systems. At
runtime, a resolution mechanism is used for determining which features should
be present so as to constitute configuration. In the same direction, Pascual et
al. [19] propose an approach for optimal resolution of architectural variability
specified in the Common Variability Language (CVL) [14]. A drawback of those
approaches is that in the adaptation logics specified with feature models or
CVL, there is no way to define stateful adaptation behaviours, i.e., sequences of
reconfigurations. The resolution is performed based on the current state and/or
constraints on the feature model. While in our approach, in the reactive model
based on FSA, decisions are taken also based on the history of configurations
which allows us to define more interesting adaptation behaviours and policies.

W.r.t. formal methods, Kouchnarenko and Weber [16] propose the use of
temporal logics to integrate temporal requirements to adaptation policies. While
in this approach, enforcement and reflection are performed at runtime in order
to ensure correct behaviour, we rely on discrete controller synthesis.

As in our approach, in [11], authors also rely on Heptagon/BZR to model
adaptive behaviours of Fractal components. However, there is no high-level de-
scription (e.g., ADL) like Ctrl-F, and reconfigurations are controlled at the level
of fine-grained reconfiguration actions, which can be considered time-consuming
and difficult to scale. Delaval et al. [9] propose to have modular controllers that
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can be coordinated so as to work together in a coherent manner. The approach is
complementary to ours in the sense that it does not provide high-level language
support for describing those managers, although the authors provide interesting
intuitions on a methodology to do so.

6 Conclusion

This paper presented Ctrl-F, a high-level domain-specific language that allows
for the description of adaptation behaviours and policies of component-based
architectures. A distinguished feature of Ctrl-F is its formalization with the
synchronous reactive language Heptagon/BZR, which allows to benefit, among
other things, from formal tools for verification, control, and automatic generation
of executable code. In order to show the language expressiveness, we applied it
to Znn.com, a self-adaptive case study, and we integrated it with FraSCAti, a
Service Component Architecture middleware.

For future work, we intent to address issues of modularity and coordination
of controllers, as well as their distribution. The reactive language and models
we rely on have recent results that can be exploited, and can lead to deploy
controllers taking into account the physical location of components.
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nent model and its support in java. In: Proc. International Symp. on Component-
based Software Engineering (CBSE). Edinburgh, Scotland (May 2003)

7. Cheng, S.W., Garlan, D., Schmerl, B.: Evaluating the effectiveness of the rainbow
self-adaptive system. In: Software Engineering for Adaptive and Self-Managing
Systems, 2009. SEAMS ’09. ICSE Workshop on. pp. 132–141 (May 2009)
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Omniscient Debugging and Concurrent Execution
of Heterogeneous Domain-Specific Models
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1 Context and Motivations

In the software and systems modeling community, research on domain-specific
modeling languages (DSMLs) is focused on providing technologies for developing
languages and tools that allow domain experts to develop system solutions effi-
ciently. Unfortunately, the current lack of support for explicitly relating concepts
expressed in different DSMLs makes it very difficult for software and system en-
gineers to reason about information spread across models describing different
system aspects [2].

As a particular challenge, we investigate in this paper relationships between,
possibly heterogeneous, behavioral models to support their concurrent execution.
This is achieved first by following a modular executable metamodeling approach
[3], which include an explicit model of concurrency (MoC) [4], domain-specific
actions (DSA) [6], and a well-defined protocol between them (incl., mapping,
feedback and callback) [7]. Then, the protocol is used for inferring a relevant
behavioral language interface supporting the definition of coordination patterns
to be applied on the conforming executable models [8].

All the tooling of the approach is gathered within the GEMOC studio. The
GEMOC studio provides a language workbench, seamlessly integrated on top of
the Eclipse Modeling Framework (EMF), for designing and composing executable
domain-specific modeling languages (xDSML). xDSMLs are then automatically
deployed into a modeling workbench providing model execution (incl., graphical
animation and omniscient debugging) and behavioral coordination of, possibly
heterogeneous, models.

2 Approach Overview

2.1 Sirius Animator: Engineering xDSMLs for model executability,
animation and debugging

Domain-specific models are used in the development processes to reason and
assess specific properties over the system under development as early as possible.
This usually leads to a better and cheaper design as more alternatives can be
explored. While many models only represent structural aspects of systems, a
large amount express behavioral aspects of the same systems. Behavioral models
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are used in various areas (e.g., enterprise architecture, software and systems
engineering, scientific modeling. . . ), with very different underlying formalisms
(e.g., business processes, orchestrations, functional chains, scenarios, protocoles,
activity or state diagram, etc.).

To ensure that a behavioral model is correct with regard to its intended
behavior, early dynamic validation and verification (V&V) techniques are re-
quired, such as simulation, debugging, model checking or runtime verification.
In particular, debugging is a common dynamic facility to observe and control
an execution in order to better understand a behavior or to look for the cause
of a defect. Standard (stepwise) debugging only provides facilities to pause and
step forward during an execution, hence requiring developers to restart from the
beginning to give a second look at a state of interest. Omniscient debugging ex-
tends stepwise debugging by relying on execution traces to enable free traversal
of the states reached by a model, thereby allowing designers to “go back in time.”

Debugging, and all dynamic V&V techniques in general, require models to be
executable, which can be achieved by defining the execution semantics of mod-
eling languages (i.e. DSLs) used to describe them. The execution semantics of a
modeling language can be implemented either as a compiler or as an interpreter
to be applied on models conforming to the modeling language [1].

Despite the specificities of each modeling language captured into the syntax
and the execution semantics, it is possible to identify a common set of debug-
ging facilities for all modeling languages: control of the execution (pause, resume,
stop), representation of the current state during the execution (i.e., model ani-
mation), breakpoint definition, step into/over/out and step forward/backward.
To drastically reduce the development cost of domain-specific debuggers, Sir-
ius Animator1 provides a tool-supported approach to complement a modeling
language with an execution semantics, and automatically get an advanced and
extensible environment for model simulation, animation and debugging.

Sirius Animator provides a modular approach to complement an Ecore meta-
model with:

– a Java-based interpreter, and
– a Sirius-based representation of the execution state.

Both are automatically deployed, together with a generated efficient exe-
cution trace metamodel, into an advanced omniscient debugging environment
providing:

– an integration with the Eclipse debug UI (incl., the binding of the execution
state with the variable view),

– a generic execution engine with execution control facilities (pause, resume,
stop),

– a generic control panel (incl. breakpoints, step into/over/out and step for-
ward/backward), and

– a generic timeline.
1 Cf. https://github.com/SiriusLab/ModelDebugging, and more information at
http://gemoc.org/breathe-life-into-your-designer
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2.2 MoCCML: Reifying the concurrency concern into xDSML
specifications

The emergence of modern concurrent systems (e.g., Cyber-Physical Systems and
Internet of Things) and highly-parallel platforms (e.g., many-core, GPGPU and
distributed platforms) call for Domain-Specific Modeling Languages (DSMLs)
where concurrency is of paramount importance. Such DSMLs are intended to
propose constructs with rich concurrency semantics, which allow system design-
ers to precisely define and analyze system behaviors. However, implementing
the execution semantics of such DSMLs is a particularly difficult task. Most of
the time the concurrency model remains implicit and ad-hoc, embedded in the
underlying execution environment.

The lack of an explicit concurrency model prevents: the precise definition,
the variation and the complete understanding of the DSML’s semantics, the
effective usage of concurrency-aware analysis techniques, and the exploitation of
the concurrency model during the system refinement (e.g., during its allocation
on a specific platform).

To address this issue, we have defined a concurrency-aware executable meta-
modeling approach, which supports a modular definition of the execution seman-
tics, including the concurrency model, the semantic rules (aka. domain-specific
actions, DSA), and a well-defined and expressive communication protocol be-
tween them [3]. The protocol supports both the mapping of the concurrency
model to the semantic rules, and the feedback, possibly with data, from the se-
mantic rules to the concurrency model [7]. The concurrent executable metamod-
eling approach also comes with a dedicated meta-language, namely MoCCML,
to define the concurrency model and the protocol, and an execution environment
to simulate and analyze behavioral models [4].

MoCCML is a declarative meta-language specifying constraints between the
events of a model of concurrency. At any moment during a run, an event that does
not violate the constraints can occur. The constraints are grouped in libraries
that specify concurrency constraints. These constraints can also be of a different
kinds, for instance to express a deadline, a minimal throughput or a hardware
deployment. They are eventually instantiated to define the execution model of
a specific model. The execution model is a symbolic representation of all the
acceptable schedules for a particular model. To enable the automatic generation
of the execution model, the concurrency model is weaved into the context of
specific concepts from the abstract syntax of a DSML. This contextualization
is defined by a mapping between the elements of the abstract syntax and the
constraints of the concurrency model. The mapping defined in MoCCML is based
on the notion of domain-specific event (DSE). The separation of the mapping
from the concurrency model makes the concurrency model independent of the
DSML so that it can be reused, and semantic variation points can be managed for
a single abstract syntax. From such description, for any instance of the abstract
syntax it is possible to automatically generate a dedicated execution model.
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In our approach, the execution model is acting as the configuration of a
generic execution engine that can be used for simulation or analysis of any model
conforming to the abstract syntax of the DSML.

MoCCML is defined by a metamodel (i.e., the abstract syntax) associated
to a formal structural operational semantics. MoCCML2 comes with a model
editor combining textual and graphical notations, as well as analysis tools based
on the formal semantics for simulation and exhaustive exploration.

2.3 B-COoL: Coordination of xDSMLs for concurrent execution of
heterogeneous models

To capture the specification of coordination patterns between languages, a be-
havioral interface is required at the language level. A language behavioral inter-
face must abstract the behavioral semantics of a language, thus providing only
the information required to coordinate it, i.e., a partial representation of concur-
rency and time-related aspects. Furthermore, to avoid altering the coordinated
language semantics, the specification of coordination patterns between languages
should be non intrusive, i.e., it should keep separated the coordination and the
computation concerns. In the previous subsection, elements of event structures
are reified at the language level to propose a behavioral interface based on sets of
event types and contraints. Event types (named DSE for Domain Specific Event)
are defined in the context of a metaclass of the abstract syntax, and abstract the
relevant semantic (domain-specific) actions. Jointly with the DSE, related con-
straints give a symbolic (intentional) representation of an event structure. With
such an interface, the concurrency and time-related aspects of the language be-
havioral semantics are explicitly exposed and the coordination is event-driven
and non intrusive.

Then, for each model conforming to the language, the model behavioral in-
terface is a specification, in intention, of an event structure whose events (named
MSE for Model Specific Event) are instances of the DSE defined in the language
interface. While DSEs are attached to a metaclass, MSEs are linked to one of
its instances. The causality and conflict relations of the event structure are a
model-specific unfolding of the constraints specified in the language behavioral
interface. Just like event structures were initially introduced to unfold the exe-
cution of Petri nets, we use them here to unfold the execution of models.

We propose to use DSE as “coordination points" to drive the execution of
languages. These events are used as control points in two complementary ways: to
observe what happens inside the model, and to control what is allowed to happen
or not. When required by the coordination, constraints are used to forbid or delay
some event occurrences. Forbidding occurrences reduces what can be done by
individual models. When several executions are allowed (i.e., nondeterminism),
it gives some freedom to individual semantics for making their own choices.
All this put together makes the DSE suitable to drive coordinated simulations

2 Cf. https://github.com/gemoc/concurrency
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without being intrusive in the models. Coordination patterns are captured as
constraints at the language level on the DSE.

BCOoL is a dedicated (meta)language to explicitly capture the knowledge
about system integration [8]. With BCOoL, an integrator can explicitly capture
coordination patterns at the language level. Specific operators are provided to
build the coordination patterns and specify how the DSE of different language
behavioral interfaces are combined and interact. From the BCOoL specification,
an executable and formal coordination model can be generated by instantiating
all the constraints on all instances of DSE. Therefore, the generated coordination
model implements the coordination patterns defined at the language level.

The design of BCOoL is inspired by current structural composition lan-
guages, relying on the matching and merging phases of syntactic model elements.
A matching rule specifies what elements from different models are selected. A
merging rule specifies how the selected model elements are composed. In these
approaches the specification is at the language level, but the application is be-
tween models. Similarly, a BCOoL operator relies on a correspondence matching
and a coordination rule. The correspondence matching identifies what elements
from the behavioral interfaces (i.e., what instances of DSE) must be selected.
The merging phase is replaced by a coordination rule. While in the structural
case the merging operates on the syntax, the coordination rule operates on ele-
ments of the semantics (i.e., instances of DSE). Thus, coordination rules specify
the, possibly timed, synchronizations and causality relationships between the
instances of DSE selected during the matching.

BCOoL3 comes with a textual editor to support the specification of coordina-
tion patterns between xDSMLs, as well as a generative approach to instantiate
a set of selected coordination patterns for a given set of models.

3 The GEMOC Studio

The GEMOC Studio is an Eclipse package, seamlessly integrated with the Eclipse
Modelign Framework, that contains components supporting the GEMOCmethod-
ology for building and composing executable Domain-Specific Modeling Lan-
guages (DSMLs). It includes two workbenches: the GEMOC Language Work-
bench and the GEMOC Modeling Workbench. The language workbench is in-
tended to be used by language designers (aka domain experts), it allows to
complement Ecore metamodels to build and compose executable DSMLs. The
Modeling Workbench is intended to be used by domain designers, it allows to
create and execute heterogeneous models conforming to executable DSMLs.

The GEMOC Studio results in various integrated tools that belong into either
the language workbench or the modeling workbench. The language workbench
put together the following tools seamlessly integrated to the Eclipse Modeling
Framework (EMF)4:

3 Cf. https://github.com/gemoc/coordination
4 Cf. https://eclipse.org/modeling/emf
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– Melange (http://melange-lang.org), a tool-supported meta-language to mod-
ularly define executable modeling languages with execution functions and
data, and to extend (EMF-based) existing modeling languages [5].

– MoCCML, a tool-supported meta-language dedicated to the specification of
a Model of Concurrency and Communication (MoCC) and its mapping to a
specific abstract syntax of a modeling language [4].

– GEL, a tool-supported meta-language dedicated to the specification of the
protocol between the execution functions and the MoCC to support feedback
of the runtime data and to support the callback of other expected execution
functions [7].

– BCOoL (http://timesquare.inria.fr/BCOoL), a tool-supported meta-language
dedicated to the specification of language coordination patterns, to automat-
ically coordinates the execution of, possibly heterogeneous, models [8].

– Sirius Animator, an extension to the model graphical syntax designer Sirius
(http://www.eclipse.org/sirius) to create graphical animators for executable
modeling languages5.

The different concerns of an executable modeling language (as defined with
the tools of the language workbench) are automatically deployed into the mod-
eling workbench that provides the following tools:

– A Java-based execution engine (parameterized with the specification of the
execution functions), possibly coupled with TimeSquare6 (parameterized
with the MoCC), to support the concurrent execution and analysis of any
conforming models.

– A model animator parameterized by the graphical representation defined
with Sirius Animator to animate executable models.

– A generic control panel mapped to the Eclipse debug UI to control the
execution of a running model (pause, resume, and step forward/backward)
and define breakpoints.

– A generic trace manager, which allows system designers to visualize, save,
replay, and investigate different execution traces of their models.

– A generic event manager, which provides a user interface for injecting ex-
ternal stimuli in the form of events during the simulation (e.g., to simulate
the environment).

– An heterogeneous coordination engine (parametrized with the specification
of the coordination in BCOoL), which provides runtime support to simulate
heterogeneous executable models.

The GEMOC studio is open-source and domain-independent. The studio is
available at http://gemoc.org/studio.

5 For more details on Sirius Animator, we refer the reader to
http://siriuslab.github.io/talks/BreatheLifeInYourDesigner/slides

6 Cf. http://timesquare.inria.fr

Huitièmes journées nationales du GDR GPL – 8 au 10 juin 2016

166



4 Conclusion

The GEMOC studio provides the necessary tools to complement an EMF-based
modeling language with a modular and formal behavioral semantics, possibly
including an explicit model of concurrency. Such an executable domain-specific
modeling language (xDSML) is automatically deployed in the modeling frame-
work to support model execution, graphical animation, omniscient debugging
and concurrency analysis. The model of concurrency is also the support of the
definition of coordination patterns between different xDSMLs. Such coordina-
tion patterns are used to automatically generate the coordination between a set
of specific conforming models.

The major scientific breakthroughs addressed by this work are i) the cross-
fertilization of the algorithm theory and the concurrency theory to reify the
concurrency concern in the specification of an operational semantics of a DSML,
ii) the characterization of an event-based behavioral language interface, and iii)
the reification of the coordination concerns at the language level.

The tool-supported appraoch presented in this paper open various perspec-
tives regarding model executability, including the coordination of discrete and
continuous models, the co-simulation (incl., FMI), the definition of adaptable
concurrency model (e.g., design space exploration, optimizing compilers, code
adaptation, code obfuscation), as well as the support of live and collaborative
modeling.

Acknowledgement. This work is supported by the ANR INS Project GEMOC
(ANR-12-INSE-0011) and The GEMOC Initiative (cf. http://gemoc.org/ins).
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By capturing team’s best practices, task ordering, flows of artifacts, agent coordination and commu-
nications, process models succeeded to become an important asset which ensures repeatability and 
quality in building software. In the context of large-scale industrial projects, they are more than vital 
and represent the means to foster the respect of project’s deadlines and reliability criteria. 

For many years, process models have been used only for training and communication purposes. 
However, they are used more and more as inputs for PSEEs (Process-centered Software Engineering 
Environments) to be enacted. The enactment of a process model consists of improving the coordination 
between the project’s developers by automatically affecting the activities to the appropriate roles, rout-
ing the artifacts from one activity into another and ensuring the monitoring of activity’s deadlines. The 
role of the PSEE is also to enforce the fact that the developers respect the execution order of the pro-
cess’s activities and to make sure that they deliver the accurate outcomes. This is how a company can 
guarantee the repeatability of its development processes and thus, gains in maturity and reliability. 

However, this is based on three strong assumptions: (i) the first, is that the process model is accu-
rate and perfectly captures the right activities, milestones, artifacts and roles. This also means that 
it represents the best possible enactment of a process for a given project’s context. (ii) The second 
assumption is that the process’s agents are strictly following the process model and that they don’t 
take any personal initiative to perform the process differently. (iii) The third assumption is that the 
process model is sound and free of any inconsistencies. The notion of soundness here relates to the 
fact that there is no blocking state, unreachable activities, etc. while inconsistencies can be more relat-
ed to some of the process’s business or organizational constraints that might be violated with one of 
the possible enactment scenarios of the process. 

Regarding the first assumption, for companies that have adopted process modeling and depending 
on the context, process models represent the outcome of many years of experience, best practices and 
process iterations. In some domains such as health care or military procedures, these models are inten-
sively tested and evaluated before they are used in real production projects. If some improvements are 
identified during process iterations, they usually have to undergo a test and validation phases before-
hand to be integrated to the process model. However, in the software domain this assumption is not 
always satisfied. Development processes depend on too many human factors and resources which 
make them highly unpredictable. Due to unexpected project constraints, occasionally, process models 
may have to evolve or be adapted during the process enactment. Examples of such constraints are: 
canceling the execution of some process’s activities, switching the order of their execution or extend-
ing their deadlines. 

The second assumption is also related to the process domain. In critical processes, it is unthinkable 
that the agent deviates from the process model. This would have critical impacts on the safety of the 
process. However, in software processes, this is different. Empirical studies showed that most agents 
do not follow an assigned process 98% of the time. This comes from the fact that developers may be 
confronted with unanticipated situations which are not represented in the process model, future and 
unexpected project constraints or their ability to accomplish the activity according to their experience 
and intuitions. 

Finally, regarding the third assumption, investigations on some process repositories demonstrated 
that between 10% [Mendling 09] to 50% [Vanhatalo 07] of process models are flawed and contain 
inconsistencies. If you consider some critical businesses, having unsound process models could be 
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very harmful for the quality of the delivered services and products. The SOA (Service Oriented Archi-
tecture) for instance heavily relies on representing the company’s valuable processes in terms of 
BPMN (Business Process Modeling Notation) process models. These BPMN models are then used to 
automatically derive the web services’ orchestration (calls) through a BPEL code (Business Process 
Execution Language). Having flawed BMPN process models would negatively impact this orchestra-
tion.    

These three strong, and evidently wrong, assumptions were exactly the reasons why we initiated our 
work on the detection and handling of deviations in process enactment as well as our work on process 
verification. They were also in a way, what led to the fact that developers and some process actors lose 
faith in process execution engines and monitoring tools. For the two last decades the proposed solu-
tions were either too much restrictive forbidding any kind of deviations or too permissive and lacked 
the automatic support for decision making initiatives. Probably one sure yet obvious think I confirmed 
after 12 years working on the topic of processes, is that no one can ever force humans to follow a pro-
cess! Once this fact is recognized, the only possible option is to compromise with the different factors 
intervening in the realization of a process and to bring flexibility in the way you want to achieve pro-
cess’s goals. One could compare this to the notion of optimistic transactions in concurrent program-
ming i.e. I am optimistic, I believe that everything will go as planned, but if any problem arises, I 
should be informed so I can act accordingly. Flexibility was one of our main driving goals in the dif-
ferent contributions that will be presented in this document. However, as this will be demonstrated too, 
this was never achieved at the expense of formality and reliability aspects.  

Our second driving goal was to work for a larger adoption of process technologies by the indus-
try. At this aim, every approach we proposed these last 12 years is based on mainstream standards and 
frameworks and comes with an intuitive, user-friendly tool that can be integrated to mainstream mod-
eling tools and development environments. One again, this was always based on solid and formal 
basis which remains a critical goal for us.  

The presentation will go through the different contributions we made to face the above mentioned 
issues/assumptions. It essentially presents our work on detecting and handling deviations during pro-
cess enactment [Almeida 10, 11, 13] and our work on process verification[Laurent 13, 14a, 14b]. Flex-
ibility and a larger adoption were the driving goals but at the same time, these goals where challenged 
by various issues and research objectives. A detailed motivation of the issues and challenges we 
tried to solve under each topic is giving in the presentation. Each topic’s research objectives are justi-
fied, after which the solutions we proposed are presented. Obviously, this would never be as exhaus-
tive as the material that one can find in our published papers which remain the master source for more 
details.  

It is worth noticing that these contributions are interdisciplinary and revolve around three main 
axes: Process Engineering, Model-Driven Engineering and Formal methods.  
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An Overview of OMG Specifications for Executable UML Mod-
eling. 
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The purpose of this presentation is to give an introduction on a series of OMG 

standard specifications dealing with executable UML modeling, as well as to demon-
strate concrete usages of these specifications. 

 
In the first part of the talk, the following specifications are presented: fUML [1], 

PSCS [2], PSSM [3], and Alf [4]. fUML (Semantics of a Foundational Subset for 
Executable UML Models) identifies a subset of the UML metamodel, and provides a 
formal execution model for it. Any model defined with this subset can be interpreted 
by the execution model. The subset mostly comprises UML Classes for structural 
modeling, and UML Activities for behavioral modeling. While voluntarily minimalis-
tic, this subset is expressive enough to describe systems composed of communicating 
concurrent entities, with reactive behaviors. The fUML execution model is designed 
following the Visitor design pattern. Each (executable) element of the fUML abstract 
syntax is associated with a semantic visitor that describes its execution semantics. 

 
PSCS (Precise Semantics of UML Composite Structures) extends fUML with the 

ability to model structured classes, which can have ports, and an internal structure 
based on interconnected parts. These capabilities provide the basis for component-
oriented modeling in UML. The fUML execution model is extended as well, in order 
to account for key aspects of composite structures. It includes aspects related to the 
life cycle of composite objects (instantiation/destruction of composite structures and 
their constituents) as well as the semantics of communications (propagation of re-
quests and messages along ports and connectors). 

 
PSSM (Precise Semantics of UML State Machines) is an ongoing standardization 

effort, which aims at further extending fUML and PSCS with State Machine model-
ing. State machines are one of the most used behavioral formalism in UML, and will 
significantly help in broadening the scope of application domains for these series of 
OMG specifications on executable UML modeling. At the time this presentation is 
given, an initial submission has already been voted (March 2016), and a revised sub-
mission is scheduled for September 2016.  

 
To conclude the first part of the talk, we introduce Alf, the Action Language for 

fUML. The Alf specification focuses on syntactic aspects of executable UML model-
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ing, by providing a concrete and concise textual notation for fUML. Alf basically 
enables to program directly in UML. As such, it greatly improves the productivity of 
executable model designers. 

 
In the second part of the talk, we highlight the added value of these specifications 

with tooling and usage examples taken from actual CEA LIST R&D activities, which 
leverage their formal execution semantics for specific uses and/or application do-
mains: Performing tradeoff analysis with discrete event simulation, controlling and 
observing systems with models at runtime, and evaluating executable UML models in 
a Cyber-Physical System co-simulation environment (by relying on the FMI – Func-
tional Mockup Interface – co-simulation standard). 

 
[1] Semantics of a foundational subset for executable UML models (fUML) 

http://www.omg.org/spec/FUML/  
[2] Precise semantics of UML composite structures (PSCS) 

http://www.omg.org/spec/PSCS/  
[3] Precise semantics of UML state machines RFP (PSSM) 

http://www.omg.org/cgi-bin/doc.cgi?ad/2015-3-2  
[4] Action language for foundational UML (Alf) http://www.omg.org/spec/ALF/  
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Utilisation des ontologies pour l’ingénierie des exigences
Driss Sadoun1

1 : INALCO, Driss.Sadoun@inalco.fr.

L’ingénierie des exigences (IE) consiste à comprendre ce que l’on a l’intention de concevoir
avant de le concevoir. Elle repose sur la capture de connaissances pouvant provenir de diverses
sources et parties prenantes ayant leurs propres intérêts et points de vue. L’objectif principal est
de permettre une compréhension commune, par les différents intervenants du système à concevoir,
afin de guider et de faciliter sa réalisation. En général, cette compréhension est représentée sous
la forme de documents écrits, ce qui correspond à la spécification des exigences.

La spécification d’exigences est un travail collaboratif. Les exigences doivent être simples et
spécifiées dans un langage commun, qu’experts et non experts seront aptes à comprendre. Elles
sont donc généralement écrites en langue naturelle (LN). En revanche, le manque de rigueur et
l’ambiguïté inhérente aux textes rédigés en LN peut mener à des différences d’interprétation entre
les parties prenantes et mener à des problèmes de conception. Ainsi, il n’est pas aisé de spécifier
un ensemble complet et cohérent d’exigences. Les exigences et leur qualité ont alors tendance à
évoluer au fil du processus de développement et de la compréhension du système à concevoir.
L’amélioration des spécifications d’exigences passe entre autres par les phases d’analyse et de
vérification. Pour cela, elles doivent être représentées de telle sorte à pouvoir être traitées par des
méthodes de vérification formelle.

Les spécifications formelles qui sont plus précises et concises que les spécifications LN consti-
tuent un meilleur point de départ pour les étapes d’analyse, de vérification et de conception. Il
est plus aisé d’éviter les erreurs de conception en passant de spécifications formelles à une implé-
mentation [Andrews et Gibbins, 1988]. Cependant, la complexité de leur syntaxe et, plus encore,
leurs fondements mathématiques, les rendent difficilement compréhensibles pour une personne non
experte. La validation des exigences dans leur forme finale requiert alors le plus souvent qu’elles
soient décrites en langue naturelle, de sorte à être contractuelles.

Lors de la conception d’un système, spécifications LN et spécifications formelles sont donc
complémentaires. Mener à terme un projet d’ingénierie impose l’emploi itératif de ces deux forma-
lismes dans un processus évolutif. Gérer les transitions entre ces représentations est la clé du succès
de toute tâche d’ingénierie [Kitapci et Boehm, 2006]. La difficulté principale d’une telle transition
réside dans l’ampleur du fossé entre spécifications LN et spécifications formelles. Cette question
a été abordée par l’emploi de formalismes intermédiaires [Bajwa et al., 2012, Guissé et al., 2012,
Njonko et El Abed, 2012, Sadoun, 2014] permettant de réduire ce fossé. La problématique est alors
de choisir une représentation suffisamment formelle et précise pour permettre un passage automa-
tisé vers des spécifications formelles et suffisamment expressive pour représenter la sémantique de
connaissances formulées en langage naturel.

Au fil du temps, les langues naturelles ont évolué davantage pour répondre au besoin de
communication qu’au besoin de représentation [Russell et al., 1996]. De sorte que les connais-
sances nécessaires à l’interprétation d’un texte en LN ne sont pas forcément toutes explicitées.
Les connaissances dont l’inférence est supposée possible sont le plus souvent laissées implicites.
Ces connaissances implicites peuvent être inférées à partir de connaissances partagées par le(s)
rédacteur(s) et ses lecteurs.

Ces dernières années, les ontologies se sont imposées comme l’un des modèles de représenta-
tion les plus simples et efficaces pour la description d’un domaine d’application. En effet, elles
permettent d’expliciter et de formaliser les concepts clés d’un domaine ainsi que leurs proprié-
tés, définissant ainsi le vocabulaire conceptuel du domaine. Chaque élément de ce vocabulaire

1

Groupe de travail IE

175



doit posséder une interprétation unique, issue d’une compréhension commune et partagée. Ce
cadre unificateur permet de passer de jargons individuels à une terminologie commune, atténuant
ainsi les malentendus au sujet des termes et permettant de réduire la confusion terminologique et
conceptuelle.

Le potentiel des ontologies comme moyen de représenter les connaissances d’un domaine, d’amé-
liorer la compréhension commune, de préciser et d’organiser les connaissances, amène une quantité
croissante de travaux à s’intéresser à leur utilisation dans le domaine de l’ingénierie des exigences
(IE). Notamment, pour la spécification [Souag., 2012, Al Balushi et al., 2013], l’interopérabilité
[Boukhari et al., 2012], la validation [Körner et Brumm, 2010, Chniti et al., 2012] ou l’améliora-
tion [Castañeda et al., 2012, Körner et Brumm, 2010] des d’exigences.

Les fondements logiques des ontologies permettent de décrire de manière formelle et donc inter-
prétable par les machine, le comportement et les contraintes d’un système [Sadoun et al., 2011]. Il
est alors possible à l’aide de techniques de traitement automatique de la langue (TAL) d’exploiter
les connaissances formalisées au sein d’une ontologie pour guider l’extraction automatique de nou-
velles connaissances dans des spécifications d’exigences en langue naturelle [Sadoun et al., 2013b,
Sadoun et al., 2013a]. Ces nouvelles connaissances peuvent alors s’ajouter aux connaissances de
l’ontologie pour représenter une instanciation particulière, celle de la spécification d’exigences
analysée. En outre, les mécanismes d’inférence associés aux ontologies permettent non seule-
ment de déduire des connaissances implicites ou erronées, mais aussi de vérifier la complétude,
la cohérence et la conformité des connaissances modélisées [Sadoun et al., 2012]. Par ailleurs, le
formalisme logique des ontologies autorise une transformation simple et intuitive de la représen-
tation issue de l’analyse des spécification d’exigence LN vers un langage de spécification formel
[Sadoun et al., 2014], permettant l’application de méthodes de vérification formelle. Enfin, l’onto-
logie, en tant que modèle de représentation conçu pour capturer la sémantique du langage naturel,
permet de garder une trace du lien entre les deux niveaux de spécifications et ainsi de faciliter la
navigation entre spécifications en langue naturelle et spécifications formelles [Sadoun, 2014].
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Vérification Formelle d’Observateurs
Orientée Contexte

Ciprian Teodorov, Philippe Dhaussy
ciprian.teodorov@ensta-bretagne.fr,
philippe.dhaussy@ensta-bretagne.fr

Lab-STICC, UMR CNRS 6285, ENSTA Bretagne, Brest.

Malgré la performance croissante des outils de model − checking, leur utilisa-
tion reste difficile en contexte industriel. Leur intégration dans un processus
d’ingénierie industriel est encore trop faible comparativement à l’énorme besoin
de fiabilité dans les systèmes critiques. Cette contradiction trouve en partie ses
causes dans la difficulté réelle de mettre en œuvre des concepts théoriques dans
un contexte industriel. Une première difficulté liée à l’utilisation de ces tech-
niques de vérification provient du problème bien identifié de l’explosion com-
binatoire du nombre de comportements des modèles, induite par la complexité
interne du logiciel qui doit être vérifié. Cela est particulièrement vrai dans le cas
des systèmes embarqués temps réel, qui interagissent avec des environnements
impliquant un grand nombre d’entités. Une autre difficulté est liée à l’expression
formelle des propriétés nécessaire à leur vérification. Traditionnellement, cette
expression s’effectue à l’aide de formalismes tels que les logiques temporelles.
Bien que ces logiques aient une grande expressivité, elles ne sont pas faciles à
utiliser par des ingénieurs dans des contextes industriels.

L’approche développée dans nos travaux a pour vocation d’appréhender les
difficultés mentionnées précédemment. Elle repose sur deux idées conjointes :
d’une part, réduire les comportements du système à valider lors du model-
checking de manière à repousser plus loin les limites de l’explosion combinatoire
et, d’autre part, aider l’utilisateur à spécifier les propriétés formelles à vérifier.
Pour cela, nous avons proposé un langage nommé CDL (Context Description
Language) [DBR11,DBRL12] pour la spécification de contextes et de propriétés
formelles. Ce langage est associé à l’outil OBP1 qui permet d’explorer des mod-
èles au format Fiacre [FGP+08] et prend en charge les descriptions CDL. Les
modèles Fiacre peuvent provenir de chaînes de transformation de modèles décrits
dans des formalismes de plus haut niveau tel que UML ou SysML et largement
utilisés dans les équipes de développement. De nombreuses expérimentations
de cet outil ont été menées en collaboration avec des partenaires industriels
[CLP14,TDR16].

Pour repousser plus loin les limites de l’explosion combinatoire, nous cher-
chons, dans notre travail, à traiter deux sources de la complexité : la complexité
1 Outil accessible librement avec documentation sous http://www.obpcdl.org.
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externe (i.e., celle de l’environnement) et la complexité interne (i.e., celle du
système). Plus précisément, cette approche cherche à réduire l’espace des com-
portements possibles en considérant un modèle explicite de l’environnement du
système. En d’autres termes, il s’agit de "fermer" le système avec l’ensemble des
cas d’utilisation de l’environnement auxquels il est sensé répondre, et unique-
ment ceux-ci. La réduction est basée sur une description formelle de ces cas
d’utilisation, que nous nommons contextes, avec lesquels le système interagit.
L’objectif est ainsi de guider le model-checker à concentrer ses efforts non plus
sur l’exploration de l’espace complet des comportements, qui peut être gigan-
tesque, mais sur une restriction pertinente de ce dernier pour la vérification de
propriétés spécifiques. La vérification de propriétés devient alors possible sur
l’espace d’états ainsi réduit. Cette méthode se base ainsi sur la connaissance
qu’ont les concepteurs du système et leur expertise qui permet de spécifier de
manière explicite l’environnement du système

Afin de rendre plus accessible l’expression de propriétés formelles, le langage
CDL permet de définir les propriétés formelles basées sur des patrons de pro-
priétés étendus à partir des propositions de [DAC99,SACO02,KC05]. Lors de
la définition du langage CDL, nous avons inclus la possiblité pour l’utilisateur
d’exprimer les propriétés à l’aide de patrons conjointement à la description des
contextes. Les patrons qui ont été identifiés dans une première approche permet-
tent d’exprimer des propriétés de réponse (Response), de prérequis (Precedence),
d’absence (Absence), d’existence (Existence). Les propriétés font référence à des
évènements détectables tels que des envois ou réceptions de signaux, des change-
ments d’état de processus ou de variables. Ces formes de base peuvent ensuite
être enrichies par des options (Pre-arity, Post-arity, Immediacy, Precedency,
Nullity, Repeatability) à l’aide d’annotations. Dans CDL, nous avons enrichi les
patrons avec la possibilité de manipuler des ensembles d’évènements, ordonnés
ou non, comme proposé par [JMM+99]. Les opérateurs AN et ALL précisent
respectivement si un évènement ou tous les évènements, ordonnés (Ordered) ou
non (Combined), d’un ensemble d’évènements sont concernés par la propriété.

Une sémantique formelle des patrons CDL a été définie en COQ [SSMP09]
et permet une transformation vers des automates observateurs acceptable par
l’outil OBP. Un observateur est construit de manière à encoder une propriété
logique [ABBL98] et a pour rôle d’observer, partiellement et de manière non
intrusive, les évènements significatifs survenant dans le modèle du système à
valider. Lors de la simulation, il est composé, de manière synchrone, au modèle
à observer. Les automates observateurs contiennent des états spéciaux appelés
états de rejet (reject). Lors de l’exploration exhaustive du résultat de cette
composition, s’il existe une exécution faisant basculer l’observateur dans l’état de
rejet, la propriété encodée par l’observateur sera considérée fausse. Le diagnostic
consiste alors en une analyse d’accessibilité des états de rejet sur le graphe
d’exécution qui résulte de la composition du modèle à valider et de l’observateur.
Dans ce cas, si aucun état de rejet n’est atteint, la propriété est vérifiée. Les
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observateurs permettent ainsi d’exprimer des propriétés de sûreté, d’accessibilité
et de vivacité bornée.

Les perspectives de recherche sont nombreuses. Elles concernent la technique
de réduction des graphes, la formalisation de la composition d’observateurs et
l’aide au diagnostics basé sur les données de retour des explorations de modèles.
L’exposé proposé rendra compte des résultats déjà obtenus avec cette outil-
lage sur des cas inspirés du domaine industriel. Les publications concernant nos
recherches sont accessibles sur le site http://www.obpcdl.org.
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Abstract. Ce document présente le résumé de mon exposé lors des journées du 
GDR-GPL 2016. En particulier, ce résumé présente les enjeux, questions de 
recherche, fondements théoriques et résultats de la recherche que les chercheurs 
du Centre de Recherche en Informatique réalisent autour des systèmes logiciels 
auto-adaptatifs. De plus, il est accompagné de quelques références sur nos 
travaux relatifs à la présentation et quelques lectures recommandées pour en 
savoir plus. 

1 Introduction 

Les lignes de produits logiciels et une nouvelle génération de middleware et 
d’architectures orientées services, nées récemment, ont aidé à définir, mettre en 
œuvre et exécuter des systèmes capables d’adapter leur comportement en fonction 
de changements propres à eux ou de changements qui interviennent dans leur 
environnement et dans leurs conditions d'exécution. 
 
Ces systèmes permettent de faire des adaptations dynamiques face aux 
changements environnementaux. Il s’agit d’une méthode bien plus radicale que 
l’utilisation de simples adaptations contrôlées par des paramètres [1]. 
 
L'émergence d'un tel mécanisme d’auto-adaptation a de profondes implications 
dans le développement de logiciels. En particulier, il permet (i) le développement 
de logiciels pouvant fonctionner sur un large éventail de contextes sans avoir à 
énumérer comment le système doit se comporter dans chaque environnement; et 
(ii) le développement de logiciels pouvant être conçus et pouvant fonctionner en 
présence d’incertitudes [2] quant aux contextes qui peuvent survenir lors de 
l'exécution. 
 
En effet, grâce à la capacité d'auto-adaptation, les décisions de conception ne sont 
plus faites uniquement au moment de la conception mais aussi au moment de 
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l'exécution. Cela est possible uniquement si le système est capable de s’auto-
surveiller (c’est-à-dire de surveiller ses propres états et ses exigences 
correspondantes) et de surveiller son environnement au moment de l'exécution. 
Donc, en utilisant les données de surveillance de l’état interne du système, du 
contexte et des exigences du domaine, chaque système peut déclencher ses propres 
adaptations si nécessaire. Toutefois, ces adaptations doivent être conduites par la 
nécessité de satisfaire de manière intelligente les exigences du système. 
 
Il existe actuellement un large fossé conceptuel entre ce que les systèmes auto-
adaptatifs peuvent faire et ce qu'ils devraient faire lorsque les «changements» 
surviennent. Par exemple, comment un système peut-il tolérer le changement (par 
optimisation, par re-configuration, par mutation)? Quels genres de changements 
doit-on considérer (les changements des critères de qualité, de nouvelles exigences 
qui émergent, de nouveaux éléments de contexte, les changements d'état dans le 
système ou dans le contexte)? A quel moment doivent-ils être pris en compte (au 
moment de la conception, de l'exécution)?  
 
Anderson et al. [3] caractérisent les changement donnant lieu à des adaptations 
comme : prévu (pris en charge), prévisible (prévu pour) et imprévu (non prévu 
pour). L'adaptation dynamique, qui permet de satisfaire de nouvelles exigences, 
répond au changement imprévu. Quant aux systèmes entièrement autonomes, ils 
sont possibles, à ma connaissance, uniquement dans le domaine de la science-
fiction, pour le moment. 
 
Les middleware adaptatifs et les architectures orientées services sont désormais en 
mesure de répondre aux changements prévus. En revanche, la conception de 
systèmes capables de faire face aux changements prévisibles mais non prévus au 
moment de la conception reste un vrai défi. Lorsqu’il sera relevé, la conception de 
systèmes auto-adaptatifs sera nettement améliorée. 
 
Cependant, même si l'adaptation consiste à optimiser un ensemble d’exigences 
fixes (comme cela est le cas pour les changements prévus et prévisibles), les 
techniques existantes pour raisonner sur les exigences ne sont pas suffisantes. En 
effet, il faut spécifier non seulement le comportement du système lorsque 
l'environnement est dans un état stable, mais  aussi le comportement adaptatif 
(c’est-à-dire dans quelles circonstances le système doit s’adapter). 
 
Pire encore, si, comme cela est souvent le cas, la connaissance de l'environnement 
est incomplète au moment de la conception, le comportement du système doit être 
spécifié non seulement pour les contextes environnementaux que le système risque 
de rencontrer, selon les prévisions de l’analyste, mais aussi pour les contextes 
environnementaux que le système pourrait rencontrer mais qui n’auraient pas été 
considérés par l’analyste.  
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L'utilisation de lignes de produits logiciels peut être considérée comme une 
stratégie pour faire face à l'incertitude et à l'adaptation au changement venant des 
environnements d’exécution des systèmes dérivés, des systèmes dérivés eux 
mêmes, des exigences des clients et des exigences du marché de la ligne de 
produits. 
 
Contrairement aux systèmes auto-adaptatifs autonomes, la dérivation de nouvelles 
configurations à partir des lignes de produits implique généralement la satisfaction 
de nouveaux objectifs plutôt que la façon dont un ensemble d’objectifs fixes sont 
réalisés. En outre, certains des objectifs des lignes de produits ne sont pas définis 
lorsque la ligne est conçue, mais sont ajoutés par la suite. Dans ce cas, la mise en 
œuvre de ces nouvelles exigences devrait être liée à l'exécution. C’est ce que nous 
appelons une ligne de produits dynamique. 

2 Quelques références sur mes travaux relatifs à la 
présentation 

 
Dans les articles suivants, l'équipe du CRI étudie de nouvelles idées pour améliorer 
la façon dont les chercheurs et les industriels utilisent les techniques d'ingénierie 
des lignes de produits pour mettre en œuvre la re-configuration dynamique des 
systèmes (auto) adaptatifs. 
 
Sprovieri D., Diaz D., Hinkelmann K., Mazo R. Run-time planning of case-based business 

processes. In the X International Conference on Research Challenges in Information Science 
(RCIS), IEEE Press, Grenoble-France (2016) 

Kirsch-Pinheiro M., Mazo R., Souveyet C., Sprovieri D. Requirements Analysis for Context-
oriented Systems. In the VII International Conference on Ambient Systems, Networks and 
Technologies (ANT), Madrid-España (2016) 

Muñoz-Fernández J., Tamura G., Mazo R., Salinesi C. Towards a Requirements Specification 
Multi-View Framework for Self-Adaptive Systems. In CLEI electronic journal, Volume 18, 
Number 2, Paper 5 (2015) 

Dounas L., Mazo R., Salinesi C., El-Beqqali O. Continuous Monitoring of Adaptive e-learning 
Systems Requirements. In the XII ACS/IEEE International Conference on Computer Systems 
and Applications (AICCSA), Marrakech-Morocco (2015) 

Alférez G., Pelechano V., Mazo R., Salinesi C., Diaz D. Dynamic Adaptation of Service 
Compositions with Variability Models. The Journal of Systems & Software, Volume 91, pp. 
24-47 (2014) 

Sawyer P., Mazo R., Diaz D., Salinesi C., Hughes D. Constraint Programming as a Means to 
Manage Configurations in Self-Adaptive Systems. Special Issue in IEEE Computer Journal 
"Dynamic Software Product Lines", ISSN 0018-9162, vol. 45, Number 10, pp. 56-63 (2012) 

Mazo R., Salinesi C., Diaz D., Djebbi O., Lora-Michiels A. Constraints: the Heart of Domain 
and Application Engineering in the Product Lines Engineering Strategy. International Journal 
of Information System Modeling and Design IJISMD. pp. 33-68. ISSN 1947-8186, eISSN 
1947-819 (2012)  
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Multi-ML: Programming Multi-BSP Algorithms in ML

V. Allombert · F. Gava · J. Tesson

Abstract The multi-bsp model is an extension of the well known bsp bridg-
ing model. It brings a tree based view of nested components to represent hi-
erarchical architectures. In the past, we designed bsml for programming bsp
algorithms in ml. We now propose the multi-ml language as an extension of
bsml for programming multi-bsp algorithms in ml.

Keywords bsp · multi-bsp · ml.

1 Introduction

Context of the work. Nowadays, parallel programming is the norm in many
areas but it remains a hard task. And the more complex the parallel architec-
tures become, the harder the task of programming them efficiently is. As we
moved from unstructured sequential code cluttered with goto statement toward
structured code, there has been a move in parallel programming community
to leave unstructured parallelism, with pairwise communications, in favour of
global communication scheme [2,6,26] and of structured abstract models like
bsp [2,33] or of higher-level concepts like algorithmic skeletons [15].

Programming in the context of a bridging model, such as bsp, allows to sim-
plify the task of the programmer, to ease the reasoning on cost and to ensure
a better portability from one system to another [2,22,33]. However, designing
a programming language [17,21] for such a model requires to chose a trade-off
between the possibility to control parallel aspects necessary for predictable effi-
ciency (but which make programs more difficult to write, to prove and to port)
and the abstraction of such features which are necessary to make programming
easier —but which may hampers efficiency and performance prediction.

With flat homogeneous architectures, like clusters of mono-processors, bsp
has been proved to be an effective target model for the design of efficient algo-
rithms and languages [35]: while its structured nature allows to avoid deadlocks
and non-determinism with little care and to reason on program correctness
[13,36,37] and cost, it is general enough to express many algorithms [2]. But
modern parallel architecture have now multiple layers of parallelism. For ex-
ample, supercomputers are made of thousands of interconnected nodes, each
one carrying several multicores processors. Communications between distant
nodes cannot be as fast as communications among the cores of a given proces-
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sor; Communications between cores, by accessing shared processor cache are
faster than communications between processors through RAM.

Contribution of this paper. Those architectures specifics led to a new bridg-
ing model, multi-bsp [34], where the hierarchical nature of parallel architec-
tures is reflected by a tree-shaped model describing the dependencies between
memories. The multi-bsp model gives a more precise picture of the cost of
computations on modern architectures. While the model is more complex to
grasp than the bsp one, it keeps structured characteristics that prevents dead-
lock and non-determinism. We propose a language, multi-ml, which aim at
providing a mean to program multi-bsp algorithms so as our past bsml [14] is
a mean to program bsp ones. multi-ml combines the high degree of abstraction
of ml (without poor performances because often, ml programs are as efficient
as c ones) with the scalable and predictable performances of multi-bsp.

Outline. The remainder of this paper is structured as follows. We first give
in section 2 an overview of previous works: the bsp model at Section 2.1 and
then the bsml language at Section 2.2 following with the multi-bsp model
at Section 2.3. Our language multi-ml is presented at Section 3. Its formal
semantics and implementation, together with examples and benchmarks are
given at Section 4. Section 5 discusses some related work and finally, Section 6
concludes the paper and gives a brief outlook on future work.

2 Previous Work

In this section, we present shortly the bsp and multi-bsp models and how to
program bsp algorithms using the bsml language. We also give an informal
semantics of bsml primitives and simple examples of bsml programs. We
assume the reader is familiar with ml programming.

2.1 The BSP Model of Computation

local
computations

p0 p1 p2 p3

communication

barrier

next super-step
...

...
...

...
Fig. 1 A bsp super-step.

In the bsp model [2,33], a computer
is a set of p uniform processor-memory
pairs and a communication network. A
bsp program is executed as a sequence
of super-steps (Fig. 1), each one divided
into three successive disjoint phases: (1)
each processor only uses its local data to
perform sequential computations and to
request data transfers to other nodes; (2)
the network delivers the requested data;

(3) a global synchronisation barrier occurs, making the transferred data avail-
able for the next super-step. This structured model enforces a strict separation
of communication and computation: during a super-step, no communication
between the processors is allowed but only transfer requests; only at the barrier
information is actually exchanged. Note that a bsp library can send data dur-
ing the computation phase of a super-step, but this is hidden to programmers.
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The performance of the bsp computer is characterised by 4 parameters: (1)
the local processing speed r; (2) the number of processor p; (3) the time L re-
quired for a barrier; (4) and the time g for collectively delivering a 1-relation, a
communication phase where every processor receives/sends at most one word.
The network can deliver an h-relation (every processor receives/sends at most
h words) in time g × h. To accurately estimate the execution time of a bsp
program, these 4 parameters could be easily benchmarked [2]. The execution
time (cost) of a super-step s is the sum of the maximal of the local processing
time, the data delivery and the global synchronisation times. The total cost
(execution time) of a bsp program is the sum of its super-steps’s costs.

2.2 BSP Programming in ML

bsml [14] uses a small set of primitives and is currently implemented as a li-
brary (http://bsmllib.free.fr) for the ml programming language ocaml (http:
//caml.org). An important feature of bsml is its confluent semantics: whatever
the order of execution of the processors, the final value will be the same. Con-
fluence is convenient for debugging since it allows to get an interactive loop
(toplevel). That also eases programming since the parallelisation can be done
incrementally from a ml program. Last but not least, it is possible to reason
about bsml programs using the coq (http://https://coq.inria.fr/) interactive
theorem prover [13,36] and to extract actual parallel programs from proofs.

A bsml program is built as a ml one but using a specific data structure
called parallel vector. Its ml type is ’a par. A vector expresses that each of the
p processors embeds a value of any type ’a. The processors are labelled with
ids from 0 to p−1. The nesting of vectors is not allowed. We use the following
notation to describe a vector: 〈v0, v1, . . . , vp−1〉. We distinguish a vector from
an usual array because the different values, that will be called local, are blind
from each other; it is only possible to access the local value vi in two cases:
locally, on processor i (using a specific syntax), or after some communications.

Since a bsml program deals with a whole parallel machine and individual
processors at the same time, a distinction between the 3 levels of execution
that take place will be needed: (1) Replicated execution r is the default;
Code that does not involve bsml primitive is run by the parallel machine as it
would be by a single processor; Replicated code is executed at the same time by
every processor, and leads to the same result everywhere; (2) Local execution
l is what happens inside parallel vectors, on each of their components; The
processor uses its local data to do computation that may be different from the
other’s; (3) Global execution g concerns the set of all processors together as for
bsml communication primitives. The distinction between local and replicated
is strict: the replicated code cannot depend on local information. If it were to
happen, it would lead to replicated inconsistency.

Parallel vectors are handled through the use of different communication
primitives. Their implementation relies either on mpi or on tcp/ip. Fig. 2
shows their use. Informally, they work as follows: let �e� be the vector
holding e everywhere (on each processor), the � � indicates that we enter a
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Primitive Level Type Informal semantics
�e� g ’a par (if e:’a) 〈e, . . . , e〉
pid g int par A predefined vector: i on processor i
$v$ l ’a (if v: ’a par) vi on processor i, assumes v ≡ 〈v0, . . . , vp−1〉
proj g ’a par→ (int→ ’a) 〈x0, . . . , xp−1〉 7→ (fun i→ xi)
put g (int→ ’a)par→ (int→ ’a)par 〈f0, . . . , fp−1〉 7→〈(fun i→fi 0), . . . , (fun i→fi (p−1))〉

Fig. 2 Summary of the bsml primitives.

vector and switch to the local level. Replicated values are available inside the
vectors. Now, only within a vector, to access to local information, we add the
syntax $x$ to read the vector x and get the local value it contains. The ids can
be accessed with the predefined vector pid. For example, using the toplevel for
a simulated bsp machine with 3 processors:

# let vec1 = � ”HLPP” � in
� $vec1$ˆ”, proc ”ˆ(string of int $pid$) � ;;

— : string par = <”HLPP, proc 0”, ”HLPP, proc 1”, ”HLPP, proc 2”>

The # symbol is the prompt that invites the user to enter an expression to be
evaluated. Then, the toplevel gives the evaluated value with its type. Thanks
to bsml confluence, it is ensured that the results of the toplevel or of the
parallel implementation are identical.

The proj primitive is the only way to extract local values from a vector.
Given a vector, it returns a function such that applied to the pid of a processor,
the function returns the value of the vector at this processor. proj performs
communication to make local results available globally and ends the current
super-step. For example, if we want to convert a vector into a list, we write:

# let list of par vec = List.map (proj vec) procs;;
— : val list of par : ’a par → ’a list = <fun>
# list of par � $pid$ � ;;
— : int list = [0; 1; 2]

where procs is the list of ids [0; 1; · · · ;p-1].
The put primitive is another communication primitive. It allows any local

value to be transferred to any other processor. It is also synchronous, and
ends the current super-step. The parameter of put is a vector that, at each
processor, holds a function of type (int→ ’a) returning the data to be sent to
processor j when applied to j. The result of put is another vector of functions:
At a processor j the function, when applied to i, yields the value received from
processor i by processor j. For example, a total exchange could be written:

# let total exchange vec =∣∣ let msg = put � fun dst → $vec$� in∣∣ ∣∣ � List.map $msg$ procs � ;;
— : val total exchange : ’a par → ’a list par = <fun>
# total exchange � $pid$ � ;;
— : int list par = <[0;1;2], [0;1;2], [0;1;2]>

where the bsp cost is (p−1)×s×g+L where s is the size of the biggest sent value.

2.3 The multi-bsp Model for Hierarchical Architectures

The multi-bsp model [34] is another bridging model as the original bsp, but
adapted to clusters of multicores. The multi-bsp model introduces a vision
where a hierarchical architecture is a tree structure of nested components (sub-
machines) where the lowest stage (leaf) are processors and every other stage
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multi-bsp

Multi Core

core0

th0 th1 th2 th3

core1

th0 th1 th2 th3

BSP

Network

th0 th1 th2 th3 th4 th5 th6 th7

Fig. 4 The difference between the multi-bsp and bsp models for a multicore architecture.

(node) contains memory. Fig. 4 illustrates the difference between both models
for multicores. There exist other hierarchical models [38], such as d-bsp [1]
or h-bsp [7], but multi-bsp describes them in a simpler way. An instance of
multi-bsp is defined by d the depth of a tree and 4 parameters for each stage i:

– pi is the number of components inside the i stage. We consider p1 as a basic
computing unit where a step on a word is considered as the unit of time.

Level i

Level i− 1

n

n.1 . . . . . . n.pi

gi

gi−1

mi

Li

Fig. 3 multi-bsp parameters.

– gi is the bandwidth between stages i and
i + 1: the ratio of the number of operations
to the number of words that can be trans-
mitted in a second (illustrated in Fig. 3).

– Li is the synchronisation cost of all compo-
nents of i−1 stage, but no synchronisation
across above branches in the tree. Every components can execute codes
but they have to synchronise in favour of data exchange. Thus, multi-bsp
does not allow subgroup synchronisation as the d-bsp does: at a stage i
there is only a synchronisation of the sub-components, a synchronisation
of each of the computational units that manage the stage i−1.

– mi is the amount of memory available at stage i.

A node executes some codes on its nested components (aka “children”),
then waits for results, do the communication and synchronised the sub-machine.

Considering Ci
j as the communication cost of a super-step i communicating

with level j, Ci
j = hi×gj +Lj . With hi the message at step i, gj communication

bandwidth with level j and Lj the synchronisation cost. We can recursively
express the cost of a multi-bsp algorithm as follow:

∑N−1
i=0 wi +

∑d−1
j=0

∑Mj−1

i=0 Ci
j

where N is the number of computational super-steps, wi is the cost of a single
computation step and Mj is the number of communication phases at level j.

3 Design of the Multi-ML Language

multi-ml is based on the idea of executing a bsml-like code on every stage of
the multi-bsp architecture, that is on every sub-machine. For this, We add a
specific syntax to ml in order to code special functions, called multi-functions,
that recursively go through the multi-bsp tree. At each stage, a multi-function
allows the execution of any bsml code. We first present the execution model
that follows this idea; then, we present the specific syntax and finally, we give
the limitations when using some advanced ocaml features.

3.1 Execution Model

A multi-ml tree is formed by nodes and leaves as proposed in multi-bsp with
the difference that a node is not only a memory but has the ability to manage
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(coordinate) the values exchanged by its sub-machines. However, as common
architectures do not have dedicated processors for each memory, one (or more,
implementation dependent) selected computation unit has the responsibility
to perform this task which is little in practice. Because leaves are their own
computing units, our approach coincides with multi-bsp if we consider that
all the computations and memory accesses, at every nodes, are performed by
one (or more) leaf: replicated codes (outside vectors) that takes place in nodes
will be costlier than in leaves. This is the reason why computations on nodes
are reserved to the simple task of coordination. The multi-ml approach is also
a bit more relaxed than multi-bsp regarding synchronisation. We allow asyn-
chronous codes in the sub-machines when only lower memories accesses are
used, unlike multi-bsp who forces a synchronisation. Of course, we do synchro-
nise if a communication primitive is used. As suggested in [34], we also allow
flat communications between nodes and leaves without using an upper level.

The type ′a tree, symbolised by oto, stands for a multi-ml tree. Every node
and leaf contains a value of type ′a in its own memory. It is important to notice
that the values contained in a tree are accessed by the corresponding node (or
leaf) only. It is impossible to access the values of another component without
using explicit communications. In multi-ml codes, we differentiate 4 strictly
separated execution levels: (1) the level m (multi-bsp) is the upper one (out-
side trees) and is appropriate to call multi-functions and managing the trees;
codes at this level are executed by all the computation units in a spmd fashion;
(2) the level b (bsp) is use inside multi-functions and is dedicated to execute
bsml codes on nodes; (3) level l (local) corresponds to the codes that are run
inside vectors; (4) level s stands for standard ocaml codes finally executed
by the leaves. It is to notice that it is impossible to exchange vectors or trees
and, like in bsml, the nesting of parallelism (of vectors/trees) is forbidden.

Fig. 5 Code propagation.

The main idea of multi-ml is to structure par-
allel codes to control all the stage of a tree: we
generate the parallelism by allowing a node to call
recursively a code on each of its sub-machines (chil-
dren). When leaves are reached, they will execute
their own codes and produce values, accessible by
the top node using a vector. The data are dis-
tributed on the stages (toward leaves) and results

are gathered on nodes toward the root node as shown in Fig. 5.

e . . . e

let v= � e�

� �
Fig. 6 Vector distribution.

Let us consider a code where, on a node,
the following code is executed:�e�. As shown
in Fig. 6, the node creates a vector containing,
for each sub-machine i, the expression e. As the
code is run asynchronously, the execution of the node code will continue until
reaching a barrier.

3.2 The multi-ml Language

Fig. 9 shows the multi-ml primitives (without recall the bsml ones); their
authorised level of execution and their informal semantics.
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Primitive Level Type Informal semantics
§e§ m ’a tree Build oeo, a tree of e
$t$ s ’a In a §e§ code, tn on node/leaf n of the tree oto
v (if v: ’a tree) b ’a vn on node n of tree ovo,
$v$ l ’a In the ith component of a vector, vn.i on node/leaf n of the tree ovo
gid m id The predefined tree of nodes and leaves ids
�...f...� l ’a In a component of a vector, recursive call of the multi-function
#x# l ’a In a component of a vector, reading the value x at upper stage (id)
mkpar f b ’a par 〈v0, . . . , vpn 〉, where ∀i, f i = vi, at id n of the tree
finally v1 v2 b,s ’a Return value v1 to upper stage (id) and keep v2 in the tree
this b,l,s ’a option Current value of the tree if exists, None otherwise

Fig. 9 Summary of the multi-ml primitives.
0

0.0

0.0.0 0.0.1

0.1

0.1.0 0.1.0

Fig. 7 Node identifiers.

n denotes the id of a node/leaf, i.e. its position in
the tree encoded by the top-down path of positions
in node’s vectors. For example, 0 stands for the root,
0.0 for its first child, etc. For the ith component of a
vector at node n, the id is n.i. Fig. 7 illustrates this naming. We now describe
in details those primitives and let-multi functions.

The let-multi Construction. The goal is to define a multi-function i.e. a
recursive function over the multi-bsp tree. Except for the tree’s root, when
the code ends on a stage i, the values are made available to the upper stage
i − 1 in a vector. The let-multi construction offers a syntax to declare codes
for two levels, one for the nodes (level b) and one for the leaves (level s):

let multi f [args] =
where node = ... (∗ bsml code ∗)
where leaf = ... (∗ ocaml code ∗)

[args] are the arguments of the newly define
multi-function f. In the leaf block (i.e. level s),

we find usual ml computations and most of the calculation need to take place
here. In the node block (i.e. level b), we find the code that will be executed
at every stage of the tree, but on the leaves. Typically, a node is charged to
propagate the computations and the data using vectors (level l); to manage
the sub-machine computations; and finally, gather the results using the proj —
extraction of values from a vector. To go one step deeper on the tree, the node
code must recursively call the multi-function inside a vector. This call must be
done inside a vector in order to spread the computation all over the tree in the
deeper stages. It is also to notice that a multi-function can only be called at
m level of the code and values at this level are available throughout the multi-
function execution. Fig. 8 shows, as an example of how data moves through
the multi-bsp tree, a simple program summing of the elements of a list.
1 let multi par fold l =
2

∣∣ where node =
3

∣∣ ∣∣ let v=mkpar (fun i→split i l) in
4

∣∣ ∣∣ let res=�par fold $v$� in
5

∣∣ ∣∣ ∣∣ sum (flatten res)
6

∣∣ where leaf =
7

∣∣ ∣∣ List.fold left (fun x y→x+y) 0 l
8 (∗ flatten:’a par→’a list ∗)
9 (∗ sum: int list→int ∗)
Fig. 8 Sum multi-ml example.

It works as follows: We define the multi-
function (line 1); Lines 2 − 5 give the code
for the nodes and lines 6−7 give the code for
the leaves; The list is scattered across each
component i of the vector (line 3); We re-
cursively call the multi-function on the sub-
lists (line 4); We finally gather the results

in line 5 (sum, a bsml code, performs a proj to sum the pn projected integers).

Tree Construction. It is not fundamentally different of the above multi-
functions: Unlike generating a single usual ml value only, the “let multi” builds
a tree oto of type ′a tree. For this, a new constructor determines the values that
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are stored (keep) at each id and those that are ascended (up) to the upper stage
—until now, the value returned by nodes and leaves was implicitly considered
as the value given to the upper stage. This is the role of finally which works
as follows: finally ˜up:v1 ˜keep:v2 to up the value v1 and store to the tree
the value v2 (having first replaced the previous stored value in the tree). The
primitive this returns the last value stored using finally or None if it has never
been called at this point. It is useful to update the tree.

1 let par scan list op li =
2

∣∣ let multi m scan flag l =
3

∣∣ ∣∣ where node =
4

∣∣ ∣∣ ∣∣ if flag then
5

∣∣ ∣∣ ∣∣ ∣∣ let spl=mkpar (fun i→split i l) in
6

∣∣ ∣∣ ∣∣ ∣∣ let deep=bsp scan op �m scan true $spl$� in
7

∣∣ ∣∣ ∣∣ ∣∣ let v=last �if $pid$6=0
8

∣∣ ∣∣ ∣∣ ∣∣ ∣∣ ∣∣ then (m scan false [$deep$])
9

∣∣ ∣∣ ∣∣ ∣∣ ∣∣ ∣∣ else noSome $this$� in
10

∣∣ ∣∣ ∣∣ ∣∣ finally ˜up:v ˜keep:[v]
11

∣∣ ∣∣ ∣∣ else
12

∣∣ ∣∣ ∣∣ ∣∣ let v=last �m scan false #l#� in
13

∣∣ ∣∣ ∣∣ ∣∣ ∣∣ finally ˜up:v ˜keep:[v]
14

∣∣ ∣∣ where leaf =
15

∣∣ ∣∣ ∣∣ let final,l’= if flag then (seq scan op l)
16

∣∣ ∣∣ ∣∣ ∣∣ else (map and last (op (List.hd l)) this) in
17

∣∣ ∣∣ ∣∣ finally ˜up:final ˜keep:l’
18 in m scan true li
19 (∗ bsp scan:’a par→(’a→’a→’a)→’a par ⇒ BSML scan ∗)
20 (∗ last:’a par→’a ⇒ gives the last element of a vector ∗)
21 (∗ seq scan:’a list→(’a→’a→’a)→’a∗’a list
22 ⇒ computes the scan and also returns the last element ∗)
23 (∗ map and last:’a list→(’a→’a)→’a∗’a list
24 ⇒ do a map and also returns the last element ∗)
Fig. 10 Scan multi-ml example.

Fig. 10 shows the modifi-
cations that has to be added
to sum list in order to obtain
a tree containing the list of
partial sums on every leaves
and the maximal sub-sums
on each node —thus the fi-
nal sum on the root node.
The code works as follows:
We use a generic operator
and a list to be distributed
(line 1); then we traverse
twice (distinguished with a
boolean flag) the multi-bsp
machine, first to split the
list and then to compute the
partial sums; for the nodes,
we split the list (line 5) and then we do a recursive call over the scattered lists
to continue the splitting at lower levels and then recover the partial sums of
children nodes (line 6), bsp scan is used on this partial results to transfer and
compose partial results from sibling nodes left to right (bsp scan could be any
bsml scan code, direct or logarithmic); finally, we do a recursive call again in a
vector (lines 7−9) to complete the partial sums with the communicated values
and for this, we transmit down a list containing only the last value for each
branch, keep it in the tree and give it to the upper level (line 10); when reach-
ing the leaves the first time, we compute the partial sums (line 15) and, each
time a value (communicated by other branches) comes down to a leaf, we add
it to its own partial sums (line 16). Note that using two multi-functions, one to
first split the list and another one to compute the partial sums, is surely easier,
but using a one-shot multi-function, we exhibit more features of multi-ml.

Variables Accesses. There are three different ways to access to variables in
addition to the usual ml access. First, $v$ stands for reading the value of a
vector “v” inside a vector (l level, as in bsml) but also for reading a previously
defined tree “v”: if the vector is constructed at id n, then at component i, $v$
stands for reading the value of “v” at id n.i —stage i−1. Within the tree
construction §e§, $v$ stands for reading the value of “v” at id n. For short,
$v$ stands for reading one of the component of “v”.

The second way is to read a value inside a vector which had been declared
outside. As explained above, the values available on a node are not implicitly
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available on the child nodes. It is thus necessary to copy them from a node to its
sub-machines. For example, the code let x=1 in let vect=�x+1� is incorrect
because “x” is not available on children. It is imperative to use �#x#+1�
to copy the value of x from the b level into the vector (l level).

Outside a vector (g level), when the code is computing at id n, accessing to
a tree t is implicitly reading its value at id n. Finally, gid is the predefined tree
of nodes/leaves ids. Within the component i of a vector constructed on node
n (l level), $gid$ stands for the id n.i whereas inside a §e§ code, it stands for
the identifier of the node evaluating e; at evaluation level g, gid stands for n
(if executed at id n) and at evaluation level m, it is the tree of node identifiers.

A Convenient Tree Construction. For building a tree without using a multi-
function (which induce communications), we add the §e§ syntax. It allows to
execute e on every nodes and leaves. One can read the values of a previously
defined tree oto using the $t$ access in the code of e. In this way, using the
predefined tree gid, we can execute different codes on each components of a
tree without any need (and possibility) of communication between the stages.

A New Primitive. For performances reason, we chose to add the new
primitive mkpar. Indeed, in bsml, a replicated code is duplicated on every
processors so it is not necessary to take care of data transfer in code like:
let lst=[...] in �split $pid$ lst� where lst is a large list and split a splitting
function. With the multi-ml model, data are not distributed everywhere and
we have to transfer data explicitly. One can write �split $pid$ #lst#� but
it is not useful to copy the whole list on every children in order to extract a
sub list and throw the rest. This is the reason why the mkpar compute first pn

values and then distribute them to the sub-machines thus building a vector.
This method is more expensive for the node n in computation time, but it
reduces drastically the amount of data transfers.

3.3 Current Limitations

Exceptions and Partially Evaluated Trees. Exceptional situations are handled
in ocaml with a system of exceptions. In parallel, this is at least as relevant:
if one processor triggers an exception during a computation, bsml [14] as well
as multi-ml have to deal with it, like ocaml would, and prevent a crash.

The problem is when an exception is raised locally (l level) on (at least)
one processor but other processors continue to follow the execution stream,
until they are stopped by the need of synchronisation. This happens when an
exception escapes the scope of a parallel vector. Then, a crash can occur: a
processor misses the global barrier. To prevent this situation, in [14], we intro-
duce a specific handler of local exceptions that have not been caught locally.
The structure trypar...withpar catches any exception and handles it as usual
in ocaml. To do this, a barrier occurs and exceptions are communicated to
all processors in order to allow a global decision to be taken. Furthermore, any
access to a vector that is in an incoherent state will raise again the exception.

For multi-ml, if an exception is no correctly handled in a stage, it must be
propagated to the upper stage at the next barrier —as in bsml. If an exception



V. Allombert et al. �� ��Core-ml inductive rules ⇓δ

E ` cst ⇓δ cst E ` op ⇓δ op

{x 7→v}∈‖E‖δ
E ` x ⇓δ v E ` (fun x→ e) ⇓δ (fun x→ e)[E]

E ` e1 ⇓δ (fun x → e)[E′] E ` e2 ⇓δ v E′⊕δ{x 7→v} ` e ⇓δ v′

E ` (e1 e2) ⇓δ v′
E ` e1 ⇓δ v1 E ` e2 ⇓δ v2

E ` (e1, e2) ⇓δ (v1, v2)

E ` e1 ⇓δ op E ` e2 ⇓δ v (op v) ≡ v′

E ` (e1 e2) ⇓δ v′
E ` e1 ⇓δ v E⊕δ{x 7→ v} ` e2 ⇓δ v′

E ` let x = e1 in e2 ⇓δ v′

E ` e1 ⇓δ true E ` e2 ⇓δ v2

E ` if e1then e2else e3 ⇓δ v2

E ` e1 ⇓δ false E ` e3 ⇓δ v3

E ` if e1then e2else e3 ⇓δ v3

E⊕δ{f 7→(rec f→e)} ` e ⇓δ v

E ` (rec f→e) ⇓δ v�� ��bsml-like primitives inductive rules ⇓bn
∀i ∈ {1, . . . ,pn} E ` e ⇓ln.i vi
E `<e>⇓bn 〈v1, . . . , vpn 〉

E ` e ⇓bn 〈v1, . . . , vpn 〉
E ` proj e ⇓bn (fun i→ vi)

E ` e ⇓bn 〈f1, . . . , fpn 〉
E ` put e ⇓bn 〈f ′1, . . . , f ′pn 〉

{x 7→〈v1, . . . , vi, . . . , vpn 〉}∈‖E‖n
E ` $x$ ⇓ln.i vi

{x 7→v}∈‖E‖n
E ` #x# ⇓ln.i v E ` $pid$ ⇓ln.i i

‖E‖n ` e ⇓δ v

E ` e ⇓b,ln v

E ` e ⇓bn f ∀i ∈ {1, . . . ,pn} E ` (f i) ⇓bn vi with f ≡ (fun x→ e′)[E′]
E ` mkpar e ⇓bn 〈v1, . . . , vpn 〉�� ��Multi functions inductive rules ⇓m

E ` (multi f x→ e1 → e2) ⇓m (multi f x→ e1 → e2)[E] E ` gid ⇓b,ln n

In what follows g ≡ (multi f x→ e′1 → e′2)[E′]
E ` e ⇓δ v

E ` e ⇓m v

E ` e1 ⇓m g E ` e2 ⇓m v E′⊕0{x 7→v}⊕0{f→g} ` e′1 ⇓b0 v′

E ` e1 e2 ⇓m v′

E ` e1 ⇓ln.i g E ` e2 ⇓ln.i v E′⊕n.i{x 7→ v}⊕n.i{f→g} ` e′1 ⇓bn.i v′

E ` e1 e2 ⇓ln.i v′

E ` e1 ⇓ln.i g E ` e2 ⇓ln.i v E′⊕n.i{x 7→v}⊕n.i{f→g} ` e′2 ⇓sn.i v′

E ` e1 e2 ⇓ln.i v′

Fig. 11 Operational big-step semantics rules of core-multi-ml.

is no handled in a multi-function, it must be thrown at the global level m as a
standard ocaml exception. An exception thrown in a node of a tree leads this
node in an incoherent state until the exception has been caught in a upper
level. Any access to this tree must raise again the exception. This handling
has not been yet implemented for multi-ml but the first author works on it.

An application case is partially evaluated trees. Take for example the fol-
lowing code:�if random() then f else 0� where f is a multi-function. A part
of the tree will never be instantiated. If a partially evaluated tree is accessed
during a code execution an exception could be immediately throw.

Type System. The main limitation of our prototype is the lack of a type
system. Currently, nesting of bsml vectors/trees are not checked. A type sys-
tem for bsml exists [14] but has not been implemented yet. We are convinced
that adding multi-functions will not fundamentally change the type system:
it’s mainly a matter of adding just a new level of execution.

Other ml Features. We have not yet studied all the interactions of all the
ocaml features with the multi-function (as well in bsml). Mainly: objects,
first-order modules and gadt. We let them for future works.
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4 Semantics, Implementation and Examples

We present a formal semantics of multi-ml as well as two implementations. To
get the assurance that both implementations are coherent, using the semantics,
we first prove that multi-ml is confluent. A semantics is useful as a specifica-
tion of the language so as to simplify the design of the implementations. We
give some examples and benchmarks to illustrates the usefulness of multi-ml.
Our prototype is freely available at http://lacl.fr/allombert/multi-ml.html.

4.1 Operational Semantics

We give a big-step semantics of a core-language —without tree creation to sim-
plify the presentation. The syntax (Fig. 12) extends that of popular core-ml.

e ::= /* core-ml */
| x | cst | op | (e, e) | let x = e in e | (e e)
| if e then e else e | (fun x→e) | (rec f→e)
/* bsml-like primitives */
| $x$ | #x# | <e> | pid
| mkpar e | gid | proj e | put e
/* multi-fun, without tree construction */
| (multi f x→ e→ e)

Fig. 12 Syntax of core-multi-ml.

Programs contain variables, con-
stants (integers, etc.), operators (≤, +,
etc.), pairing, let, if, fun statements
as usual in ml, rec for recursive calls,
the bsml primitives (<e>, put, proj),
mkpar, access $x$ to the local value
of a vector x, local copy #x# of a par-

ent’s variable x, the vector of pid component and gid the tree of ids. Finally,
we define let-multi as particular functions with codes for nodes and leaves.

The semantics is a big-step one with environments that represent the
memories. We have a tree of memories (one per node and leaf) and we note
them E . ‖E‖n denotes the memory of E at n where n is the id of the node/leaf.
{x 7→ v} denotes a binding of a variable x to a value v in the memory; ∈ de-
notes a membership test and ⊕ denotes an update. Those operators have the
subscript n that denotes the application in a specific memory.
E ` e ⇓ v denotes the evaluation of e in the environment E to the value v. A

value is a constant, an operator or a functional closure (noted (funx→ e)[E ])
that is a function with its own environment of execution. The rules of evalua-
tion are define by induction and fully given in Fig. 11. Note that to simplify the
reading of the rules, we count vector pids from 1 to pn and not from 0 to pn−1.

Even if the semantics contains many rules, there is no surprise and it has to
be read naturally. As explain before, there are 4 different levels of execution:
(1) level m for the execution on all computation units; (2) bsp level b for bsml
codes. These rules are subscripted with the id n of the sub-machine like for
memories; (3) local level l for the codes inside a vector; (4) and finally level s
on the leaves. In this way, the evaluation ⇓ is upscripted by the level. Note that
a code at level l becomes at level b if a recursive call of a multi-function occurs.

The first rules are for the core-ml part and are as intended: a value returns
a value; an application needs a closure (or an operator), a value and then the
core of the closure is used with the properly modified environment; pairing
builds two values; a “let” adds a new binding. They are used to evaluate any
expression that do only contains ml code (no multi-ml primitives)

The rules for the bsml primitives work as follows: creating a new vector
for the machine of id n is triggering pn local evaluations, each with n.i as
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subscript since we are going one step deeper, in the ith component; proj and
put rules build the functions of exchanges; $x$ rule read at n.i the the ith
value of the vector x created by node n; #x# rule read the value x at the
node n from its child; $pid$ rule returns i on child n.i; mkpar rule creates
the vector but first the node creates the values to be sent down.

For the multi-functions, we have a rule to create the function and a rule to
initialise the deeper computations. In this way, at level m, we start to recurse
down in the machine from id 0 with the appropriate environment and level g.
Then, inside the component i of a vector of sub-machine n, the recursive call
of the multi-function generates an evaluation on n.i. Except if we reach a leaf,
then the last rule says that the code is evaluated on leaf n.i with level s. We
can then prove by induction the following lemma:

Lemma 1 (Confluence) ∀E if E ` e ⇓m v1 and E ` e ⇓m v2 then v1 ≡ v2

Co-inductive rules [25] ⇓∞ (for diverging programs) can be easily infered from
the above rules. For sake of conciseness, we only present some typical examples:

E ` e1 ⇓δ true E ` e2 ⇓∞
E ` if e1then e2else e3 ⇓∞

∃i ∈ {1, . . . ,pt} E ` e ⇓∞
E `<e>⇓∞

E ` e ⇓∞
E ` proj e ⇓∞

We can then prove by co-induction the following lemma:

Lemma 2 (Mutually exclusive) ∀E if E ` e ⇓m v then ¬(E ` e ⇓m∞)

Results do not depend of the order of evaluation of the processors nor of the
bsp sub-machines. All strategy work and return the same values, especially a
sequential simulation and a distributed implementation. The former is fine for
debugging whereas the latter is for benchmarking. We now present both.

4.2 Sequential Simulation and Distributed Implementation

Sequential Simulation. We propose a sequential simulator that works as the
ocaml toplevel. Given an architecture as a configuration file, the toplevel al-
lows simulating multi-ml codes on a single core machine and printing the re-
sults. Currently, all the main features of ocaml are available, without typing.
To be executed, the multi-ml code is converted into a sequential code using
a modified ocaml parser. The simulator creates a tree structure to represent
the whole multi-bsp architecture. Vectors are represented as arrays of data. A
global hashtable is used to simulate the memory available at each levels as sug-
gested by the semantic. Fig. 13 shows the result when using the toplevel for a
simulated multi-bsp machine composed of 2 cores with respectively 2 threads.

#let multi f n =∣∣ where node =∣∣ ∣∣ let =�f $pid$� in∣∣ ∣∣ ∣∣ finally ˜up:() ˜keep:(gidˆ”=>”ˆn)∣∣ where leaf=finally ˜up:() ˜keep:(gidˆ”=>”ˆn);;
— : val f : int→string tree = <multi−fun>
#(f 0)

o ”0→ 0”∣∣
o ”0.0→ 1”∣∣ ∣∣ → ”0.0.0→3”∣∣ ∣∣ → ”0.0.1→4”
o ”0.1→ 2”∣∣ ∣∣ → ”0.1.0→5”∣∣ ∣∣ → ”0.1.1→6”

Fig. 13 Example of the Toplevel.

Distributed Implementation. To
be portable, our implementation is
written to use various communica-
tion libraries. We have thus a mod-
ular approach and our implementa-
tion depends of a generic functors
that requires the architecture configu-
ration and some particular communi-
cation routines, mainly, asynchronous
broadcasting and gathering values for



Multi-ML: Programming Multi-BSP Algorithms in ML

a group of processors, total echange, and builds groups of processes. Our first
implementation of this module is currently based on mpi. We create one mpi
process for every nodes and leaves of the architecture. Those processes are dis-
tributed over the physical cores and threads in order to balance the charge. As
the code executed by nodes is, most of the time, a simple task of parallel man-
agement, this extra job is thus distributed over the leaves to reduce its impact.

Our implementation is based on a daemon running on each mpi processes.
Each daemon have 3 mpi communicators to communicate with their father
(upper node), their sons (leafs) and their brothers (processes at the same sub-
level).These daemon are waiting for a task given by their father. When a task
is received, it is executed by the daemon, and then, they returns to the waiting
state until they receive a ”kill” signal, corresponding to the end of the program.

As the code is a spmd one, every processes know the entire code and
they just need to receive a signal to execute a task. To do so, and to avoid
serialising codes that are inside functional values (the closures) and know by all
the nodes due to a spmd execution, when transmitting down values and thus
creating parallel vectors, we identify the vectors by two kinds of identifiers:
(1) a static identifier is generated globally for every vectors and reference their
computations through the execution; (2) when a node need to create a parallel
vector, it generates a dynamic identifier that represent the data on its leaves.
Then, when a node execute some code using parallel values inside a vector, it
just sends the static identifier (that references the code to execute) with the
dynamic identifier (to substitute the distributed value) to its sons which can
then execute the correct tasks. The main advantage of this method it to avoid
serialising unnecessary codes when creating vectors, and thus reduces the size
of the data exchanged by the processes. But, associating a value by a dynamic
identifier can lead to a memory over-consumption, for example in loops. When
the life cycle of a vector is terminated, we manually clean the memory by
removing all the obsolete identifier and calling the garbage collector.

Shared memory. We propose an implementation to avoid some unnecessary
copies of the transmitted data. Indeed, the ocaml memory is garbage collected
and, to be safe, only a copy of the data can me transmitted. Using the stan-
dard posix “mmap” routine and some ipc functionalities (to synchronise the
processes), the child (as daemons) can read asynchronously the transmitted
serialised value in the mapping of the virtual address space of the father and
synchronise with the father only, as the multi-bsp model suggest. As architec-
tures can have different types of memory (distributed or shared), it is possible
to mix executions schemes. Since the ocaml memory is garbage collected (cur-
rently with a global thread lock), we sadly cannot use pthreads as done in [35]
to share values without performing first a copy. We are currently working on
using some tricks to overcome this limitation but we leave it as future work.

4.3 Benchmarks

In this section we present the benchmark of a simple scan with integer addition
and a naive implementation of the sieve of Eratosthenes. A scan can be used
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to perform the sieve of Eratosthenes using a particular operator which implies
more computations and communications than a simple list summing.

The multi-bsp cost of the scan algorithm is as follows:∑

i∈[0...d[

Vsp(i) +O(|ld|) +
∑

i∈[0...d[

Ci.

Where
∑

i∈[0...d[ Vsp(i) is the total cost of splitting the list until the leaves (at

depth d−1); O(|ld|) is the time needed to compute the local sums in the leaves;
and

∑
i∈[0...d[ Ci corresponds to the cost of diffusing partial sum back to leaves

and to add these values to values held by leaves. This diffusion is done once
per node. Vsp(i) is the work done at level i to split the locally held chunk li and
scatter it among children nodes. Splitting li in pi chunks costs O(|li|) where
|li|, the size of li, is n ∗∏j∈[0...i[

1
pj

where n is the size of the initial list holds

by the root node. Scattering it among children nodes costs pi ∗gi−1 + ni
pi

+Li.

The sequential list scan cost at leaves is O(|ld|) = O(n ∗∏i∈[0...d[
1
pi

).
The cost Ci at level i is the cost of a bsp scan, of a diffusion of the computed

values until leaves and the sequential cost of a map on list held by leaves. Let s
be the size of the partial sum, the cost of bsp scan at level i is s∗pi∗gi−1+Li,
the diffusion cost is

∑
j∈]i...d] gj ∗ s + lj and the final map is cost O(sd). The

size s may be difficult to evaluate: for a sum of integers it will simply be the
size of an integer, but for Eratosthenes sieve, the size of exchanged lists varies
depending on which data are held by the node.
1 let scan direct op vv =
2 let mkmsg pid v dst =
3 if dst<pid then None else Some v in
4 let procs lists =
5 � fun pid → from to 0 pid� in
6 let receivedmsgs =
7 put(apply(mkpar mkmsg) vv) in
8 let values lists =
9 � List.map ((compose noSome)

10 $receivedmsgs$) $procs lists$ �
in

11 � (fun (h::t)→ List.fold left op h t )
12 $values lists$ �
Fig. 14 bsml direct scan code.

The sieve of Eratosthenes generates
a list of primary numbers below a given
integer n. From the list of all elements
lesser than n, it iteratively removes ele-
ments that are a multiple of the smaller
element of the list that as not been yet
considered. We generate only the integers
that are not multiple of the 4 first prime
numbers, then we iterate

√
n time (as it

is known to be the maximum number of
needed iteration). On our architectures, the direct and logarithmic scans are
as efficient. Fig. 14 gives the bsml code of the direct scan. This code build
the list of elements to communicate to its neighbours and exchange the val-
ues using the put primitive. Then every processes maps the received values
on their own data. We used the following functions: elim:int list→ int→ int list
which deletes from a list all the integers multiple of the given parameter;
final elim:int list→ int list→ int list iterates elim using elements from the first
list to delete elements in the second; seq generate:int → int→ int list which re-
turns the list of integers between 2 bounds; and select:int → int list→ int list
which gives the

√
nth first prime numbers of a list.

For this naive example, we use a generic scan computation with final elim
as the ⊕ operator. In our computation, we also did extend the scan so that
the sent values are first modified by a given function (select) to just sent the√
nth first prime numbers. The bsp methods is thus simple: each processor i
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p0 = 4 g0 =∞ L0 = 149000 m0 = 0
p1 = 2 g1 = 89 L1 = 1100 m1 = 64Gb
p2 = 16 g2 = 6 L2 = 1800 m2 = 20Mb
p3 = 0 g3 = 3 L3 = 0 m3 = 0

p0 = 8 g0 =∞ L0 = 195400 m0 = 0
p1 = 2 g1 = 14 L1 = 472 m1 = 16Gb
p2 = 4 g2 = 6 L2 = 800 m2 = 6Mb
p2 = 0 g2 = 5 L2 = 0 m2 = 0

Fig. 15 Multi-BSP parameters of Mirev3 (left) and Mirev2 (right).

holds the integers between i× n
p + 1 and (i+ 1)× n

p . Each processor computes

a local sieve (the processor 0 contains thus the first prime numbers) and then
our scan is applied. We then eliminate on processor i the integers that are
multiple of integers received from processors of lower identifier.

Benchmark were done on two parallel architectures named Mirev2 and
Mirev3. Here are the main specifications of these machines:

– Mirev2: 8 nodes with 2 quad-core (AMD 2376) at 2.3Ghz with 16Gb of
memory per node and a 1Gb/s network.

– Mirev3: 4 nodes with 2 hyper-threaded octo-core (16 threads) (Intel XEON
E5−2650) at 2.6Ghz with 64Gb of memory per node and a 10Gb/s network.

The multi-bsp and bsp model can be used to estimate the cost of an algo-
rithm. Thus, we estimated the cost of transferring values and the sequential
cost of summing lists of integer. Then, we used the bsp parameters given in
Fig. 15 in order to predict and compare the execution time of scan. The g
and L bsp parameters are given in Fig.19, one can notice that until 64 cores g
evolves linearly, but after that, too many cores access the network, producing
a bottleneck and severely hindering performances.

We measured the time to compute the sieve without the time to gener-
ate the initial list of values. The experiments have been done on Mirev2 and
Mirev3 using bsml (mpi version) and multi-ml implementations over lists of
increasing size on an increasing number of processors. The processes have been
assigned to machines in order to scatter as much as possible the computation
among the machines, i.e. a 16 process run will uses one core on each processor
of the 8 machines of Mirev3. Fig. 16 and 17 shows the results of our experi-
mentations. We can see that the efficiency on small list is poor but as the list
grows, multi-ml exceeds bsml. This difference is due to the fact that bsml
communicates through the network at every super steps; while multi-ml fo-
cusing on communications through local memories and finally communicates
through the distributed level.

Fig. 18 gives the computation time of the simple scan using a summing
operator. We can see that multi-ml introduce a small overhead due to the level
management; however it is as efficient as bsml and concord to the estimated
execution times.

As the experiment shows, multi-ml out-performs bsml when the multi-
bsp model allows to confine heavy communications in a node before communi-
cating with other nodes. For the sum of integers, where the multi-bsp model
cannot bring improvements, we can see that the additional managing cost of
multi-ml is negligible.
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100 000 500 000 1 000 000 3 000 000
multi-ml bsml multi-ml bsml multi-ml bsml multi-ml bsml

8 0.7 1.8 22.4 105.0 125.3 430.7 ... ...
16 0.5 0.8 13.3 50.3 68.1 331.5 1200.0 ...
32 0.3 0.5 2.6 18.9 11.3 122.2 173.2 ...
48 0.5 0.4 1.75 14.5 5.5 88.4 69.3 ...
64 0.3 0.3 1.3 8.7 4.1 56.1 51.1 749.9
96 0.3 0.38 1.6 6.3 3.9 30.8 38.1 576.1
128 0.5 0.45 2.1 5.2 4.7 24.3 30.6 443.7

Fig. 16 Execution time of Eratosthenes using multi-ml and bsml on Mirev3.

100 000 500 000 1 000 000
multi-ml bsml multi-ml bsml multi-ml bsml

8 1.5 1.7 64.5 106.1 402.9 1538.1
16 0.45 0.93 16.0 49.3 91.4 631.7
32 0.14 0.45 4.1 18.7 21.1 219.7
48 0.13 0.40 2.6 11.0 10.8 123.5
64 0.11 0.34 1.89 7.5 8.2 80.5

Fig. 17 Execution time of Eratosthenes using multi-ml and bsml on Mirev2.

5 000 000
multi-ml bsml Pred multi-ml Pred bsml

8 2.91 2.8 3.44 1.83
16 1.42 1.4 1.72 0.92
32 0.92 0.73 0.43 0.46
48 0.84 0.75 0.28 0.31
64 0.83 0.74 0.21 0.23

Fig. 18 Execution time and predictions of scan (sum of integers) on Mirev3.
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5 Related Work

There are a lot parallel languages or parallel extensions of a sequential language
(functional, iterative, object-oriented, etc.). It would be too long to list all of
them. We chose to point out those that were the most important to our mind.
Notice that, except in [26], there is a lack of comparisons between parallel
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languages. It is difficult to compare them since many parameters have to be
taken into account: efficiency, scalability, expressiveness, etc.

5.1 Programming Languages and Libraries for BSP like Computing

Historically, the first library for bsp computing was the bsplib [21] for the
c language; it has been extended in the pub library [4] by adding subgroup
synchronisations, high performance operations and migration of threads. For
the gpu architectures, a bsp library was provided in [23] with mainly drma
primitives close to the bsplib’s ones.

For java, different libraries exist. The first one is [17]. There is also bsp-
core [35] (also for c++). A library with scheduling and migration of bsp
threads has been designed in [29] —the scheduling is implicit but the migration
can be explicit. The library hama [32] is implemented using a “mapreduce-
like” framework. We can also highlight the work of neststep [24] which is
c/java library for bsp computing, which authorises nested computations in
case of a cluster of multi-core but without any safety.

The bsml primitives were adapted for c++ [18]: the bsp++ library pro-
vides nested computation in the case of a cluster of multi-cores (mpi+open-
mp). But it is the responsibility of the programmer to avoid harmful nested
parallelism. bsml also inspired bsp-python [22] and bsp-haskell [28].

5.2 Functional Parallel Programming

A survey to parallel functional programming can be found in [20]. It has been
used as a basis for the following classification with some updates.

Data-parallel Languages. The first functional one was nesl [3]. This lan-
guage allows to create particular arrays and nested computations within these
arrays. The abstract machine is responsible for the distribution of the data
over the available processors. For ml, there is manticore [12], an extension
of nesl with the dynamic creation of asynchronous threads and send/received
primitives. For gpu architectures, an extension of ocaml, using a special syn-
tax for the kernels has been developed in [5].

sac (Single Assignment c) [16] is a lazy language (with a syntax close to
c) for array processing. Some higher-order operations on multi-dimensional
arrays are provided and the compiler is responsible for generating an efficient
parallel code. A data-parallel extension of haskell has been done in [10]
where the language allows to create data arrays that are distributed across
the processors. And some specific operations permit to manipulate them.

The main drawback of all these languages is that cost analysis is hard to
do since the system is responsible for the data distribution.

Explicit process creation. We found two extensions of haskell in this cat-
egory: eden and gph [31]. Both use a small set of syntactic constructs for
explicit process creation. Their fine-grain parallelism, while providing enough
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control to implement parallel algorithms efficiently, frees the programmer from
the tedious task of managing low-level details of communications —which uses
lazy shared data. Processes are automatically managed by sophisticated run-
time systems for shared memory machines or distributed ones.

As above, cost analysis is hard to do and, sometimes, the runtime fails to
distribute correctly the data [31]; it introduces too much communication and
thus a lack of scalability. Another distributed language is hume [19]. The main
advantage of this language is that it is provided with a cost analysis of the
programs for real-time purpose but with limitations of the expressiveness.

Algorithmic skeletons. Skeletons are patterns of parallel computations [15].
They can be seen as high-order functions that provide parallelism. They thus
fall into the category of functional extensions. They are many skeleton libraries
[15]. For ocaml, the most known work is the one of [11].

Distributed functional languages. In front of parallel functional languages,
there are many concurrent extensions of functional languages such as erlang,
clean or jocaml [27]. The latter is a concurrent extension of ocaml, which
added explicit synchronisations of processes using specific patterns.

alice-ml [30] adds what is called a “future” for communicating values. A
future is a placeholder for an undetermined result of a concurrent computation.
When the computation delivers a result, the associated future is eliminated by
globally replacing it by the result value. The language also contains “promises”
that are explicit handles of futures. scala is a functional extension of java
which provides concurrency, using the actor model: mostly, creation of agents
that can migrate across resources. Two others extensions of ocaml are [8] and
[9]. The former uses spmd primitives with a kind of futures. The latter allows
migration of threads that communicate using particular shared data.

All these languages have the same drawbacks: they are not deadlock and
race condition free; furthermore, they do not provide any cost model.

6 Conclusion and Future Work

6.1 Summary of the Contribution

The paper presents a language call multi-ml to program multi-bsp algo-
rithms. It extends our previous bsml that has been designed for programming
bsp algorithms. They both have the following advantages: confluent opera-
tional semantics; equivalence of the results for both toplevel and distributed
implementation; cost model and efficiency.

The multi-bsp model extends the bsp one as a hierarchical tree of nested
bsp machines. multi-ml extends bsml with a special syntax for define spe-
cial recursive functions over this tree of nested machines, each of them pro-
grammed using bsml. In a tree, nodes contain codes to manage the sub-
machines whereas leaves perform the largest parts of the computation. In this
work, we focus on the informal presentation of multi-ml, an operational se-
mantics of a core-language and benchmarks of simple examples with a compar-
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ison with predicted performances associated with the multi-bsp cost model.
We also compare multi-ml codes with bsml ones as well as the performances
of both languages on a typical cluster of hyper-threaded multi-cores. As pre-
dicted, multi-ml codes run faster when the cores share the network: there is
no bottleneck; And the multi-core synchronisations are cheaper.

Compared to bsml, multi-ml have several drawbacks. First, the codes, the
semantics and the implementation are a bit more complex. Second, the cost
model associated to the program is more difficult to grasp: designing multi-
bsp algorithms and programming them in multi-ml is more difficult than
using bsml only. But, from our experience, we can say that it is not so hard.

6.2 Future Work

In a close future, we plan to axiomatise the multi-ml primitives inside coq,
as we did for bsml in [13,36], in order to prove the correctness of multi-bsp
algorithms. We also consider to formally prove that the implementations follow
the formal semantics. We plan also to benchmark bigger examples. We think
of model-checking problems and algebraic computations that better follow
high-level languages than intensive float operations can do.

But the most important work to do is the implementation of a type system
for multi-ml to ensure a true safety of the codes: forbid nesting of vectors,
forbid data-races if imperatives features, such as handling exceptions [14],
are used. In the long term, the type system could be used to optimise the
compiler. Indeed, currently, even in the case of a share-memory architecture,
only serialised values are exchanged between nodes. We consider implementing
a dedicated concurrent garbage collector.
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Abstract. L’optimisation de codes de calculs (simulations scientifiques,
traitements d’images, etc) nécessite souvent la réorganisation des struc-
tures de données utilisées afin de pouvoir exploiter au mieux les pro-
cesseurs et accélérateurs actuels. Les tableaux de structures (AoS : Array
of Structures) sont ainsi souvent convertis en structures de tableaux (SoA
: Structure of Arrays). Dans les codes de calculs effectuant les mêmes
opérations sur les éléments de chaque structure, cette transformation
permet d’exploiter les unités vectorielles des processeurs et accélérateurs.
Cependant, cette structure de données (SoA) n’est pas communément
communément utilisée par les développeurs, ce qui peut affecter la main-
tenabilité et l’évolutivité du code.
L’approche proposée consiste en une couche d’abstraction indépendante
de l’organisation des données en mémoire de manière à combiner les avan-
tages des deux représentations. Le développeur conserve sa vision des
données organisées en structures, tandis que les données peuvent être
stockées dans une autre représentation adaptée à l’architecture. Cette
abstraction est réalisée en C++ à l’aide de différentes classes perme-
ttant au développeur de définir ses structures de données. L’interface
proposée est similaire à celle des conteneurs de la bibliothèque standard
STL. Les résultats sur différents algorithmes montrent que cette couche
d’abstraction n’introduit pas de surcoût en terme de performance par
rapport à une version écrite explicitement.

1 Introduction

L’écriture et l’optimisation de codes de calculs se heurte au paradoxe suivant :
d’une part, il faut simplifier leur programmation à l’aide de langages de haut-
niveau afin de se focaliser sur le problème à résoudre, d’autre part, il faut con-
sidérer des optimisations de bas-niveau qui nécessitent une connaissance appro-
fondie des architectures et une écriture particulière du code et des structures de
données. Par exemple, dans le cadre d’un traitement d’images, il est plus simple
de se représenter une image comme un tableau de pixels dotés de trois com-
posantes, rouge, verte et bleue, et de définir des traitements sur cette structure,
que de considérer cette image comme une structure de trois tableaux, chacun
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stockant une composante différente. Cependant, cette dernière représentation
est la plus adaptée lorsqu’il s’agit d’exploiter les unités vectorielles des pro-
cesseurs et accélérateurs, permettant ainsi d’obtenir des facteurs d’accélérations
conséquents.

Les unités vectorielles sont présentes dans tous les processeurs modernes
et permettent d’appliquer une opération sur un ensemble de données, appelé
vecteur, en une seule instruction, contrairement aux unités scalaires tradition-
nelles qui appliquent une opération à une unique donnée à la fois. Les unités vec-
torielles exploitent donc le parallélisme de données suivant le paradigme SIMD
(Single Instruction on Multiple Data). Différentes implantations sont disponibles
suivant l’architecture du processeur ou de l’accélérateur considéré. Ces implan-
tations diffèrent dans la largeur du vecteur et dans les instructions disponibles.
Les processeurs basés sur l’architecture ARM, présents par exemple dans les
smartphones, disposent d’une unité vectorielle appelée NEON capable de traiter
un vecteur de 128 bits en une instruction, soit par exemple 4 entiers 32 bits,
ou 4 nombres flottants en simple précision simultanément. Les processeurs basés
sur l’architecture x86 peuvent disposer d’une unité vectorielle appelée AVX per-
mettant de traiter des vecteurs de 256 bits, soit 8 nombres flottants en simple
précision ou 4 en double précision. Les accélérateurs de type GPU sont également
constitués d’unités vectorielles plus larges. Les unités des GPU Nvidia CUDA
permettent ainsi de traiter 32 nombre flottants en une instruction.

Ne pas exploiter les unités vectorielles limite donc la performance exploitable
à une fraction de la puissance maximale disponible. Cela est plus particulièrement
critique pour les codes limités par la puissance de calcul et pas par la bande pas-
sante. De nombreux travaux illustrent les gains obtenus par la transformation
des structures de données afin d’exploiter les unités vectoriels.

2 Réalisation de l’abstraction

Notre approche propose plusieurs manières d’organiser les structures de données
présentant la même interface. L’utilisateur peut ainsi utiliser une structure de
type AoS pour écrire son code puis basculer vers une autre représentation sans
avoir à modifier son code.

2.1 Définitions des structures

AoS. Une structure de type AoS est définie comme un vecteur de tuples :

template< typename . . . Types >
c l a s s aos : p r i va t e std : : vector< std : : tuple< Types . . . > >

Les types des attributs de la structure peuvent être de longueur arbitraire par
l’utilisation des paramètres variadiques des templates.

Pour définir une image dotée de 3 composantes, l’utilisateur peut déclarer le
type suivant :

us ing imageRGB = dod : : aos< u int8 t , u in t8 t , u i n t 8 t >;
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SoA. Une structure de type AoS est définie comme un tuple de vecteurs :

template< typename . . . Types >
c l a s s soa : p r i va t e std : : tuple< std : : vector< Types > . . . >

Pour définir une image dotée de 3 composantes, l’utilisateur peut déclarer le
type suivant :

us ing imageRGB = dod : : soa< u int8 t , u in t8 t , u i n t 8 t >;

2.2 Interface

Les structures décrites précédemment proposent une interface proche de celle du
vecteur de la STL. Néanmoins, l’opérateur [] ne peut être surchargé pour prendre
deux paramètres. C’est donc l’opérateur () qui est utilisé. L’accès à l’attribut n
de l’élément à la position i de la structure st s’écrit donc :st( n, i ); .

La conversion d’une image couleur en niveau de gris peut donc s’écrire de la
manière suivante :

void g r ay s ca l e ( imageRGB const & in ,
imageL & out ,
s i z e t const rows ,
std : : s i z e t const c o l s )

{
f o r ( std : : s i z e t i = 0 ; i < rows ∗ c o l s ; ++i )
{

unsigned in t l = 307 ∗ in ( R, i )
+ 604 ∗ in ( G, i )
+ 113 ∗ in ( B, i ) ;

out [ i ] = l >> 10 ;
}

}

Dans l’exemple ci-dessus, les indices des composantes peuvent être remplacés
par des identifiants plus explicites. Il suffit pour cela d’ajouter les définitions
suivantes :

std : : i n t e g r a l c on s t an t< std : : s i z e t , 0 > R;
std : : i n t e g r a l c on s t an t< std : : s i z e t , 1 > G;
std : : i n t e g r a l c on s t an t< std : : s i z e t , 2 > B;

La verbosité de ce code peut être masquée par la définition d’une macro simpli-
fiant cette écriture.

3 Expérimentation et résultats

Notre approche a été appliquée sur un exemple de base permettant de faire
varier le nombre et le type des attributs avec un calcul simple, ainsi que sur des
algorithmes de calcul vectoriel et une simulation N-Body. Les compilateurs GCC
et ICC ont été utilisés dans différentes versions pour vérifier le comportement et
l’impact du compilateur. Les options d’optimisation et d’auto-vectorisation sont
activées dans tous les cas.
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3.1 Coût et impact de l’approche

Les différents tests montrent que par rapport à un code écrit explicitement en
SoA, AoS ou hybride, notre approche n’entrâıne pas de surcoût à l’exécution.
L’analyse des codes assembleurs générés révèle que ceux-ci sont quasiment iden-
tiques pour les versions respectives modulo le renommage des registres. Seul le
calcul des adresses peut parfois varier, notamment dans le cas de la normalisa-
tion de vecteur, mais l’impact est négligeable sur les performances par rapport
à la variabilité des résultats entre plusieurs exécutions.

GCC GCC fastmath ICC

nbody-std-aos 518 362 401
nbody-abs-aos 517 283 414

nbody-std-soa 570 414 78
nbody-abs-soa 568 414 78

normalize-std-aos 1488 662 1545
normalize-abs-aos 1366 666 1374

normalize-std-soa 1321 343 386
normalize-abs-soa 1348 368 1373

Fig. 1. Comparaison des versions standards (std) et avec abstraction (abs) des algo-
rithmes N-Body et normalize. (temps en ms)

Il convient de noter que suivant les tests l’option -fast-math de GCC est
activée car ICC active parfois cette option automatiquement. Les deux dernières
lignes du tableau 3.1 montre que le compilateur Intel n’active pas cette option
dans la version utilisant notre approche. Cela permet de vérifier si les gains
obtenus sont dûs à cette option ou à la vectorisation.

Dans le cas de l’algorithme N-Body, il est intéressant de noter que le com-
pilateur Intel déclenche la vectorisation automatique du code pour la version
SoA, avec ou sans l’utilisation de notre approche. C’est un bon point pour notre
approche car cela ne casse pas le processus de vectorisation du compilateur. De
plus, le code étant le même entre la version AoS et SoA, le gain apporté par le
compilateur Intel ne nécessite pas d’effort de programmation supplémentaire.

Dans le cas de l’algorithme de normalisation de vecteur, tous les codes sont
automatiquement vectorisés par les compilateurs, les différences de performances
sont dues uniquement à l’organisation des données et à l’activation de l’option
-fast-math. Le passage à une structure de type SoA n’apporte pas de gain
notable, sauf pour la version compilée avec l’option -fast-math. Dans la ver-
sion AoS, le compilateur génère des instructions vectorielles pour réorganiser les
données et vectoriser les calculs. Ces instructions ne représentent que quelques
cycles sur les dizaines de cycles utilisés pour calculer l’inverse de la racine du
carré des composantes des vecteurs. Par contre l’option -fast-math active le
remplacement de ce calcul par l’instruction mm256 rsqrt ps dont la latence est
de seulement 5 cycles (architecture Intel Haswell). La transformation devient
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donc plus coûteuse par rapport au calcul dans ce mode ce qui explique le dou-
blement des performance entre les versions AoS et SoA.

3.2 Comparaison entre représentations

La comparaison entre les différentes versions de l’algorithme N-Body montre,
dans le cas de l’utilisation du compilateur GCC, que les performances sont en
retrait lors du passage à une structure de type SoA. En effet, l’utilisation de
plusieurs tableaux nécessite le stockage d’autant de pointeurs pour la manipula-
tion des données, ce qui accrôıt l’occupation des registres généraux disponibles
en nombre limité. Des expérimentations sur notre programme de test montre que
ces registres sont rapidement saturés et que le compilateur est obligé de générer
des opérations sur la pile pour manipuler les pointeurs supplémentaires. Suivant
le contexte : nombre d’itérateurs manipulés (boucles), pointeurs, ce phénomène
peut apparâıtre dès l’utilisation de 5 à 6 tableaux. L’impact sur les performances
est particulièrement important sur les codes dont le facteur limitant les perfor-
mances est la bande passante. Dans le cas de l’algorithme N-Body, qui est limité
par la puissance de calcul, ce phénomène est largement effacé par le gain apporté
par la vectorisation comme le montre les résultats du compilateur Intel.

4 Conclusion

L’utilisation d’une approche permettant d’abstraire l’organisation des structures
de données permet à la fois au développeur de se concentrer sur son application,
tout en permettant la transformation des structures de données afin de pouvoir
exploiter les unités vectorielles. Dans certains cas, le passage d’une structure
de type AoS à SoA permet la vectorisation automatique du code par le com-
pilateur. L’exemple de l’algorithme N-Body montre que les performances sont
multipliées par cinq dans ce cas. Toutefois, dans d’autres cas, le compilateur ar-
rive à vectoriser des structures de données de type AoS ce qui peut être bénéfique
si la limitation est la puissance de calcul. Dans de nombreux cas également, la
vectorisation reste à la charge du développeur.

Ces travaux constituent une première étape d’un projet visant à abstraire
l’organisation et la transformation des structures de données au développeur.
L’implantation d’une nouvelle structure de données hybride, aussi appelée AoSoA
(Array of Structure of Array), combinant les avantages de la représentation AoS
et SoA est en cours. La possibilité de convertir la représentation automatique-
ment, suivant la représentation fournie et l’architecture considérée est envisagée.
En effet, de nombreuses bibliothèques fournissent des structures de données de
type AoS, ce qui induit un surcoût. Il est envisageable d’effectuer la conversion
de structure à la volée lors du premier calcul sur les données.
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From BSP regular expressions to BSP automata
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Abstract. The theory of finite automata has been recently adapted to
bulk-synchronous parallel computing by introducing BSP words, BSP
automata and BSP regular expression. We propose here an algorithm
that, from a BSP regular expression, generates a BSP automaton recog-
nizing the same language.

Keywords: BSP, automata, regular expressions

1 Introduction

Bulk synchronous parallel (BSP) is a model of parallel computing introduced
by Valiant [5]. By adapting automata theory [4] to BSP, Hains [3] proposed
Bulk-Synchronous Parallel Automata (BSPA) to describe BSP computation, and
Bulk-Synchronous Parallel Regular Expressions (BSPRE) to describe BSP lan-
guage. However, there was no automatical way to couple BSPA and BSPRE. We
summarize here the (implemented) tranformation from BSPRE to BSPA.

2 BSP Word and Language

The set of symbols is denoted by Σ, and p denote the number of processors.

Definition 1. Elements of (Σ∗)p is called word-vectors. A BSP word over Σ is
a sequence of word-vectors, i.e., a sequence of ((Σ∗)p)∗. A BSP language over
Σ is a set of BSP words over Σ.

3 BSP Automata (BSPA)

Definition 2. A BSP automaton ~A is an hexa-tuple

({Qi}i∈[p], Σ, {δi}i∈[p], {qi0}i∈[p], {F i}i∈[p], ∆)

such that for every i, (Qi, Σ, δi, qi0, F
i) is a finite automaton3, and ∆ : ~Q → ~Q

is called the synchronization function where ~Q = (Q0× ...×Q(p−1)) is the set of
global states.

In other words a BSP automaton is a vector of sequential automata Ai over
the same alphabet Σ, together with a synchronization function (∆) that maps
state-vectors to state-vectors.
3 Qi is the finite set of states, δ the transition function, qi ∈ Qi the initial state, and
F i ⊆ Qi the non-empty set of accepting states.
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4 BSP Regular Expressions (BSPRE)

We define the grammar of BSPRE (left
column of the right-side table) and lan-
guage of BSPRE (right column of the
right-side table), where ri (=1...p−1) is
a (scalar) regular expression. The type
of the language is:
L : BSPRE → P(((Σ∗)p)∗).

Grammar: R Language: L(R)
∅ { }
ε {ε}

< r0, . . . , rp−1 > L(r0)× . . .× L(rp−1)
R1;R2 L(R1)L(R2)
R∗ L(R)∗

R1 +R2 L(R1) ∪ L(R2)

5 From BSPRE to BSPA

Types of a BSPRE, regular expression, automata, BSPA are, resctively, α bspre,
α expr, α autom, α bspa, where α is the type of alphabet (set of symbols). The
followings describe an algorithm that, from a BSP regular expression, generates
a BSP automaton recognizing the same language.

1. Sequentialization : Σ bspre→ ((Σ × [p]) ∪ {; }) expr
Removing vectors by giving each symbol its removed-vector position.

2. Distribution : ((Σ × [p]) ∪ {; }) expr → ((Σ ∪ {; }) expr)p
Constructing a vector of regular expression by puting each symbol to the
associated component and replicating semicolons in all vector components.

3. Transformation : ((Σ ∪ {; }) expr)p → ((Σ ∪ {; }) autom)p

Giving vector of NFA, each of them accepts its component of vector. The
algorithm used for transformation was invented by Bruggemann-Klein [1]
which is an improvement of Glushkov [2].

4. Synchronization : ((Σ ∪ {; }) autom)p → Σ bspa
Semicolon-labelled transitions that were the same before the replication are
glued together into an hyperedge (∆). The hyperedge connects all its tran-
sitions’ NFA into one BSPA.

6 Conclusion

We have presented an algorithm to get a BSPA from a BSPRE. In the future,
we will perform more complexity studies, in order to analyze the third step –
transformation – of our algorithm that may be the bottleneck: quadratic in size
of inputed BSPRE.
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Résumé

Nous présentons une méthodologie basée sur le raffinement manuel et
automatique pour le développement d’applications distribuées correctes par
construction. À partir d’un modèle Event-B, le processus étudié définit des
étapes successives pour décomposer et ordonnancer les calculs associés aux
événements et distribuer le code sur des composants. La spécification de ces
deux étapes est faite au travers de deux langages dédiés. Enfin, une implan-
tation distribuée en BIP est générée. La correction du processus repose sur la
correction des raffinements et de la traduction vers le code cible BIP.

1 Introduction

Les systèmes distribués demeurent difficiles à concevoir, construire et faire
évoluer. Ceci est lié à la concurrence et au non déterminisme. Plusieurs forma-
lismes tels que les algèbres de processus, ASM et TLA+ sont utilisés pour modéli-
ser et raisonner sur la correction des systèmes distribués. Un spécifieur utilisant ces
formalismes est censé modéliser des mécanismes de bas niveau tels que canaux de
communication et ordonnanceurs.

Dans cet article, nous proposons un support outillé d’aide à la conception sys-
tème en utilisant une méthodologie basée sur des raffinements prouvés. Les sys-
tèmes considérés sont vus comme un ensemble d’acteurs en interaction. Les pre-
miers raffinements fournissent une vue centralisée du système. Ils sont construits
en prenant en compte progressivement les exigences du système. Ces raffinements
sont exprimés à l’aide de machines abstraites décrites en Event-B [2]. Ensuite,
nous proposons des schémas de raffinements destinés à prendre en compte la na-
ture distribuée du système étudié. Ces schémas de raffinements sont guidés par
l’utilsateur et les machines Event-B associées sont automatiquement générées. En
conséquence, on obtient un ensemble de machines qui interagissent, dont la com-
position est prouvée correcte et conforme avec le niveau abstrait. Le système peut
ensuite être exécuté sur une plateforme distribuée via une traduction en BIP [3].
Remarquons que notre objectif n’est pas d’automatiser complètement le proces-
sus de distribution, mais de l’assister. Tout en restant modeste, la différence est

Groupe de travail MFDL

219



similaire à celle entre un vérificateur de modèle où la preuve d’un jugement est au-
tomatique et un assistant de preuve où l’utilisateur doit composer des stratégies de
base afin de résoudre son but. De même qu’un assistant de preuve aide à construire
la preuve d’un but, notre objectif est d’aider à l’élaboration par raffinements d’un
modèle distribué.

Event-B et BIP admettent une sémantique basée sur les systèmes de transi-
tions étiquetées. Ceci favorise leur couplage. Event-B est utilisée pour la spécifi-
cation et la décomposition formelles des systèmes distribués. BIP est utilisée pour
leur implantation et leur déploiement sur une plateforme à mémoire répartie. Le
passage d’Event-B vers BIP s’appuie sur des raffinements manuels et automa-
tiques. Les raffinements manuels horizontaux permettent l’introduction progres-
sive de propriétés du futur système. Les raffinements manuels verticaux permettent
l’obtention de modèles Event-B traduisibles vers BIP : déterminisation d’actions et
concrétisation des données. Quant aux raffinements automatiques, nous en avons
élaboré deux sortes : l’une est appelée fragmentation (voir section 3) et l’autre
distribution (voir section 4). Ces deux sortes de raffinement sont guidées par le
spécifieur via deux langages dédiés (DSL). Cette démarche peut être comparée aux
travaux portant sur la génération automatique de code source à partir de spécifica-
tions formelles. [4] propose un générateur de code efficace séquentiel en utilisant
un sous-ensemble B0 impératif de B. Le raffinement automatique de machines
B est également possible grâce à l’outil Bart [5]. Cependant, il ne concerne pas
les modèles Event-B et est destiné aux raffinements de modèles B vers le sous-
ensemble B0. Concernant Event-B, plusieurs générateurs de code source ont été
proposés [6, 8]. Il est possible de générer du code Ada parallèle. Cette dernière
cible est cependant plus restrictive que BIP puisqu’elle n’offre que de la synchro-
nisation binaire.

Le processus de développement correct par construction de systèmes distri-
bués préconisé combine les raffinements manuels et automatiques. Il se termine
par la génération de code BIP. Dans la suite, après une introduction aux forma-
lismes Event-B et BIP, nous présentons les deux transformations par raffinement
(la fragmentation et la distribution), puis la génération de code BIP. Ces étapes
seront illustrées sur l’exemple de l’hôtel 1.

Le passage d’Event-B vers BIP se fait en trois étapes : fragmentation, distribu-
tion et génération de code (voir Figure 1).

Etape de
fragmentation

Etape de
distribution

Etape de
génération de code

Machine
Event-B

Raffinement
Event-B

Raffinement
Event-B

Code
BIP

FIGURE 1 – Etapes du processus

1. Le texte complet est accessible via le lien
https://dl.dropboxusercontent.com/u/98832434/hotelrefinements.html.
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2 Event-B et BIP

2.1 Event-B

Event-B permet de décrire le comportement d’un système par une chaine de
raffinements de machines abstraites. Une machine contient des événements, éven-
tuellement paramétrés, faisant évoluer l’état de la machine tout en préservant un
invariant. Le non-déterminisme s’exprime dans le corps des événements grâce aux
actions ( :∈ et :|) ou via leurs paramètres introduits dans la clause ANY et contraints
par les propriétés spécifiées dans la clause WHERE. Dans une optique de décom-
position formelle d’une spécification centralisée en plusieurs composants Event-B,
les contraintes d’un paramètre d’un événement partagé doivent être résolues loca-
lement. Nous adressons ce problème ultérieurement.

Récemment, deux opérations ont été introduites dans Event-B : la composition
et la décomposition [7]. Elles ont pour but d’introduire la notion de composant
dans la démarche de raffinement. Ces deux opérations sont reliées par la propriété
suivante : la composition des sous-composants produits par décomposition d’un
modèle doit raffiner ce modèle. Deux variantes ont été identifiées : par variables
partagées et par événements partagés. La première est adaptée aux systèmes à mé-
moire partagée, tandis que la deuxième est plutôt adaptée aux systèmes distribués.
Dans ce travail, nous nous intéressons à la composition/décomposition par événe-
ments partagés. La plateforme Rodin offre un outil interactif [7] sous forme d’un
plugin permettant la composition/décomposition par événements partagés. Dans la
section 4, nous situerons notre plugin de distribution vis-à-vis de ce plugin.

2.2 BIP

Le modèle de composant BIP comporte trois couches : Behavior, Interaction
et Priority. La couche Behavior permet de décrire les aspects comportementaux
des composants atomiques tandis que les couches Interaction et Priority décrivent
les aspects architecturaux d’un système. Les contraintes de synchronisation entre
les composants BIP sont exprimées par des interactions regroupées au sein de la
construction connector de BIP tandis que les contraintes d’ordonnancement des
interactions sont exprimées grâce au concept Priority de BIP. En BIP, un compo-
sant atomique englobe des données, des ports et un comportement. Les données
(data) sont typées. Les ports (port) donnent accès à des données et constituent
l’interface du composant. Le comportement est un ensemble de transitions définies
par un port, une garde et une fonction de mise à jour des données.

3 La fragmentation

Cette étape, dite de fragmentation, prend en entrée un modèle Event-B quel-
conque (voir figure 1). Elle a pour but de réduire le non-déterminisme lié au cal-
cul des paramètres locaux d’un événement. L’ordre de calcul des paramètres est
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décrit par le spécifieur à l’aide d’un DSL (voir listing 1). En se basant sur cette
description et le modèle Event-B abstrait, l’étape de fragmentation génère un mo-
dèle Event-B. Ce raffinement automatique s’appuie sur des règles simples assurant
l’obtention d’un raffinement : introduction d’un nouvel événement convergent, raf-
finement d’un événement par plusieurs (one to many), introduction d’une nouvelle
variable, renforcement de garde, renforcement d’invariant et instanciation d’un pa-
ramètre local d’un événement par une variable d’état.

Plugin de fragmentation. La transformation de fragmentation est implantée par
un plugin Rodin. Elle génère un raffinement de la machine en question à partir
d’une spécification de la fragmentation. Celle-ci comporte des déclarations don-
nant pour un paramètre p d’un événement ev les paramètres pi dont il dépend et les
gardes gi le spécifiant. Une valeur initiale v est requise pour des besoins de typage.

event ev when p1 . . . pn parameter p init v with g1 . . . gm

Exemple d’illustration. Dans l’exemple de l’hôtel, l’événement register a
trois paramètres : g,r,c. Nous spécifions que le paramètre client g doit être cal-
culé en premier. Une chambre r est alors choisie et la carte d’accès c est enfin
générée. La fragmentation de l’événement register est ainsi spécifiée :

s p l i t t i n g h o t e l _ s p l i t t e d ref ines ho te l
events

event r e g i s t e r
parameter g i n i t g0 with tg / / t g ne d épend pas de r , c
when g parameter r i n i t r0 with t r g1 / / d é c l e n c h é apr è s l e c a l c u l de g
when g r parameter c i n i t c0 with t c g2 g3 / / d é c l e n c h é apr è s g , r

end

Listing 1 – Spécification de la fragmentation

La fragmentation produit une machine dont le schéma général est le suivant :

machine generated ref ines input_machine
variables
ev_p ev_p_computed / / t émoin e t s t a t u t pour param . p de l ’ év é nement ev

invar iants
@ev_gi ev_p_computed = TRUE ⇒ g i / / ou p e s t remplac é par ev_p

var iant / / compteur des param è t r e s r e s t a n t à c a l c u l e r
{FALSE 7→ 1 , TRUE 7→ 0 } ( ev_p_computed ) + . . .

events
event INITIALISATION extends INITIALISATION
then

@ev_p ev_p := v
@ev_p_comp ev_p_computed := FALSE

end
convergent event compute_ev_p / / c a l c u l e l e param è t r e p de ev
any p where

@gi g i / / garde sp é c i f i a n t p
@pi ev_pi_computed = TRUE / / param è t r e s d on t p d épend o n t é t é c a l c u l é s
@p ev_p_computed = FALSE / / p r e s t e à c a l c u l e r

then
@a ev_p := p
@computed ev_p_computed := TRUE / / d é c r o i s s a n c e du v a r i a n t
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end
event ev ref ines ev
when

@p_comp ev_p_computed = TRUE
with

@p p = ev_p / / l e param è t r e p de l ’ év é nement h é r i t é e s t r a f f i n é en ev_p
then

/ / r e m p l a c e r p par ev_p dans l e s a c t i o n s de l ’ év é nement r a f f i n é
end

end

Listing 2 – Machine générée pour le raffinement de fragmentation

En fait, cette machine implante les contraintes d’ordonnancement par l’intro-
duction d’une variable booléenne, computed state, par paramètre. L’invariant de la
machine est étendu par les propriétés des variables introduites. Si une variable a
été calculée (ev_p_computed = TRUE), sa spécification, donnée par sa garde
gi, est alors satisfaite. Lorsque tous les paramètres d’un événement ont été calcu-
lés, l’événement en question peut être activé. Enfin, la progression du calcul des
paramètres requis est assurée par un variant défini comme le nombre de paramètres
restant à calculer.

4 La distribution

Après l’étape de fragmentation (voir figure 1), l’étape de gestion de la distri-
bution prend en compte les particularités de l’architecture cible. Il s’agit ici de
composants BIP synchronisés par des connecteurs n-aires et supposés ne réali-
ser que des transferts de données (pas de traitement interne dans un connecteur).
À l’instar de l’étape de fragmentation, l’étape de distribution prend en entrée un
modèle abstrait et une spécification de distribution. Celle-ci est décrite par le spé-
cifieur à l’aide d’un DSL. Elle introduit la configuration retenue : les noms des
sous-composants. De même, elle répartit les variables et éventuellement les gardes
sur les sous-composants. Les variables référencées par une garde doivent être loca-
lisées sur un même sous-composant. Autrement, des copies faiblement cohérentes
de ses variables seront automatiquement ajoutées. Elles sont mises à jour par des
événements convergents ordonnancés avant l’événement accédant aux copies. De
même, une action est réalisée par le composant (supposé unique) sur lequel les
variables modifiées sont localisées. Les variables lues par une action peuvent être
distantes. Les valeurs de ces variables seront transmises lors de la synchronisation.
Notons que la gestion des copies faiblement cohérentes et des variables distantes
sont spécifiques à notre proposition. Ceci peut être vu comme une extension du
plugin de décomposition par événement partagé [7]. Pour y parvenir, nous intro-
duisons une phase de pré-traitement.

La phase de pré-traitement. Cette phase prend en entrée une machine abstraite,
des identifiants de sous-composants et la répartition de ces variables sur des sous-
composants. Elle produit un raffinement introduisant des copies des variables dis-
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tantes lues par les gardes, les événements anticipés mettant à jour ces variables,
et des paramètres recevant les valeurs des variables distantes lues par les actions.
Nous supposons dans ce qui suit que les variables vi sont localisées sur les com-
posants Ci. Les événements convergents sont partagés par les origines (Ci) et des-
tinations (Cj) des variables lues par les gardes. Les raffinements des événements
hérités sont partagés par les origines (Ci) des copies (sur Cj) et par les composants
(Ck). Ces derniers comportent les variables directement lues par les actions.

machine generated ref ines input_machine
variables

v i / / v a r i a b l e s h é r i t é es , s u r Ci
Cj_v i / / c o p i e s u r Cj de v i ( u t i l i s ée par une garde s u r Cj )
v i _ f r e s h / / t r u e s i v i a é t é c o p i é , s u r Ci

invar iants
@Cj_vi_f v i _ f r e s h = TRUE ⇒ Cj_v i = v i / / l a c o p i e e s t à j o u r

var iant
{FALSE 7→ 1 , TRUE 7→ 0 } ( v i _ f r e s h ) + . . .

events
convergent event share_v i / / p a r t a g é par Ci e t Cj
any l o c a l _ v i where

@g v i _ f r e s h = FALSE / / s u r Ci
@l l o c a l _ v i = v i / / s u r Ci

then
@to_Cj C j_v i := l o c a l _ v i / / s u r Cj
@done v i _ f r e s h := TRUE / / s u r Ci

end
event ev ref ines ev / / p a r t a g é par Ci , Cj , Ck
any l oca l_vk where

@vj_access loca l_vk = vk / / s u r Ck , acc è s d i r e c t par l e s a c t i o n s
@vi_fresh v i _ f r e s h = TRUE / / s u r Ci , l a c o p i e s u r Cj e s t à j o u r
@g [ v i := Cj_v i ] g / / s u r Cj , garde h é r i t ée avec acc è s aux c o p i e s

then
@a v j := [ v i := Cj_v i ; vk := l oca l_vk ] e / / s u r Cj , s y n c h r o avec Ck

end
end

Listing 3 – Pré-traitement

La phase de projection. Cette phase construit une machine pour chaque sous-
composant, et reprend le plugin de décomposition par événement partagé [7]. Les
sites de projection des gardes et actions sont indiqués dans le listing 3. Notons que
les invariants faisant référence à des variables distantes sont naturellement écartés.

5 La génération de code BIP

L’étape de génération de code BIP prend en entrée les composants Event-B
issus de l’étape de distribution. Elle génère les éléments suivants :

Types de port. Pour chaque événement de chaque sous-composant nous géné-
rons un type de port. Les variables associées à un type de port donné sont issues
des variables référencées par l’événement correspondant.

Types de connecteur. Pour chaque événement faisant référence à des variables
de plusieurs composants, nous générons un type de connecteur.
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Squelette de sous-composants. Pour chaque sous-composant, nous générons
un composant atomique BIP. Il comporte les variables du sous-composant ainsi
que les variables distantes appartenant à d’autres sous-composants, les instances
des types de ports associés à ce sous-composant et, pour chaque événement, une
transition synchronisée sur l’instance du port correspondant.

Le composant composite. Il regroupe une instance de chaque sous-composant
et connecteur. Chaque instance de connecteur admet une instance de port apparte-
nant aux instances de sous-composants définies précédemment.

6 Conclusion

Nous avons présenté une méthode de développement de systèmes distribués
corrects par construction. À partir d’une machine Event-B représentant un modèle
centralisé, nous appliquons deux types de raffinements automatiques (la fragmen-
tation et la distribution) dont les paramètres sont déclarés par deux langages dédiés.
Enfin, un modèle BIP exécutable sur une architecture répartie est produit. La cor-
rection de cette méthode repose sur la correction des étapes de raffinement et de la
traduction finale en code BIP.

Nous envisageons maintenant d’améliorer l’outillage de ce processus. Les trans-
formations de modèles Event-B sont réalisées via xtext et xtend [1]. L’étape sui-
vante sera la finalisation du générateur BIP.
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Projet ANR BINSEC
analyse formelle de code binaire pour la sécurité

Sébastien Bardin (coordinateur)
prenom.nom@cea.fr

Airbus Group, CEA LIST, IRISA, LORIA, Université Grenoble Alpes

BINSEC : BINary-code analysis for SECurity
– Projet ANR INS, appel 2012
– Axes 1 (sécurité) et 2 (génie logiciel)
– Projet de recherche fondamentale sur 4 ans (2013-2017)
– Sujet : Techniques formelles d’analyse de sécurité au niveau binaire

Contexte, objectifs et défis. L’objectif général du projet BINSEC est de combler le
fossé actuel entre le succès des méthodes formelles pour la sûreté logicielle (niveau source
ou modèle) et les besoins des analyses de sécurité niveau binaire (analyse de vulnérabi-
lité, analyse de malware), pour l’instant peu outillées (approches syntaxiques). Pour les
malware, nous nous concentrons sur les problèmes de camouflage et d’obscurcissement
(obfuscation). Pour les vulnérabilités, nous nous concentrons sur la découverte de bugs
et sur la distinction entre bugs bénins et bugs exploitables.
Les défis principaux viennent de la structure même du code binaire (données et contrôle
bas niveau), de la complexité des architectures modernes, du manque de compréhension
claire de certaines propriétés considérées (obscurcissement, exploitabilité), de la pré-
sence d’un attaquant et enfin de la volonté de considérer des programmes non critiques
(robustesse et passage à l’échelle).

Bien qu’a priori distincts, les domaines que nous attaquons partagent des problèmes
communs, par exemple le manque de sémantique claire et unifiée, la reconstruction pré-
cise du flot de contrôle (même avec obscurcissement), le besoin de raisonnement bas
niveau précis, etc. Le projet est ainsi architecturé autour de quelques problématiques
générales (sémantique, analyses de base) sur lesquelles se basent les travaux applicatifs.
Les résultats sont en partie intégrés dans la plate-forme open-source BINSEC.

Figure 1 – Aperçu du projet
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Quelques résultats. Les résultats du projet jusqu’à ce jour incluent : une représen-
tation intermédiaire formelle et concise pour l’analyse de code binaire [5], basée entre
autre sur un nouveau modèle mémoire à régions “bas niveau” [1, 2] raffinant le mo-
dèle usuel “à la CompCert” [7] ; une technique originale et un prototype de détection
de “use-after-free” sur code exécutable [6] ; une technique et un prototype de désassem-
blage de code obscurci par auto-modification et chevauchement d’instruction [3] ; une
plate-forme open-source d’analyse de code binaire [5] proposant des moteurs originaux
d’analyse statique (reconstruction sûre de graphe de contrôle) et d’exécution symbolique
[4] (exploration partielle précise). La plate-forme sera disponible à partir de juin 2016
(http://binsec.gforge.inria.fr) .

Figure 2 – Plate-forme Binsec

Participants. Sébastien Bardin, Frédéric Besson, Sandrine Blazy, Guillaume Bon-
fante, Richard Bonichon, Robin David, Adel Djoudi, Benjamin Farinier, Josselin Feist,
Colas Le Guernic, Jean-Yves Marion, Laurent Mounier, Marie-Laure Potet, Than Dihnh
Ta, Franck Védrine, Pierre Wilke, Sara Zennou.
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Combiner des diagrammes d’état étendus et la
méthode B pour faciliter la validation de

systèmes industriels

Thomas Fayolle
LACL, Université Paris Est

GRIL, Université de Sherbrooke
Ikos Consulting, Levallois Perret

11 mars 2016

1 Introduction
Dans le cadre industriel, les systèmes sont développés par des ingénieurs systèmes
spécialisés en partenariat avec des ingénieurs métier. Lorsque le système est critique,
l’utilisation de méthodes formelles est fortement recomandée pour son développement.
Les méthodes formelles utilisent des notations mathématiques parfois complexes, qui
ne facilitent pas le dialogue entre ceux qui connaissent le fonctionnement du système
et ceux qui connaissent le langage pour l’exprimer. Pour faciliter ce dialogue, une
solution peut être d’utiliser un langage de spécification graphique.

Les ASTD [2](Algebraic State Transition Diagram) sont un langage de spécification
qui combine les diagrammes d’état [5] et des opérateurs d’algèbre de processus [4]. Ils
permettent de décrire graphiquement le comportement d’un système. Ils peuvent donc
apporter une solution pour la validation de spécifications. Cependant, ils ne permet-
tent de modéliser que l’ordonnancement des opérations. Pour décrire l’effet de ces
opérations sur les données du système, nous proposons de les combiner au langage B.

2 Méthodologie

Figure 1: Méthodologie de la spécification
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Notre méthode de spécification combine le langage ASTD et le langage Event-B.
Cette méthode est résumée à la figure 1. Le système est modélisé en deux parties.
Son comportement dynamique est décrit dans la première partie en utilisant les ASTD
(spécification à gauche sur la figure 1). La deuxième partie en Event-B décrit les mod-
ifications apportées au modèle de données (spécification à droite sur la figure 1). Elle
contient un événement pour chaque label de la spécification ASTD. Lorsque la tran-
sition est effectuée, le modèle de données est modifié en suivant la spécification de
l’événement Event-B. La spécification en B classique (partie centrale de la figure 1)
permet d’assurer la cohérence du système.

2.1 La spécification ASTD

La spécification ASTD modélise l’ordonnancement des opérations en utilisant des no-
tations graphiques des diagrammes d’état et des opérateurs des algèbres de processus.
La spécification graphique facilite la validation tout en restant formelle. L’ajout des
opérateurs des algèbres de processus permet de modéliser des systèmes dans lesquels
plusieurs processus fonctionnent en parallèle, comme c’est le cas dans beaucoup de
systèmes industriels.

2.2 La spécification Event-B
La spécification ASTD modélise l’ordre des opérations, tandis que la spécification
Event-B modélise les effets de chaque opération sur le modèle de données. Elle con-
tient un événement pour chaque label de transition de la spécification ASTD. Les in-
variants Event-B traduisent les propriétés statiques, notamment les propriétés de sûreté.
Les outils de la plateforme RODIN 1 permettent de générer et de prouver les obliga-
tions de preuve associées à la préservation des invariants. Au contraire du raffinement
de la méthode B, le raffinement de la méthode Event-B permet l’ajout de nouveaux
événements. Pour coller au raffinement des ASTD, c’est ce langage qui a été choisi
pour la spécification de la partie donnée.

2.3 Spécification B
Pour un niveau de spécification, la modélisation en B classique contient deux machines.
La première est une traduction de la spécification ASTD, la seconde est une transcrip-
tion de la spécification Event-B.

Un outil effectue la traduction automatique de la spécification ASTD. Cette traduc-
tion est effectuée suivant les règles définies dans [6]. Le mécanisme de la traduction
peut être résumé de la manière suivante. Les états des ASTD sont encodés par une vari-
able d’état B. Une opération B est écrite pour chaque label de la spécification ASTD.
La précondition de cette opération vérifie que les variables d’état sont bien dans l’état
initial de la transition. La postcondition met à jour les variables d’état de manière à ce
qu’elles correspondent à l’état final de la transition.

De plus, nous souhaitons que les variables du modèle de données soient modifiées
lors de chaque transition. Puisqu’il n’est pas possible d’appeler un événement Event-B
dans une spécification en B classique, la spécification Event-B est traduite en B. Les
variables d’état et les invariants de typage sont conservés. Les événement sont réécrits
en opération, la garde devient une précondition et la postcondition reste identique.

1http://event-b.org
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Regrouper les deux spécifications en une seule nous permet de vérifier la cohérence
globale du système (c’est-à-dire un niveau de spécification horizontal sur la figure 1).
En effet, les propriétés statiques de la spécification Event-B ne sont vérifiées que si les
événements sont exécutés quand leurs gardes sont vraies. La génération des obligations
de preuves de la méthode B oblige à vérifier que les préconditions des opérations ap-
pelées sont vraies au moment de l’appel. La preuve de ces obligations garantit que les
événements du modèle de données sont toujours exécutés quand leur garde est vraie.
Pour prouver ces obligations, il est nécessaire d’ajouter des invariants qui lient les vari-
ables du modèle de données aux états de l’ASTD.

2.4 Raffinement
Le raffinement du système est effectué en parallèle sur les deux modèles. La spécification
de l’ordonnancement des opérations est effectuée en suivant la définition du raffinement
pour les ASTD. Cette définition (donnée dans [3]) permet de garantir la préservation des
traces. Le raffinement du modèle de données suit la définition du raffinement Event-B.

3 Conclusion
La méthode présentée dans cet article permet de modéliser graphiquement un système
critique ce qui facilite la validation du système dans un domaine industriel. La méthode
a été testée sur un exemple dans le cadre de la modélisation d’un système ferrovi-
aire [1].

La modélisation de ce cas a permis de voir l’efficacité de la méthode. Cependant,
la preuve de la cohérence globale du système s’est montrée fastidieuse. Des travaux
sont en cours pour simplifier les règles automatiques de traduction et définir des règles
et des outils de raffinement pour les ASTD.
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Résumé

Modularité, généricité, héritage sont des mécanismes qui facilitent le dévelop-
pement et la vérification formelle de logiciels corrects par construction en per-
mettant de réutiliser des spécifications, du code et/ou des preuves. Cependant les
lignes de produits exploitent d’autres techniques de réutilisation ou de modifica-
tion graduelle. Les méthodes formelles permettant la production de code correct
par construction (en B ou FoCaLiZe par exemple) ne sont pas bien adaptées à la
variabilité telle qu’elle apparaît dans les lignes de produits. Nous proposons d’ap-
procher ce problème par la définition d’un langage formel, GFML, proche de la
variabilité mise en œuvre dans les lignes de produits permettant de spécifier, im-
planter et prouver. Ce langage est compilé vers un formalisme existant, ici FoCa-
LiZe. Cet article illustre par l’exemple une des constructions offertes par GFML
ainsi que sa traduction en FoCaLiZe.

1 Introduction
Nous aimerions construire des programmes corrects par construction, c’est-à-dire

qui répondent au cahier des charges, sont cohérents et complets. Il est effectivement
possible de le faire à l’aide de certaines méthodes qui utilisent des langages formels
tels que B [1] ou FoCaLiZe [7]. Il faut alors définir les propriétés que le programme
doit vérifier et utiliser des outils de preuve pour prouver que l’on a bien suivi toutes les
étapes de la méthode.

Un des principaux problèmes de ces méthodes réside dans la difficulté à les appli-
quer. On pourrait espérer que les méthodes de réutilisation facilitent le développement.
Il existe plusieurs manières de réutiliser un programme. Par exemple, les méthodes
orientées objets qui proposent de compléter ou de modifier, par héritage, une classe
d’objets. Le langage FoCaLiZe possède l’héritage et permet ainsi de réutiliser des spé-
cifications, des programmes et des preuves.

Mais ce n’est pas suffisant. On aimerait réutiliser une fonctionnalité d’un pro-
gramme mais pour l’utiliser dans un contexte différent. Il existe des mécanismes per-
mettant de décrire les propriétés d’un contexte, indispensables pour un programme,
sous la forme de paramètres de ce programme. En FoCaLiZe, les composants s’ap-
pellent des espèces (species) et peuvent être paramétrés par des espèces représentant
des objets ou des propriétés du contexte requis.

Mais ce n’est pas encore suffisant. L’utilisation de la paramétrisation se révèle assez
difficile et restrictive.
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En fait, pour réutiliser un programme (ou une partie d’un programme), il faut savoir
comment il a été construit et connaître les décisions prises lors de son développement.

Le problème qui se pose est l’expression des savoirs-faire et leur réutilisation. La
réalité, c’est qu’il est bien difficile de décrire ou de formaliser ce savoir-faire. Mais
c’est un des avantages des approches lignes de produits [4] qui permettent de dé-
crire la succession des décisions à prendre et d’associer à chaque décision une solu-
tion concrète sous la forme d’un morceau de code (asset). En général, les décisions
prises sont constructives : il s’agit d’ajouter une information, une fonctionnalité, une
propriété, etc. Dans ce cas, la composition des morceaux peut être définie simplement.

Mais qu’en est-il lorsque la décision prise à une étape est de modifier l’étape précé-
dente et non seulement de rajouter quelque chose ? Comment formaliser des méthodes
de réutilisation non incrémentales ?

Il existe des approches telle que celle de Thomas Thüm [13, 12] qui utilise les lignes
de produits pour développer des programmes Java selon une approche par contrats à
l’aide de pré et post-conditions. Il utilise le langage JML pour écrire les contrats et les
traduit ensuite en Coq pour les vérifier. C’est de là qu’est venue l’idée d’introduire un
langage dédié pour décrire la construction des modifications à apporter au code.

Notre proposition est de faciliter de telles étapes de développement, permettant
de modifier une étape précédente, c’est-à-dire de modifier le code préalablement dé-
fini, et prouvé. L’idée est d’introduire un langage d’expression de ces modifications et
un compilateur réalisant la modification à opérer et générant le code. Le langage que
nous proposons s’appelle GFML. Couplée à une approche lignes de produits, notre
démarche permet de décrire des savoirs-faire qui ne sont pas purement incrémentaux
mais peuvent passer par des étapes de remise en cause de développements préalables,
tout en bénéficiant de l’approche de développement de code correct par construction.

Nous avons choisi d’illustrer notre démarche dans le cadre proposé par FoCaLiZe.
En effet, il permet de définir à la fois spécifications, code et preuves, donc tous les
artefacts associés à une caractéristique d’une ligne de produits. D’autre part, FoCaLiZe
admet pour seul mécanisme de raffinement, l’enrichissement par héritage, ce qui laisse
beaucoup de liberté.

La suite de cet article est structurée de la manière suivante. Dans un premier temps
nous allons étudier les constructions existantes en FoCaLiZe qui permettent de suivre
un développement formel incrémental. Nous signalerons aussi les limites de ce modèle.
Nous montrons à l’aide d’un exemple de compte bancaire un exemple de modification
souhaitée, à savoir le renforcement d’une fonctionnalité tout en conservant au maxi-
mum les preuves déjà faites. Cette modification peut être exprimée en FoCaLiZe à
l’aide de l’utilisation conjointe de l’héritage et de la paramétrisation. Nous présentons
ensuite l’expression de cette modification dans notre langage GFML et sa traduction en
FoCaLiZe. Un avantage de cette approche est le fait qu’elle s’adapte très bien aux lignes
de produits puisque la composition des morceaux associés à chaque étape entraîne une
suite de modifications et non seulement des enrichissements. L’approche générale est
présentée dans [8], nous détaillons ici, sur un exemple, une des constructions offertes
par GFML et sa compilation en FoCaLiZe.

2 Le modèle FoCaLiZe
L’environnement FoCaLiZe (anciennement FoCal) [7, 6] permet le développement

de programmes certifiés pas à pas, de la spécification à l’implantation. Cet environne-
ment propose un langage également nommé FoCaLiZe et des outils d’analyse de code,
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de preuve (Zenon) et des compilateurs vers Ocaml, Coq et Dedukti [5]. Le langage
FoCaLiZe permet d’écrire des propriétés en logique du premier ordre, des signatures
et des fonctions dans un style fonctionnel et enfin des preuves dans un style déclaratif.
Ce langage offre également des mécanismes inspirés par la programmation orientée
objets, comme l’héritage, la liaison retardée et la redéfinition afin de faciliter la modu-
larisation et la réutilisation. FoCaLiZe permet d’hériter de spécifications, de code mais
aussi de preuves [9]. Un mécanisme de paramétrisation vient compléter l’ensemble.

Les constructions de FoCaLiZe [3] permettent d’ajouter à une espèce, une signa-
ture, une définition, une propriété, une preuve, de définir une représentation concrète
pour les objets manipulés, de redéfinir une fonction. Dans ce dernier cas, le calcul des
dépendances fait par le compilateur détermine si les preuves déjà effectuées concernant
la fonction redéfinie doivent être refaites ou non. Ces primitives assurent une construc-
tion incrémentale des spécifications, des programmes et des preuves. Dans le modèle
actuel de FoCaLiZe, par héritage, les spécifications d’une fonction redéfinie sont hé-
ritées, elles peuvent être complétées par de nouvelles propriétés mais elles ne peuvent
pas être redéfinies (en restreignant par exemple la précondition comme dans la section
suivante), voire supprimées comme on le désirerait par exemple pour développer les
fonctionnalités du logiciel en mode dégradé. La redéfinition mise en œuvre dans FoCa-
LiZe impose également de conserver l’arité d’une fonction, il n’y a donc pas de pos-
sibilité de surcharge. Enfin, la représentation d’un type (mot-clé representation
dans les exemples de la section 3), une fois définie dans un composant C, ne peut être
redéfinie dans les composants qui héritent de C. Ceci conduit à un choix tardif de cette
représentation. Mais dans le cadre d’un développement non incrémental, on peut être
amené à modifier la représentation choisie, par exemple en ajoutant des attributs à la
manière des langages orientés objets. Une étude similaire a été proposée dans le cadre
de la programmation orientée feature et de la programmation par contrats par Thüm
et al. dans [11]. Relativement à la classification proposée dans cet article, le modèle
actuel de FoCaLiZe, en cas d’héritage, met en œuvre le raffinement de spécifications
par sous-typage. Avec l’exemple ci-dessous, nous nous rapprochons du raffinement dit
explicite et du raffinement par surcharge de contrats.

3 Raffinement d’une propriété
Nous utilisons dans la suite l’exemple (inspiré de [13]) de la ligne de produits

concernant la gestion de comptes bancaires représentée graphiquement (par son dia-
gramme de caractéristiques ou features) à la figure 1. La feature racine, BankAccount
(ou BA), définit le fonctionnement de base d’un compte : calculer le solde d’un compte,
débiter et créditer un compte. Le débit n’est autorisé que si le compte reste créditeur
d’une certaine somme (ici over). A ces fonctionnalités élémentaires peuvent être ajou-
tées, de manière optionnelle, les fonctionnalités dénotées par les features DailyLimit
(DL), LowLimit (LL) et Currency. DL introduit une limitation pour les retraits. Dans
la suite, seuls BA et DL sont utilisés.

A chaque feature de l’arbre est associé un fichier FoCaLiZe contenant des spécifica-
tions, du code et des preuves. Les artefacts associés au feature racine, BA, définissent le
noyau minimal. Le fichier FoCaLiZe associé contient trois espèces données ci-dessous,
BA_spec0, BA_spec et BA_impl, les deux premières contiennent la spécification
et la dernière, l’implantation des fonctions ainsi que les preuves des propriétés énon-
cées dans les autres espèces. Comme nous le verrons plus tard, la séparation de la
spécification en deux espèces facilitera la définition des autres features.
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FIGURE 1 – Ligne de produits des comptes bancaires

species BA_spec0 =
signature update : Self -> int -> Self;
signature balance : Self -> int;
signature over : int;
property ba_over : all b: Self, balance(b) >= over;
end ;;

species BA_spec =
inherit BA_spec0;
property ba_update : all b:Self, all a: int,

balance(b) + a >= over ->
balance(update(b, a)) = balance(b) + a;

end ;;

species BA_impl =
inherit BA_spec;
representation = int;
let balance(b) = b;
let update(b,a) = if b + a >= over then b + a else b;
proof of ba_update = by definition of update, balance ;
proof of ba_over = assumed ;
end ;;

Dans BA_spec0 sont introduites les signatures de deux fonctions, balance et
update et une constante over. La fonction balance permet de consulter le solde
du compte passé en argument, update permet de créditer/débiter le compte passé en
argument, le résultat est le nouveau compte. La propriété/spécification ba_over est
une propriété invariante, elle indique que tout compte doit avoir un solde supérieur ou
égal à over. Cette propriété doit être vérifiée dans tout produit dérivé de cette ligne
de produits. La deuxième espèce hérite des signatures et des propriétés de la première
espèce et ajoute une nouvelle propriété spécifiant la mise à jour d’un compte, en par-
ticulier les conditions de succès de cette opération. Enfin, l’espèce BA_impl réalise
la spécification. Elle précise la représentation des comptes bancaires. Ici, un compte
est représenté par son solde, soit un entier. Et donc l’accès au solde d’un compte (la
fonction balance) est l’identité. La preuve de la propriété ba_update énoncée pré-
cédemment est faite très simplement par le prouveur automatique Zenon [2]. Il suffit
de lui indiquer d’utiliser les définitions des fonctions update et balance. La preuve
de la propriété ba_over est, quant à elle, admise. En fait, elle ne peut être faite direc-
tement mais elle doit être remplacée par la preuve que cette propriété est préservée par
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chacune des fonctions (dont le résultat a le type Self) de l’espèce [10].
La caractéristique DL permet de définir les fonctionnalités des comptes bancaires

avec une limite de retrait. Ainsi on ajoute une nouvelle constante limit_withdraw.
Cette extension demande une redéfinition de la fonction update, ce que permet le
langage FoCaLiZe. En cas de retrait (argument négatif), la fonction va vérifier que l’on
est bien en deçà de la limite de retrait. Cependant la propriété ba_update n’est plus
vraie dans le contexte de DL. Nous avons ici une propriété plus restreinte. Nous défi-
nissons deux propriétés par renforcement des pré-conditions de ba_update, ce qui
revient à spécifier séparément les actions créditer et débiter. Nous appelons ce schéma,
un raffinement de propriété : il se limite à la redéfinition d’une propriété en ajoutant
une prémisse. Du fait de cette modification de comportement, on peut définir la spé-
cification de DL en héritant de BA_spec0 mais on ne peut hériter de BA_spec car
la propriété ba_update doit être adaptée. C’est la raison pour laquelle nous avions
scindé en deux espèces la spécification de BA.

L’idée est de réutiliser le code existant et les preuves existantes. Le super tel
qu’on le trouve en Java (ou original en programmation par aspects) n’existe pas en
FoCaLiZe, il va donc falloir le simuler en utilisant héritage et paramétrisation.

La caractéristique DL est donc définie elle aussi en trois espèces : la première in-
troduit la limite de retrait et hérite des spécifications réutilisables de BA, i.e. l’espèce
BA_spec0, la deuxième définit les propriétés obtenues par raffinement et enfin la der-
nière contient les définitions des fonctions et les preuves des propriétés.

species DL_spec0 =
inherit BA_spec;
signature limit_withdraw : nat;
end ;;

species DL_spec =
inherit DL_spec0;
property ba_update_ref1 : all b:Self, all a: int,

a >= 0 -> balance(b) + a >= over ->
balance(update(b, a)) = balance(b) + a;

property ba_update_ref2 : all b:Self, all a: int,
a < 0 -> (0 - a) <= limit_withdraw ->
balance(b) + a >= over ->

balance(update(b, a)) = balance(b) + a;
end ;;

species DL_impl (M is BA_impl) =
inherit DL_spec;
representation = M;
let balance(b) = M!balance (b) ;
let over = M!over ;

proof of ba_over =
by definition of balance, over property M!ba_over ;

let update(b,a) =
if a < 0 then
if (0 - a) <= limit_withdraw then M!update (b, a) else b

else M!update(b, a);

proof of ba_update_ref1 =
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by definition of update, balance, over
property M!ba_update int_ge_le_eq ;

proof of ba_update_ref2 =
by definition of update, balance, over

property M!ba_update ;
end ;;

L’espèce DL_impl a été écrite de manière à réutiliser autant que possible le code
et les preuves déjà faites dans le cadre de la caractéristique BA.

4 De GFML à FoCaLiZe
L’approche que nous proposons consiste à décrire à l’aide du langage GFML, les

modifications à réaliser, c’est-à-dire les seules informations qui différencient DL de
BA. Le module GFML correspondant à DL, décrit ci-dessous, permet de générer au-
tomatiquement les espèces de DL, soient DL_spec0, DL_spec et DL_impl. On re-
marquera que les preuves sont faites dans le format accepté par FoCaLiZe (cette partie
est en fait recopiée textuellement par le compilateur GFML vers FoCaLiZe). On peut
également noter que la syntaxe de GFML est largement inspirée de celle de FoCaLiZe.

fmodule DL from BA

signature limit_withdraw : nat;

property ba_update_ref1 refines BA!ba_update
extends premise (a >= 0);
property ba_update_ref2 refines BA!ba_update
extends a < 0 ∧ -a <= limit_withdraw;

let update(b,a) =
if a < 0

then if -a <= limit_withdraw then BA!update (b, a) else b
else BA!update(b, a);

proof of ba_update_ref1 =
{* focalizeproof = by definition of update, balance, over

property M!ba_update, int_ge_le_eq ; *}
proof of ba_update_ref2 =
{* focalizeproof = by definition of update, balance, over

property M!ba_update ; *}
end ;;

La caractéristique racine BA est également décrite à l’aide d’un module GFML, dé-
taillé ci-dessous, qui rassemble les signatures, définitions et preuves. La compilation de
ce module en FoCaLiZe produit exactement les trois espèces BA_spec0, BA_spec
et BA_impl.

fmodule BA

signature update : Self -> int -> Self;
signature balance : Self -> int;
signature over : int;
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invariant property ba_over : all b: Self, balance(b) >= over;
property ba_update : all b:Self, all a: int,

balance(b) + a >= over ->
balance(update(b, a)) = balance(b) + a;

representation = int;

let balance(b) = b;
let update(b,a) = if b + a >= over then b + a else b;

proof of ba_update =
{* focalizeproof = by definition of update, balance ;*}

proof of ba_over = assumed ;
end ;;

5 Conclusion
Dans cet article, nous avons présenté une approche de la construction non incré-

mentale de logiciels à l’aide d’un langage formel, GFML, proche de la variabilité mise
en œuvre dans les lignes de produits et permettant de spécifier, implanter et prouver
les étapes de développement par ajout ou modification. Ce langage est compilé vers un
formalisme existant, ici FoCaLiZe. Nous avons illustré notre approche par l’exemple
en ne présentant qu’une des constructions offertes par GFML et avons explicité sa tra-
duction en FoCaLiZe.

GFML est un langage formel dont la sémantique est donnée par sa traduction en
FoCaLiZe. Le compilateur de GFML vers FoCaLiZe est en cours de réalisation, en
même temps que la définition de différents opérateurs de développement liés à l’ap-
proche lignes de produits. En plus de l’exemple donné d’ajout d’une pré-condition,
citons l’ajout ou la modification d’un paramètre d’une fonction qui va avoir un im-
pact partout où est appelée cette fonction. Les modifications calculées ont un impact
sur les preuves déjà réalisées. L’opérateur décrit le travail à réaliser pour obtenir une
nouvelle version prouvée du logiciel. Ainsi, l’ambition de GFML est de proposer aux
concepteurs de lignes de produits, un langage permettant de décrire les modifications
à apporter à une première version d’une caractéristique pour prendre en compte une
nouvelle idée. Les constructions de GFML représentent des décisions et le compilateur
les prend en compte pour générer le code correspondant.

Remerciements. Nous remercions François Pessaux pour son aide lors du développe-
ment du traducteur.
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Résumé

De plus en plus, nous sommes confrontés à des systèmes intelligents
(“smart systems”). Ce sont des systèmes supposés apprendre de leur environ-
nement pour apporter des réponses les plus pertinentes possibles pour leurs
utilisateurs. Une caractéristique de ces systèmes est que leurs comportements
évoluent avec le temps. Dans le projet CNRS-PICS Safe-Smartness, collabo-
ration entre le LIG et l’université de Kobe, nous étudions comment exprimer
les propriétés d’oracle quant à la qualité d’un système intelligent.

Introduction Les systèmes intelligents (smart systems) sont caractérisés par leur
capacité à prédire ou à adapter leurs comportements à partir d’une analyse d’un
ensemble de données. Ce type d’application se retrouve dans différents domaines
(domotique, médical, transport, ...). Selon la Royal Academy of Engineering, on
peut classer les systèmes intelligents en trois catégories 1. Ainsi, selon la façon
dont les données sont collectées et utilisées, ces systèmes permettent :

— d’aider les concepteurs à produire une nouvelle version de l’application
plus efficace,

— de calculer et de présenter des informations à l’opérateur humain pour qu’il
puisse prendre des décisions pertinentes par rapport à la situation,

— de choisir les actions à effectuer en fonction de la situation et de les exécu-
ter, sans intervention humaine.

En ce qui concerne les deux dernières catégories, la question de la qualité du
système prend toute son importance. Un tel système ne doit pas induire ses utili-
sateurs en erreur et/ou ne doit pas exécuter des actions inappropriées. L’objet du
projet CNRS-PICS Safe-Smartness est d’établir des méthodes de validation pour ce
type de systèmes. Dans la suite, illustrons les difficultés sur la base d’un exemple.

Exemple Soit un système de climatisation programmable “intelligent”. L’utilisa-
teur peut programmer une heure h et une température t. Le système doit alors faire

1. http ://www.raeng.org.uk/publications/reports/smart-infrastructure-the-future
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en sorte que la pièce considérée soit à la température t à l’heure h, tout en minimi-
sant l’énergie nécessaire pour y parvenir. Pour cela, le système doit tenir compte de
l’inertie thermique, qui est propre à chaque pièce. Le système est donc doté d’une
partie “intelligente”, qui enregistre un certain nombre de facteurs et “apprend” la
vitesse à laquelle la pièce se tempère en fonction de ces facteurs. Après le temps
d’apprentissage, le système doit choisir au mieux à quel moment démarrer pour
atteindre la température t à l’heure fixée.

Propriétés attendues du système Un des premiers éléments à vérifier est donc
que la pièce soit à la température t à l’heure h. Comme cela dépend de la pièce,
il faut envisager de le faire à chaque exécution (monitoring). Pour autant, la non-
satisfaction de cette propriété ne signifie pas forcément que le système est incorrect.
Deux situations peuvent se produire. (a) L’utilisateur peut fixer un objectif impos-
sible à atteindre ; par exemple demander à 7h55 que la pièce soit à 21 ˚C à 8h alors
que la température actuelle est de 10 ˚C. (b) L’objectif peut aussi être atteignable en
théorie, mais l’environnement réel ne pas le permettre ; par exemple, si une fenêtre
est laissée ouverte en plein hiver.

Dans ces conditions, le système doit être en mesure de fournir une notification
si l’objectif est jugé non-atteignable (e.g. 7h55 pour 8h et 11 ˚C d’écart). Il sera
alors possible de valider si la notification est exacte (i.e. pertinente). La présence
de faux-négatifs (notification “impossible” mais la température est atteinte dans
les délais) et de faux-positifs (notification “possible” mais la température n’est
finalement pas atteinte dans les délais) est un indicateur de qualité du système .

Le système doit aussi être en mesure d’indiquer si les caractéristiques de l’envi-
ronnement ont changé (e.g. inertie différente si fenêtre ouverte). Cela est nécessaire
pour faire la différence entre un dysfonctionnement du système et une anomalie
ponctuelle d’usage.

Par ailleurs, on attend du système qu’il minimise l’énergie nécessaire pour at-
teindre l’objectif. Ici, on peut par exemple s’assurer que le système ne démarre pas
trop tôt, c’est-à-dire qu’à partir du moment où le climatiseur commence à chauffer
(resp. à refroidir) la pièce, il ne passe pas plusieurs fois en attente.

Mais ces propriétés ne permettent pas de s’assurer directement que le système
apprend correctement. L’apprentissage est un processus progressif. Pour décider de
la qualité de l’apprentissage, il faut observer les exécutions successives et s’assurer
que l’objectif est atteint de plus en plus souvent, et/ou de mieux en mieux (ici, en
consommant de moins en moins d’énergie). La difficulté ici est qu’il s’agit d’une
tendance, qui peut se dégrader de temps à autre, en particulier si l’utilisateur change
ses habitudes. Le fait que la tendance se dégrade pendant un temps ne signifie donc
pas forcément que le système est incorrect, mais peut caractériser le fait qu’il entre
dans une nouvelle étape d’adaptation.

Les outils habituels d’expression et d’évaluation de propriétés ne sont pas adap-
tés pour nos besoins. C’est pourquoi, l’objectif du projet Safe-Smartness est de pro-
poser des moyens alternatifs pour exprimer et valider la qualité de l’apprentissage.
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Résumé Les systèmes industriels (SCADA) sont la cible d’attaques informa-
tiques depuis Stuxnet [4] en 2010. De part leur interaction avec le mode physique,
leur protection est devenue une priorité pour les agences gouvernementales. Dans
cet article, nous proposons une approche de modélisation d’attaquants dans un
système industriel incluant la production automatique de scénarios d’attaques.
Cette approche se focalise sur les capacités de l’attaquant et ses objectifs en fonc-
tion des protocoles de communication auxquels il fait face. La description de
l’approche est illustrée à l’aide d’un exemple.

1 Introduction

Les systèmes industriels aussi appelés SCADA (Supervisory Control And
Data Acquisition) sont la cible de nombreuses attaques informatiques depuis
Stuxnet [4] in 2010. De part leur interaction avec le monde physique, ces sys-
tèmes peuvent représenter une réelle menace pour leur environnement. Suite à
une récente augmentation de la fréquence des attaques, la protection des ins-
tallations industrielles est devenue une priorité des agences gouvernementales.
Ces systèmes diffèrent également de l’informatique de gestion du fait de leur
très longue durée de vie, de leur difficulté à appliquer des correctifs et des pro-
tocoles souvent spécifiques utilisés.

État de l’art : La modélisation et la génération de scénarios d’attaques sont es-
sentielles à la sécurité des systèmes industriels. En 2013, la norme IEC 62443-
3-3 [2] détaille de façon très précise une méthode d’analyse de la sécurité infor-
matique des installations industrielles. En 2015, Conchon et al. [1] proposent
une approche se basant sur EBIOS. Toujours en 2015, Kriaa et al. [3] décrivent
S-CUBE, une approche de modélisation de systèmes industriels faisant le pas
entre la sécurité et la sûreté de fonctionnement. Leur article analyse un grand
nombre d’approches de production de scénarios d’attaques et conclut notam-
ment qu’aucune n’est automatisée ni facilement automatisable.

?. Ce travail a été partiellement financé par le LabEx PERSYVAL-Lab (ANR–11-LABX-
0025) et le projet Programme Investissement d’Avenir FSN AAP Sécurité Numérique no 3 ARA-
MIS (P3342-146798).
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Contributions : Nous proposons dans cet article une approche de modélisation
d’attaquants basée à la fois sur l’infrastructure et les possibilités d’attaques dans
un système industriel. Cette approche se base sur les composants d’une infra-
structure et les canaux de communication entre ses composants [6]. Elle vise la
production automatique de scénarios d’attaques. Nous nous focalisons sur l’at-
taquant en modélisant sa position dans l’infrastructure, ses objectifs d’attaques
et les protocoles qu’il peut utiliser en tenant compte de leurs propriétés de sé-
curité. Enfin, à l’aide d’une approche systématique, nous générons l’ensemble
des scénarios d’attaques pour lesquels un attaquant est capable de réaliser l’un
de ses objectifs face à un protocole donné.

Plan : La section 2 détaille la modélisation des attaquants et la production des
scénarios d’attaques à l’aide d’un un exemple. Ensuite, la section 3 décrit com-
ment nous souhaitons inclure cette approche dans une approche Model-Based
Testing plus globale. Enfin la section 4 conclut.

2 Approche de génération des scénarios d’attaques

Dans cette section, nous détaillons le formalisme utilisé dans notre modéli-
sation des attaquants et comment exploiter cette modélisation pour générer des
scénarios d’attaques. Cette approche est double. Elle propose dans un premier
temps d’étudier les objectifs des attaquants et comment ils pourraient les réaliser
(approche descendante) avant de les mettre dans un second temps face aux pro-
tections apportées par les protocoles de communication (approche ascendante).

2.1 Approche descendante

Nous commençons par définir l’ensemble des attaquants A et l’ensemble
des objectifs d’attaquesO. Ces ensembles sont liés par la relationRObj entre un
attaquant a et un objectif o tel queRObj ⊆ A×O si a cherche à atteindre o fait
partie de notre analyse de risque. Il va donc de soit que cette relation, fournie
par le concepteur du modèle doit tenir compte de la position des attaquants
dans l’architecture globale du système (ex. : un attaquant ne peut pas avoir pour
objectif la modification d’un message s’il n’y a jamais accès).

Exemple :
Nous considérons l’infrastructure de communication en figure 1 où les atta-
quants (en couleur) sont A = {ClientA, RouteurA} (un client et un routeur
compromis) et les objectifs d’attaques (tirés de recommandations gouvernemen-
tales) considérés, sont O = {V olId, ContAuth,Alte, AlteC} avec :

— V olId = Vol d’identifiants,
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— ContAuth = Contournement d’authentification,
— Alte = Altération d’un message,
— AlteC = Altération ciblée d’un message.

ClientA

Client1

RouteurA

Serveur2

Serveur1

FIGURE 1: Exemple d’infrastructure

Les attaquants A et les objectifs O sont liés par la relation RObj définie en
Table 1, où un 3 signifie que l’objectif o est retenu pour l’attaquant a.

RObj V olId ContAuth Alte AlteC
ClientA 3

RouteurA 3 3 3 3

TABLE 1: Exemple d’objectifs retenus pour chaque attaquant

Nous définissons ensuite l’ensemble des vecteurs d’attaques V et Real ⊆
O × P(V), la fonction entre un objectif et l’ensemble des parties de V (ie. les
combinaisons de vecteurs d’attaques). Ainsi, Real(o) décrit la réalisation d’un
objectif o à l’aide de vecteurs de V . Un vecteur peut être vu comme les tech-
niques, tactiques ou procédés pouvant servir à la réalisation d’une attaque [1].

Exemple :
Nous considérons ici les vecteurs V = {Lire, Usurp, Mod,Rej} avec :

— Lire = Lecture (et compréhension) d’un message
— Usurp = Usurpation d’une identité
— Mod = Modification d’un message
— Rej = Rejeu d’un message
La fonction Real décrivant comment réaliser les objectifs d’attaque à l’aide

des vecteurs d’attaques peut par exemple être :
— Real(V olId) = {{Lire}}
— Real(ContAuth) = {{Usurp}, {Rej}}
— Real(Alte) = {{Mod}}
— Real(AlteC) = {{Lire,Mod}}
En particulier, ContAuth peut être réalisé en usurpant une identité ou en

rejouant un message d’authentification (ex. : l’envoi d’un mot de passe). Tan-
dis que AlteC nécessite à la fois la capacité de modifier un message et d’en
comprendre le contenu.
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Ainsi, nous sommes en mesure de représenter les attaquants, leurs objectifs
et comment ces objectifs peuvent être réalisés au moyen de vecteurs d’attaques.
La section suivante décrit comment une analyse des propriétés de sécurité of-
fertes par les protocoles vérifie si ces objectifs sont atteignables.

2.2 Approche ascendante

Dans un second temps, nous définissons l’ensemble des configurations des
protocoles P considérés pour l’analyse. Dans la suite de cet article nous consi-
dérerons chaque configuration comme un protocole différent. V ect ⊆ P ×
P(V) est l’ensemble des vecteurs d’attaques de V accessibles à l’attaquant pour
chaque protocole (ie. leurs faiblesses exploitables).

Exemple :
Pour les protocoles C = {MODBUS, FTP, FTPAuth, OPC-UANone, OPC-
UASign, OPC-UASignEnc }, les capacités d’attaques V ect sont définies en table
2, où un 3 signifie que le vecteur d’attaque est accessible à l’attaquant pour ce
protocole.

V ect Lire Usurp Mod Rej

MODBUS 3 3 3 3

FTP 3 3 3 3

FTPAuth 3 3 3

OPC-UANone 3 3 3 3

OPC-UASign 3

OPC-UASignEnc

TABLE 2: Exemple de capacités d’attaques retenus pour chaque protocole

Les protocoles MODBUS, FTP et OPC-UANone ne garantissent aucune sé-
curité et permettent donc tous les vecteurs d’attaques. Le protocole FTPAuth

ajoute une authentification à l’aide d’un mot de passe empêchant l’usurpation
d’identité. Les protocoles OPC-UASign et OPC-UASignEnc apportent des signa-
tures cryptographiques et de l’estampillage aux messages, empêchant ainsi leur
usurpation, modification ou rejeu. Enfin OPC-UASignEnc garantit également la
confidentialité des communications.

Il est alors possible de déterminer si un objectif o est réalisable à l’aide de
l’ensemble des vecteurs d’attaques pour un protocole p en vérifiant si : ∃e ∈
RReal(o) | e ⊆ V ect(p). Alors, l’ensemble des scénarios d’attaques Sa,p pour
un attaquant a et un protocole p est alors défini par :

Sa,p = {(o, e) | o ∈ O ∧ e ⊆ RReal(o) ∧ e ⊆ V ect(p) ∧ (a, o) ∈ RObj}
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L’ensemble des scénarios d’attaques à considérer dans le cadre d’une cam-
pagne de test est alors l’ensemble des Sa,p, ∀a ∈ A et pour tous les protocoles
de P que pourraient utiliser chaque attaquants.

Exemple :
Dans notre exemple, si l’on suppose que ClientA communique via FTPAuth :

SClientA,FTPAuth
= {(ContAuth,Rej)}

Cela s’explique par le fait que seul l’objectif ContAuth est considéré pour
ClientA (table 1) et qu’il est réalisable avec au moins l’un des vecteurs d’at-
taques Usurp ou Rej dont le dernier est offert par FTPAuth. De même pour
RouteurA qui est face à la fois à OPC-UANone et FTPAuth :

SRouteurA,OPC-UANone
= {(V olId, Lire), (ContAuth, Usurp), (ContAuth,Rej),

(Alte,Mod), (AlteC , (Lire,Mod))}

SRouteurA,FTPAuth
= {(V olId, Lire), (ContAuth,Rej), (Alte,Mod),

(AlteC , (Lire,Mod))}

3 Méthodologie globale

Notre objectif est d’utiliser cette phase d’analyse dans une approche glo-
bale allant de la modélisation du système à la production automatique des pa-
quets réseau implémentant et testant les attaques identifiées. Nous proposons
donc une approche Model-Based Testing dans l’objectif de vérifier si les at-
taques trouvées par l’approche sont effectivement jouables sur une plate-forme,
voire de quantifier leur plausibilité. La figure 2 illustre la méthodologie que nous
voulons développer. L’approche part d’une architecture représentant les compo-
sants du systèmes, les canaux de communication et les protocoles (similaire à la
figure 1) ; croisée avec des propriétés de sécurité spécifiant les objectifs des at-
taquants. Ensuite, l’analyse présentée en section 2 permet d’obtenir les vecteurs
d’attaques à utiliser par des attaquants pour violer les propriétés de sécurité. Ces
vecteurs sont ensuite concrétisés en paquets réseaux à l’aide d’une bibliothèque
décrivant comment implémenter les vecteurs pour chaque protocole (ex. : com-
ment modifier un paquet OPC-UA). Enfin, ces paquets sont instanciés, soit de
manière aléatoire, soit en fonction de la logique applicative de la plate-forme.
Cette approche pourrait se généraliser aux systèmes d’information, mais elle
exploite néanmoins des propriétés souvent présentes dans les systèmes indus-
triels telles que l’absence de réseaux dynamiques, simplifiant la représentation
de l’infrastructure.
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FIGURE 2: Méthodologie globale

4 Conclusion

En conclusion, nous proposons une approche de modélisation d’attaquants
basée à la fois sur l’infrastructure d’un système industriel et des possibilités d’at-
taques contre celui-ci. Des scénarios d’attaques montrent comment un attaquant
peut exploiter les faiblesses d’un protocole de communication pour satisfaire ses
objectifs. Nous nous focalisons ici sur les possibilités de forger des attaques. A
terme, nous souhaitons produire des attaques sur le fonctionnement du système,
tenant donc compte du contenu des messages. L’analyse en elle-même pour-
rait être améliorée en considérant des attaques en plusieurs étapes. Par exemple,
nous avons énoncé en section 2.2 que la configuration FTPAuth ne permet pas le
vecteur d’attaque Usurp car elle utilise une authentification par mot de passe.
Cependant, le vecteur d’attaque Lire pourrait révéler ce mot de passe et ainsi
donner l’accès en un second temps au vecteur Usurp. Ces attaques en plusieurs
étapes, tenant alors compte de l’ordre des actions à exécuter, pourraient être
décrites sous forme d’arbre d’attaques [5] (représentation classique pour modé-
liser des attaquants). Un autre axe pourrait être la prise en compte de plusieurs
attaquants coopérant pour des objectifs communs.
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Résumé

Le Model-Based Testing est une activité permettant, à partir de la modélisation du
système sous test (SUT), de générer des tests pour la validation du SUT par rapport aux
spéci�cations de ce système. Cet article présente MBeeTle, un outil de génération de test
à-la-volée pour le MBT, ainsi que ses principes et ces stratégies de génération. Il permet
la recherche des anomalies profondes et la validation du modèle de test en générant et
exécutant des pas de test sur la base d'une approche aléatoire. MBeeTle est présenté
avec une expérimentation sur la une norme d'interfaces utilisateurs et logicielles pour les
systèmes d'exploitation (POSIX).

1 Introduction et contexte

Dans ce papier nous présentons MBeeTle, un outil de génération de test à-la-volée [1] basé
sur le Model-Based Testing (MBT) [2] pour l'exploration des systèmes sous test. Le MBT
est une activité permettant de générer des tests abstraits à partir de la modélisation du SUT
qui nécessite l'utilisation d'une couche d'adaptation a�n de les concrétiser pour pouvoir les
exécuter sur le SUT. La catégorie principale de génération de test est la génération dite hors-
ligne, dont le principe est de générer des scénarios de test abstrait. Pour pouvoir les exécuter
automatiquement sur le SUT, il faut créer le lien entre les données abstraites du modèle et
le SUT. C'est ici que la couche d'adaptation est nécessaire pour associer à chaque donnée
abstraite les informations de concrétisation permettant leur exécution sur le SUT. Une autre
catégorie de génération, implémentée dans l'outil MBeeTle, est la génération à-la-volée. Le
principe est d'attendre le résultat du premier pas de test avant de générer les pas suivants. Il
est donc nécessaire de disposer de la couche d'adaptation pour mettre en ÷uvre cette méthode.
Cette approche permet de générer des tests fonctionnels longs (i.e. plusieurs centaines de pas
de test) basés sur les comportements modélisés du SUT.

∗Cet outil a en partie été réalisé lors des projets ANR ASTRID OSEP et ANR ASTRID maturation
MBT_SEC.
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Figure 1 � Approche à-la-volée Figure 2 � Schéma de fonctionnement

MBeeTle est un outil de génération de tests à-la-volée qui génère puis exécute directement
chaque pas de test sur le SUT. Il se base sur l'utilisation de modèles réalisés à l'aide de sous-
ensembles des langages UML et OCL [3]. Il s'intègre dans une approche hors-ligne existante,
représenté dans la �gure 1 et réutilise des briques logicielles de l'outil Smartesting 1 CertifyIt [4]
(un générateur de tests fonctionnels hors-ligne), notamment son animateur pour valider sur le
modèle les di�érents pas de test générés par les algorithmes de MBeeTle.

2 L'outil MBeeTle

Le principe de MBeeTle est de générer des scénarios de test plus ou moins longs (plusieurs
centaines de pas) à l'aide d'une combinaison d'algorithmes de génération de pas de test,
de préambules et d'un ou plusieurs critères de sélection de tests nommés sélecteurs. Cette
combinaison est appelé une stratégie de génération.

MBeeTle est composé de plusieurs modules, décrit dans la �gure 2, ayant chacun un
objectif dans la création d'un scénario de test à-la-volée. Le premier, le Test Driver, pilote
et lie les autres modules. Les générateurs permettent, grâce à un tirage aléatoire, de générer
des pas de test en se servant des informations du modèle. Les pas générés sont cohérents,i.e.
utilisent des valeurs existantes dans le modèle, mais pas forcément valides par rapport à l'état
courant du modèle. Un pas de test est valide si son animation sur le modèle ne rentre pas en
contradiction avec les contraintes et/ou les pré-conditions présentes dans le modèle. C'est le
rôle de l'animateur : si le pas est valide, il est envoyé au sélecteur. Si le sélecteur choisit le pas
alors la stratégie le valide et le retourne au TestDriver qui, au travers du module de service,
l'exécute et récupère le résultat de cette exécution. Cette suite d'actions est alors recommencée
jusqu'à remplir les conditions d'arrêt de la campagne de génération à-la-volée.

L'interface utilisateur présenté �gure 3 permet de con�gurer entièrement l'outil et d'af-
�cher des informations de la campagne courante, comme le nombre de scénarios générés et
la couverture des opérations et des comportements du modèle. Les deux algorithmes de gé-
nération de tests utilisés dans MBeeTle sont basés sur l'aléatoire. Le premier est purement
pseudo-aléatoire et ne tient pas compte de ce qui a été généré précédemment. A�n de facili-

1. http ://www.smartesting.com/
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Figure 3 � L'interface de l'outil MBeeTle

ter le passage des comportements complexes, le second implémente une pondération sur les
opérations et sur les paramètres.

Trois sélecteurs sont disponibles dans MBeeTle. Le premier est simple et utilise n'im-
porte quel pas de test qui lui est soumis. Le second se base sur les comportements modélisés
et optimise leur couverture en favorisant les pas de test qui augmentent la couverture des
comportements. Le dernier explore les états du système dans des contextes plus divers que
l'approche habituelle. Il se base sur les cas non-passants/passants, i.e. les pas qui provoquent
un état d'erreur du système et les autres, le but étant de générer des séquences inhabituelles
d'opérations qui peuvent provoquer de nouvelles anomalies.

Avant de lancer la génération l'outil peut importer des tests existants. Les béné�ces de cette
ré-utilisation de tests sont multiples : augmentation de la diversité des contextes d'activation
des comportements déjà testés en évitant les enchainements de comportements déjà couverts,
diminution du temps de génération et passage des goulots d'étranglements du modèle (une
di�culté inhérente aux approches aléatoire) et du coup augmentation de l'espace d'exploration.
L'outil permet d'exporter les résultats sous di�érents formats.

3 Expérimentations

Le périmètre du standard POSIX 2 modélise la gestion de �chiers, d'utilisateurs et de droits
pour les systèmes de type UNIX. Le modèle est composé de 19 classes, avec 24 opérations pour
2 442 lignes d'OCL et chaque interface de l'API est accessible à tout moment. Les tests hors-
ligne ont été générés en 24 heures pour couvrir 88% du modèle. Nous avons choisi de faire
des lancements/exécutions avec MBeeTle respectant un volume de 20 000 pas correspondant
à celui des tests fonctionnels, tout en découpant les lancements en trois con�gurations types :
1000 scénarios de 20 pas de test, 250 scénarios de 80 pas de test et 100 scénarios de 200 pas
de test. Pour chaque stratégie de génération on évalue la couverture des comportements, et le
temps de génération de tests et d'exécution des pas de test. Par ailleurs nous avons généré, avec
l'outil Pitest 3, 1290 mutants qui nous ont servit pour une analyse mutationelle. La génération
hors-ligne tue 548 mutants avec 1484 tests, la génération à la volée en tue en moyenne 546 et
la somme des deux approches en tue 630.

2. https ://standards.ieee.org/�ndstds/standard/1003.1-2008.html
3. http ://pitest.org/
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De cette expérimentation ressort que MBeeTle permet de couvrir rapidement plus de la
moitié des comportements du modèle (environ 16 minutes contre 3 heures pour la version
hors-ligne). En réutilisation des tests hors-ligne générés, on augmente signi�cativement la
couverture du modèle. Par ailleurs MBeeTle est capable de générer rapidement un volume de
pas de test conséquent (ici 20000 pas en 13,6 secondes en moyenne). De plus l'utilisation de
cette approche a permis de détecter des mutants di�érents de ceux détectés par l'approche
hors-ligne.

Par ailleurs, l'application de l'approche à-la-volée sur cette expérimentation montre que les
artefacts de modélisation hors-ligne sont réutilisables avec un faible coût de main d'÷uvre pour
adapter le banc de test pour une utilisation pas à pas. Il en ressort également que MBeeTle
peut être utilisé pour mettre au point le modèle en générant rapidement des scénarios de test.

4 Conclusion et perspectives

Nous avons présenté MBeeTle en association avec l'approche hors-ligne sur un modèle
de taille réelle. Dans ce contexte il permet de compléter cette approche avec un faible coût
d'adaptation et une réutilisation complète des ressources et des outils mis en place. Il permet
d'augmenter l'espace d'exploration pour activer des comportements dans d'autres contextes.
Par ailleurs sur un autre cas d'étude, une implémentation de la norme PKCS#11 4, il a permis
de montrer des erreurs dues a des fuites mémoires qui n'ont pas été trouvés par les outils
classiques grâce à une utilisation intensive de l'outil 5.

Pour la suite, nous prévoyons d'adapter cette approche à-la-volée pour en faire une ap-
proche de tests en-ligne où nous utiliserons le retour du SUT pour calculer le pas de test
pour calculer le prochain. De part son aspect modulaire et ses stratégies paramétrables, des
expérimentations pour de la génération en-ligne (utilisation du retour d'exécution des pas
de test pour décider du prochain pas de test à générer) [5] sont envisageables. Par ailleurs
pour améliorer son e�cacité, de nouvelles stratégies seront ajoutées pour palier aux di�cultés
rencontrées, par exemple sur les modèles à goulots d'étranglements.
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Binsec est une plate-forme pour l’analyse formelle de code binaire, disponible en
LGPL (http://binsec.gforge.inria.fr). La plate-forme repose sur une représentation
intermédiaire (IR), les DBA 1 [3, 5], bien adaptée aux analyses formelles (peu

Figure 1 – Plate-forme Binsec

d’opérateurs, pas d’effets de bord).
La plate-forme propose quatre mo-
dules principaux : (1) un front-
end incluant plusieurs méthodes de
désassemblage syntaxique et une
simplification de la représentation
intermédiaire générée [5], (2) un si-
mulateur de programmes DBA en-
richi d’un modèle mémoire à ré-
gions bas-niveau [2], (3) un module
d’analyse statique par interpréta-
tion abstraite, et (4) un module
d’exécution symbolique dynamique
(DSE) [4].

Front-end et simplification des DBA. Chaque instruction machine est traduite
vers un bloc d’instructions DBA sémantiquement équivalent. Les analyses sémantiques
se basent ensuite sur ce code DBA. Binsec fournit actuellement un parseur pour le
format de binaire ELF (PE en cours) et un décodeur pour l’architecture x86-32 (support
de 380 instructions de base, ainsi que 100 instructions SIMD hors opérations flottantes).
Grâce à un mécanisme de stubs formels, il est également possible de remplacer ou d’in-
sérer un bloc DBA à une adresse spécifiée. Ceci est utile si on veut abstraire une partie
du code (typiquement, une fonction de librairie standard) ou si le code n’est pas dispo-
nible à une adresse donnée (analyse de parties de programmes avant l’édition de liens).
Des algorithmes basiques de reconstruction du graphe de flot de contrôle (linear sweep,
recursive traversal) sont implémentés avec la possibilité d’interagir avec les autre mo-
dules (notamment exécution symbolique et analyse statique) pour découvrir les cibles
des sauts dynamiques. Un moteur de simplifications permet d’éliminer certaines opéra-
tions inutiles, typiquement les mises à jour systématiques de flags (75% de suppression
dans nos expériences [5]).

Simulation. Le module de simulation supporte les nouvelles extensions des DBA [5],
Il permet de simuler l’exécution des programmes désassemblés et la génération aléatoire

∗La plate-forme BINSEC est un effort commun CEA - IRISA - LORIA - Université Grenoble Alpes,
financé par l’ANR (bourse ANR-12-INSE-0002). Les résultats décrits ici ont été présentés à TACAS 2015
[5] et SANER 2016 [4]. Ils ont été encadrés par Sébastien Bardin, Jean-Yves Marion, Laurent Mounier
et Marie-Laure Potet.
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de tests (fuzzing). Trois modèles mémoire peuvent être sélectionnés : le modèle plat (la
mémoire comme tableau d’octets), le modèle à régions standard – à la CompCert [6],
ou un modèle à régions bas-niveau [2]. L’adoption du modèle à région bas-niveau est
motivée par sa capacité à permettre à la fois de profiter de l’abstraction offerte par le
modèle à régions standard et de donner une sémantique définie aux programmes bas
niveau.

Analyse statique. L’analyse statique permet d’inférer, à partir du code d’un pro-
gramme et sans l’exécuter, des propriétés vraies pour toutes les exécutions de ce pro-
gramme. L’analyse statique de programmes binaires permet d’analyser des exécutables
dont on ne dispose pas du code source, mais aussi de compléter les analyses appliquées
au niveau source avec des informations plus précises, car proches de la plateforme cible.
Le module d’analyse statique de Binsec offre un calcul générique de point fixe abs-
trait, paramétré par un domaine abstrait, afin de prototyper rapidement des analyses
niveau binaire. L’implémentation actuelle permet une interaction avec le désassemblage
syntaxique pour la résolution sûre des cibles des sauts dynamiques, ainsi qu’un mode
d’analyse non-sûre (contrôlé par l’utilisateur) permettant par exemple de limiter les
cibles des sauts dynamiques. L’interface est pour le moment limitée à des domaines
non-relationnels mais en cours d’extension pour profiter des domaines relationnels.

Exécution symbolique. BINSEC/SE [4] est un moteur d’exécution symbolique dy-
namique, architecturé autour des trois composants principaux : le traceur, le noyau
d’exécution symbolique et le sélecteur de chemins. Le traceur, appelé PINSEC, est arti-
culé autour du framework Pin et permet de générer une trace pour des exécutables Linux
et Windows. Un système interactif permet d’échanger des messages avec le noyau DSE
afin de faciliter l’instrumentation. Le noyau d’exécution symbolique permet de produire
le prédicat de chemin (ensemble de contraintes sur les entrées du programme) d’une trace
à partir de la représentation intermédiaire des DBA, puis d’en tester la satisfiabilité via
un solveur SMT. Enfin, le sélecteur de chemins permet de spécifier l’ordre dans lequel
explorer les chemins du programme, suivant la méthode décrite dans [1].

Expérimentations. Le moteur d’exécution symbolique a été testé sur des programmes
de type coreutils (Unix) et malware (Windows), ainsi que sur des challenges de type “cra-
ckme”. Le moteur d’analyse statique a été testé sur des programmes issus des benchmarks
Juliet/samate du NIST.
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Table ronde : Enseignement de l’informatique dans le primaire et le
secondaire

Animateur

Martin Quinson (IRISA, ENS Rennes)

Résumé de la table ronde
Les nouveaux programmes scolaires font apparaître l’introduction de l’informatique dans le primaire
et le secondaire à la rentrée 2016. Au delà de la simple utilisation de l’outil informatique, ceux-ci
envisagent une introduction plus spécifique du code informatique et de la programmation (algorith-
mique, représentation de l’information, fonctionnement d’un ordinateur, etc.) qui soulève un certain
nombre de questions : que faire apprendre aux élèves en fonction de leur niveau ? comment former
les enseignants ? quelles sont les impacts sur l’enseignement supérieur et sur la société ? L’objectif de
cette table ronde est de mettre en avant les initiatives existantes pour introduire cette discipline dans
les cursus scolaires et pour accompagner les formateurs dans cette démarche. Au travers de questions
préparées et de discussions avec la salle, cette table ronde vise à impliquer la communauté du GDR
GPL dans cette évolution majeure des formations en informatique.

Biographie :
Martin Quinson est professeur à l’ENS Rennes depuis 2015. Avant cela, il était depuis 2005 maître
de conférences à Telecom Nancy, école de l’Université de Lorraine. Il enseigne ainsi depuis plus de 10
ans les bases de la programmation à des débutants, en partie grâce à une plate-forme pédagogique
complète qu’il a co-développé. En matière de médiation scientifique, Martin Quinson est co-auteur
d’activités d’initiation à l’informatique sans ordinateur pour des animations en classe ou en périsco-
laire. Il a également participé à la rédaction d’un guide pédagogique de « La Main à la Pâte » pour
l’informatique en primaire à paraître prochainement. Martin Quinson mène en parallèle des recherches
sur l’étude de systèmes informatiques répartis à large échelle, de type cloud ou HPC.

Participants

Sylvie Boldo est chercheuse à l’Inria depuis 2005 sur la vérification formelle de programmes numé-
riques. Elle est impliquée en vulgarisation scientifique : comité d’organisation du castor informatique,
blog binaire.blog.lemonde.fr, revue interstices.info, formation des professeurs, exposés en col-
lège. . .

Christian Buso est enseignant de mathématiques depuis 1984, actuellement au lycée Haag de Besan-
çon. Intéressé très tôt par les possibilités de l’outil informatique pour cet enseignement, il a participé
pendant 15 ans à la formation continue des enseignants sur l’usage des TICE. Il a enseigné l’algorith-
mique en seconde et première scientifique.

Philippe Marquet est enseignant-chercheur en informatique à l’université de Lille, travaille dans
le domaine des systèmes embarqués et du parallélisme au sein d’une équipe Inria. Philippe Marquet
est vice-président de la SIF, Société informatique de France, en charge de l’enseignement et de la
formation. Il est particulièrement intéressé par une nécessaire éducation à l’informatique pour toutes
et tous, que ce soit par le biais de la médiation scientifique en informatique, ou de l’introduction
d’enseignements de l’informatique.
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Benjamin Wack est professeur agrégé de mathématiques. Après plusieurs années en collège et en
lycée, il enseigne l’informatique dans l’UFR IM2AG à l’Université Grenoble Alpes et coordonne le
groupe Algorithmique de l’IREM de Grenoble. Il a participé à la rédaction de manuels scolaires pour
la spécialité ISN en terminale S et pour l’informatique de tronc commun en classes préparatoires.
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Prix de thèse

Prix du GDR GPL : From qualitative to quantitative program analy-
sis : permissive enforcement of secure information flow

Auteur : Mounir Assaf (LSL - CEA LIST, CIDRE - Irisa/Inria/CentraleSupélec & Stevens Institute
of Technology)

Résumé :

Résumé : Les mécanismes de contrôle de flux d’information permettent d’analyser des programmes
manipulant de l’information sensible, afin de prévenir les fuites d’information.

Les contributions de cette thèse incluent des techniques d’analyse de programmes pour le contrôle
de flux d’information tant qualitatif que quantitatif. Les techniques d’analyse qualitatives permettent
la détection et la prévention des fuites d’information. Les techniques quantitatives vont au-delà de la
simple détection des fuites d’information, puisqu’elles permettent d’estimer ces fuites afin de décider
si elles sont négligeables.

Nous formalisons un moniteur hybride de flux d’information, combinant analyse statique et dyna-
mique, pour un langage supportant des pointeurs et de l’aliasing. Ce moniteur permet de mettre en
œuvre une propriété de non-interférence, garantissant l’absence de fuites d’information sensible. Nous
proposons aussi une transformation de programmes, qui permet de tisser la spécification du moniteur
au sein du programme cible. Cette transformation de programme permet de mettre on œuvre la pro-
priété de non-interférence soit par analyse dynamique en exécutant le programme transformé, ou par
analyse statique en analysant le programme transformé grâce à des analyseurs statiques existants,
sans avoir à les modifier.

Certains programmes, de par leur fonctionnement intrinsèque, font fuiter une quantité – jugée
négligeable – d’information sensible. Ces programme ne peuvent donc se conformer à des propriétés
telles que la non-interférence. Nous proposons une propriété de sécurité quantitative qui permet
de relaxer la propriété de non-interférence, tout en assurant les même garanties de sécurité. Cette
propriété de secret relatif est basée sur une mesure existante de quantification des flux d’information :
la min-capacité. Cette mesure permet de quantifier les fuites d’information vis-à-vis de la probabilité
qu’un attaquant puisse deviner le secret.

Nous proposons aussi des techniques d’analyse statique permettant de prouver qu’un programme
respecte la propriété de secret relatif. L’abstraction des cardinaux, une technique d’analyse par in-
terprétation abstraite, permet de sur-approximer la mesure de min-capacité pour des programmes
acceptant des entrées publiques et confidentielles, mais n’affichant le résultat de leurs calculs qu’à la
fin de leur exécution. L’abstraction des arbres d’observation, quant à elle, supporte des programmes
pouvant afficher le résultat de leurs calculs au fur et à mesure de leur exécution. Cette dernière ana-
lyse est paramétrée par l’abstraction des cardinaux. Elle s’appuie sur la combinatoire analytique afin
de décrire les observations d’un attaquant et quantifier les fuites d’information pour prouver qu’un
programme respecte la propriété de secret relatif.

Biographie :
Mounir Assaf est chercheur postdoctoral au Stevens Institute of Technology, où il travaille avec David
Naumann sur la rationalisation d’analyses de sécurité par interprétation abstraite et le développe-
ments de nouvelles techniques en adoptant le point de vue calculatoire de cette théorie. Il a obtenu
un doctorat en informatique de l’université de Rennes 1 en 2015, sous la direction de Julien Signoles
(LSL, CEA LIST), Éric Totel et Frédéric Tronel (CIDRE, Irisa/Inria/CentraleSupélec). Sa thèse porte
sur l’analyse de programme pour la détection et la quantification des fuites d’information sensible.
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Prix de thèse

Accessit : Méthodes formelles pour le respect de la vie privée par
construction

Auteur : Thibaud Antignac (Privatics, laboratoire CITI, Inria Grenoble – Rhône-Alpes, INSA Lyon)

Résumé :
Le respect de la vie privée par construction est de plus en plus mentionné comme une étape essen-
tielle vers une meilleure protection de la vie privée. Les nouvelles technologies de l’information et de
la communication donnent naissance à de nouveaux modèles d’affaires et de services. Ces services re-
posent souvent sur l’exploitation de données personnelles à des fins de personnalisation. Alors que les
exigences de respect de la vie privée sont de plus en plus sous tension, il apparaît que les technologies
elles-mêmes devraient être utilisées pour proposer des solutions davantage satisfaisantes. Les tech-
nologies améliorant le respect de la vie privée ont fait l’objet de recherches approfondies et diverses
techniques ont été développées telles que des anonymiseurs ou des mécanismes de chiffrement évolués.

Cependant, le respect de la vie privée par construction va plus loin que les technologies améliorant
simplement son respect. En effet, les exigences en terme de protection des données à caractère person-
nel doivent être prises en compte au plus tôt lors du développement d’un système car elles peuvent
avoir un impact important sur l’ensemble de l’architecture de la solution. Cette approche peut donc
être résumée comme « prévenir plutôt que guérir ».

Des principes généraux ont été proposés pour définir des critères réglementaires de respect de la
vie privée. Ils impliquent des notions telles que la minimisation des données, le contrôle par le sujet
des données personnelles, la transparence des traitements ou encore la redevabilité. Ces principes ne
sont cependant pas suffisamment précis pour être directement traduits en fonctionnalités techniques.
De plus, aucune méthode n’a été proposée jusqu’ici pour aider à la conception et à la vérification de
systèmes respectueux de la vie privée.

Cette thèse propose une démarche de spécification, de conception et de vérification au niveau
architectural. Cette démarche aide les concepteurs à explorer l’espace de conception d’un système
de manière systématique. Elle est complétée par un cadre formel prenant en compte les exigences de
confidentialité et d’intégrité des données. Enfin, un outil d’aide à la conception permet aux concepteurs
non-experts de vérifier formellement les architectures. Une étude de cas illustre l’ensemble de la dé-
marche et montre comment ces différentes contributions se complètent pour être utilisées en pratique.

Biographie :
Thibaud Antignac est post-doctorant à la Chalmers University of Technology à Göteborg, en Suède,
depuis mars 2015. Il travaille avec David Sands et Gerardo Schneider sur des approches basées sur
le langage et le contrôle du flot d’information appliquées au respect de la vie privée. Il a obtenu
un doctorat de l’INSA Lyon en 2015 et a mené ses recherches au sein de l’équipe Privatics d’Inria
Grenoble – Rhône-Alpes au laboratoire CITI sous la direction de Daniel Le Métayer. Sa thèse porte
sur les méthodes formelles pour le respect de la vie privée par construction.
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